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Abstract

Vehicles  connected to  networks of  other  vehicles  is  one promising example of  the

Internet of Things (IoT). Companies operating fleets of vehicles can benefit from the

possibility to aggregate all of the information that is generated from this network in

order to optimise their logistics and operations. Underlying this network is the need for

a communication link that can connect distributed vehicles and efficient protocols to

manage the transmission of information. 

For vehicles, the cellular network is the best communication infrastructure available.

Since cellular usage has a monetary cost that is proportional to data use, this thesis

evaluates three protocols (MQTT, MQTT-SN and AMQP) in terms of how much data

they use during typical scenarios with regard to communications patterns and payload.

Three different payload sizes were used to simulate different message types, and the

package loss rate on the communication link was varied from 0% to 30% to better

simulate real world conditions. 

The results showed that for small payload sizes the overhead can be the same order of

magnitude  as  the  payload  and  MQTT-SN  performs  significantly  better  than  both

MQTT and AMQP. However, for larger payloads, this effect diminishes. For the larger

payload MQTT-SN actually consumed more data than the other two protocols. Under

the more lossy conditions tested there are some problems running experiments, such as

the underlaying TCP connection breaking in some cases and the time to complete the

task becomes very long. MQTT and AMQP generally performed about the same in

most  aspects  in  the  tests,  with  the  exception  of  how  they  handle  TCP

acknowledgements. 
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Sammanfattning

Utvärdering av publish-subscribe-protokoll för

fordonskommunikation

Fordon som är anslutna till ett nätverk är en lovande applikation av sakernas internt (eng.

Internet of Things). För företag vars kärnverksamhet involverar användandet av fordon

kan den information som fordonen generar användas till att förbättra verksamheten. För

att kunna använda nätverket krävs en kommunikationslänk som ansluter fordonet, samt

ett kommunikationsprotokoll för att förmedla information. 

För fordon är mobilnätet den bästa tillgängliga kommunikationslänken för att ansluta dem

till internet. Att använda mobilnätet kostar pengar i proportion till den datamängd som

används, därför behandlas i denna rapport dataåtgången för tre protokoll, AMQP, MQTT

och MQTT-SN. För dessa testar vi tre olika storlekar på nyttodata för att göra testerna mer

verklighetstrogna för typiska användningssituationer, testar vi dessa under inverkan av

paketförluster mellan 0% till 30% på nätverket. 

Resultaten från testerna visar att för små storlekar på nyttodata är MQTT-SN det protokoll

som konsumerar minst data. För större storlekar på nyttodata är dataanvändningen för

AMQP och MQTT ungefär  likvärdiga  i  dataanvändning medans  MQTT-SN använder

mer. Vid höga nivåer av paketförluster tog testerna lång tid och det var inte ovanligt att

TCP anslutningen bröts.  AMQP och MQTT hade överlag ganska lika beteenden, dock

med undantaget hantering av TCP:s leveranskvittens. 
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 1.1 List of abbreviations and terms

ACK TCP ACKnowledgement

AMQP Publication subscribe type protocol see page 19

CAN-bus Controller Area Network, a common wirelevel protocols used for

automotive for communication between internal components. 

CBC Cipher Block Chaining, a common mode of encryption for 
symmetric encryption algorithms used to avoid blocks with the 
same plain-text data resulting in the same output. The basic idea is 
that information from a previous block is used as part of the key. 

Certificate A public key with some additional information about the owner 
such as name and address, all this signed by a trusted party. 

EULA End User License Agreement

IANA The Internet Assigned Numbers Authority, is responsible for the 
global coordination of the DNS Root, IP addressing, and other 
Internet protocol resources. 

IP Internet Protocol see page 79

MAC Message Authentication Control

MQTT Publication subscribe type protocol see page 21

MQTT-SN Publication subscribe type protocol see page 24

MTU Maximum Transport Unit

QoS Quality of Service

SASL Simple Authentication and Security Layer, is a framework for 
authentication built to be a common layer to interface with 
authentication protocols. 

TCP Transmission Control Protocol, see page 84

TLS Transport Layer Security

UDP User Datagram Protocol, see page 81

X509 Certificate A standard format for a certificate. 
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 2 Introduction 

The goal of this thesis is to evaluate three protocols for data consumption over lossy

links, which is achived by testing the protocols in a simulated test environment. The

motivation for minimizing the data consumption is  minimizing cost  from using the

cellular network. 

 2.1 Internet of Things

Computing  devices  are  getting  smaller,  faster  and  and  perhaps  most  significantly:

cheaper. As a consequence we can find computing devices in all  shapes and forms

being  used  in  far  more  places  than  before.  Similar  to  the  computing  devices,  the

wireless networking technologies have gotten a lot cheaper and better. By connecting a

huge amount  of  small  things with  limited  capabilities  together,  the  total  of  all  the

subsystems can be thought of as a single high feature system that is more than the sum

of its parts. 

There is no one strict definition of what the Internet of Things is, many organizations

have their own definitions and thus it is evident that the concept means different things

to  different  people.  The  definitions  made  by  the  different  organizations  are  quite

influenced by the directions from which they are approaching the concept. What the

definitions have in common is that there are many small devices cooperating within a

larger system connected by a network [1][2]. 

The Internet of Things (IoT) has a great potential to improve the quality of life for

people around the world, but there are downsides. The IoT devices could be used for

many purposes that  in some way might  harm people and thier  privacy. Even if  the

devices of IoT are  not  created with malicious intent,  they can be subverted due to

security flaws and many devices have been shown to be vulnerable [3]. 

Standards compliance is important for IoT devices,  as the main point of IoT is that

devices communicate with each other. Since there are many different parties (users ,

equipment manufactures,  software companies,  etc.  )  who all  need to work together,

there is need for open standards in this area. There are a of number organizations who

10



are  creating  standards  for  IoT  devices  and  the  necessary  infrastructure  needed  to

support the devices [2]. 

 2.2 Networking

Networking is an essential component in the Internet of Things. Networking does have

a cost  associated with it,  such as network utilization costs,  energy usage,  spectrum

utilization and infrastructure costs. For example, in a battery powered device the energy

cost  is  probably  the  most  important  consideration.  The  network  utilization

(subscription) and the energy cost (particularly for battery devices) are usually the most

significant part of the cost function. Larger networks usually have fiber optic cable as

its information carrier and this makes for a high bandwidth and low loss link, although

quite expensive to deploy, fiber optic link are still  the best link for bulk data . The

access network (or last mile connection) is the link between a peripheral device and the

larger network. The access network tends to be the most expensive part of the network

utilization. 

 2.3 IoT in vehicles

There are several studies [4][5][6] that point out vehicles as a interesting area to apply

IoT technologies on. Today, vehicles are already heavily computerized with most if not

all  subsystems found in vehicles controlled by a  computer  in  some shape or  form.

Connected to the computers are various senors such as engine thermometer, emission

detectors and accelerator position. Today there are around 100-200 sensors in a car and

it is expected to increase [7]. All the sensors and computers are connected to an internal

network called the Controller Area Network, or CAN-bus for short. 

The data collected by the sensors is used in many places in the vehicle optimizing

various aspects of performance and presenting it to the driver. The data is also used by

the mechanics, assisting them in maintenance and diagnostics.  By collecting the data

generated by the vehicles the owner (normally a company) can get the status of all the

vehicles of the fleet in near real-time. Vehicles can report things like position, velocity,

fuel consumption and many other types of sensor data. One of the more significant

services is measuring fuel consumption since it is one of the major costs of operating

vehicles and measuring it is necessary to evaluate if a given fuel saving strategy works.
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There are many other uses for the data generated by a fleet of vehicles such as asset

tracking, maintenance planing, road condition monitoring and traffic monitoring, all

useful services when attempting to optimize the operation of a fleet of vehicles [4]. 

Several  vehicles  manufacturers  are  collecting this  information on a  large scale,  for

example Scania CV already has more than 170 000 vehicles that are Internet connected

[8]. Each of the connected vehicles sends back data at regular intervals (every couple of

minutes) or when triggerd by an event. Scania CV uses their own confidential protocol

for  this  called SCPv2.  The problem with having a confidential  protocol  is  bad for

interoperability, which is one of the cornerstones of the IoT. 

Collecting the information gathered from a vehicle requires a communications channel;

in practice a connection that links the vehicle to the internet. Unlike many other IoT

devices,  power consumption is not a significant consideration for vehicles,  given that

the engines produce several orders of magnitude more power than the radio unit needs

for its operation. Therefore the cost of communication lies in the network access part. 

There are still  some limitations that  governs the ways a vehicle can connect to the

internet,  in particular their mobile nature. The roaming area depends on the type of

vehicle: a forklift roams around a single warehouse but a truck might move across a

continent. For the forklift,  some kind of wifi network is probably sufficient,  but for

vehicles that roam a larger area, there are usually only two options:

• Cellular network: most countries have an LTE mobile network deployed, with

the  exception  of  a  handful  of  countries  mainly  in  Africa.  There  are  some

variations between different areas in what frequency bands are used, but most

hardware is built to handle all variants. In this way the cellular network could

almost be treated as globally standardized [9]. 

• Satellite  network: offers coverage of most  of  Earth’s landmasses except  the

poles, but this option is prohibitively expensive compared to cellular networks.

Equipment is dependent on service provider, but with global coverage this is of

no concern [10]. 

The payment options for cellular network and satellites are more or less the same: cost

in proportion to data usage (for larger volumes), but satellites are generally 150+ USD

per GB [11] compared to about 2 USD or so per GB when using the cellular network.

We could use a combination of access networks to connect the vehicle, similar to how a
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cellphone can switch between wifi data and cellular data, because once the data is IP

traffic on the internet, the choice of access network does not matter. 

In order to utilize the information collected by the vehicles, we need to process all this

data. There are probably several services that use in part the same underlying data ,

therefore it is beneficial if those services have a mechanism to distribute this data in a

pattern so that the services get only the data they need and not all of it. This can also be

an access control mechanism to protect the privacy of some data. 

It might be hard to enforce one standard for all devices to follow, one solution to this

problem is the use of  so-called middle-ware that can bind the heterogeneous systems

together.  Such middle-ware needs to support  a broad set  of  features in order to  be

useful in more than only a small range of applications. To be useful,  the middle-ware

must also present an API allowing programmers to connect their devices to the middle-

ware. 

 2.4 Protocols for IoT

The software on a device greatly affects the performance of the device in many aspects.

A study by E. Jon Vergara [12] shows that the choice of communication protocols has a

large influence on the energy consumption. This study also shows that shorter messages

are less energy efficient per unit of data. If we consider data consumption similar things

might be true. 

There  are  several  paradigms of  protocols  for  connecting things together, each with

strong and weak areas.  For vehicles that sends messages intermittently the publish-

subscribe paradigm is a good fit since that is what the publish-subscribe protocols are

designed to do. There are some areas of vehicle communications where the publish-

subscribe protocols do not fit well and for those applications another type of protocol

should be chosen. This thesis is limited to the publish-subscribe types of protocols. 

A publish-subscribe  protocol  has  three  types  of  entities:  publisher,  subscriber  and

broker. The publisher produces data and sends messages to the broker to publish the

data, the broker then relays the data to all subscribers that have subscribed to that data

category (called topic). For vehicles the publisher could be a truck that sends position,

speed and some other data, then the broker receives the data and forwards it to the
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subscribers,  that  can be the different  services that  require  those data pieces  for the

service to work. 

There  are  several  standardized  and  well  documented  systems  within  the  publish-

subscribe  paradigm,  each  protocol  complete  with  working  API:s  and  libraries  for

platforms ranging from micro-controllers to servers. A service might subscribe to one

set  of  topics,  then  process  the  data  and  publish  the  result  to  another  topic.

Decentralization and load balancing can be achieved by employing multiple brokers,

each subscriber subscribes to all and each publisher publishes to one. If a broker goes

off-line the publisher selects a new one (at random or by some rule) and therefore all

subscribers still receive the data [13]. 

MQTT(Message Queue Telemetry Transport) and AMQP (Advanced Message Queuing

Protocol) are well-known protocols and are open standards, and MQTT-SN (Message

Queue Telemetry Transport for sensor networks) is an adaptation to use MQTT over

UDP,  which  is  also  an  open standard.  These  three  protocols  are  actively  used  for

various applications and will be investigated in this thesis. We will examine the publish

subscribe paradigm and these three protocols in more detail in chapter 3. 

The  internet  protocol  does  not  guarantee  package  delivery,  all  delivery  guarantees

comes from some other protocols operating on top of IP. Some links types are more

prone to losing packages than others, and broadcast radio is one of the more lossy links

due to low signal-to-noise ratio  [14]. Since vehicles are mobile,  they use broadcast

radio as  access  network  to  the  internet,  so package loss  must  be  considered when

calculating network utilization. 

Previous  work  comparing  and  evaluating  some  properties  of  AMQP,  MQTT  and

MQTT-SN protocols includes

• Quichimbo et  al  [15] measures  AMQP and MQTT  loss,  latency, jitter  and

saturation boundary values  in  a  simulated environment  and a scenario that

contains a network hand-off. They concluded that both work without loss of

information  and  showed  similar  performance  but  recommends  MQTT for

connecting edge nodes to a core network (due to better resource efficiency),

and in the core network the use of AMQP due to its larger features set. This

study is interesting since it shows that AMQP and MQTT are similar in many

aspects. 
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• Thangavel et al[16] is a comparison between MQTT and CoAP that measures

the data consumption (and delay) under loss and with varied package size.

They conclude that CoAP consumes less data than MQTT for the tested loss

range, with the exception of large messages under high loss rates. 

For these studies we have learned that AMQP and MQTT are similar protocols in many

aspects and that the data consumption is an interesting consideration for this type of

protocol.  What  we  did  not  learn  when  searching  previous  research  is  the  relation

between AMQP and MQTT with regards  to  data  consumption,  MQTT-sn is  also  a

protocol  of  interest  since it  is MQTT but over UDP and it  also lacks study in this

aspect. 

 2.5 Research problem

There is a lack of studies on data consumption for publish-subscribe protocols, so in

order to minimize network utilization costs we want to know which of these protocols

has the least network utilization for the same task.  Therefore we set out to test the

behavior of the 3 protocols: AMQP MQTT and MQTT-SN with regards to network

utilization with the presence of package loss on the network. 
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 2.6 Thesis structure

The structure of this thesis is as follows: 

• Chapter 3 covers the specific protocols that are evaluated in this thesis. 

• Chapter 4 describes the experiment scenario and environment. 

• Chapter 5 shows the results of the experiments described in chapter 4. 

• Chapter 6 analyses and discusses the results from chapter 5. 

• Chapter  7 covers  the  conclusions  of  this  work  and  discusses  some  of  the

implications and consequences if it. It also discusses possible extensions of this

work that can make it more complete. 

In addition to the regular chapters there are some appendices. 

• Appendix A contains some additional data presented in graphs. 

• Appendix B contains the scripting that runs the experiment. 

• Appendix C covers the basic background knowledge in networking that helps

understanding the other chapters. 
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 3 Protocols overview

In  this  chapter  we  will  talk  about  the  publish-subscribe  paradigm  and  the  three

protocols we will investigate, AMQP, MQTT and MQTT-SN. The Protocols will  be

discussed  in  general  and  then  the  specific  topics  of  delivery  guarantee,  maximum

payload size and security will be examined for each of the three. 

 3.1 Background

The three protocols that are evaluated within this thesis do not exist in isolation, they

are  the  top  of  a  stack  of  several  different  protocols.  Each layer  in  the  stack  adds

functionality in some way but also adds a header (and more rarely a trailer) containing

the information needed to provide the functionality. In this stack the transport protocol

is the first protocol under the evaluated protocols and the transport protocol is one of

the major things that differs between the protocols we evaluate, otherwise the stack

remains the same. 

The transport protocols used by the evaluated protocols are TCP  [17] or UDP  [18],

AMQP and MQTT use TCP and MQTT-SN use UDP. Both TCP and UDP uses the

same port number mechanism for multiplexing but that is where the similarities end.

UDP  is  a  very  simple  protocol  and  provides  almost  no  other  features  than  the

multiplexing and optional error detection making it a small and light weight protocol.

TCP on the other hand, is a protocol with a lot of features, it provides guarantees for in

order  delivery  and  exactly  once  delivery.  TCP  also  provides  some  bandwidth

management that fairly distributes the bandwidth between different TCP links in order

to reduce package loss due to link over-saturation. There are also similar mechanisms

that protect against sending data to a receiver that is not ready to receive data. These

mechanisms use receive windows and timers. 

The  transport  protocols  sits  on  top  of  the  network  protocol  that  is  responsible  for

routing a package to its destination. Today there are two network protocols IPv4 and

IPv6,  where  the  main  difference  between them is  the  number  of  unique  addresses

supported, the larger address field (4 times larger) makes the header signficantly larger

in order to accommodate the longer address length. Fragmentation, the way packages

larger than the MTU are handled, is another major difference between the versions.
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IPv4 splits packages into a chain that fits MTU and IPv6 drops such packages and

sends an error to the sender [19] [20]. 

The IP packages are sent on top of a link layer protocol. Ethernet is by far the most

common  link  layer  protocol,  providing  physical  addressing  and  error  correction.

Ethernet limits the MTU to 1500 bytes although there are some implementations that

support  a  larger  MTU.  The  MTU limit  from ethernet  will  affect  the  size  a  single

package can have (IPv4 and IPv6 supports MTU up to 64kB). For example for UDP the

limiting factor for the payload size of a single UDP package is the ethernet MTU which

limits the payload to a bit less then 1500 bytes, due to overheads from headers[21]. 

There are some security suites that provide encrypted communications links between

the two parties. For TCP there is the TLS suit that encrypts the contents of the TCP

stream and can perform authentication of both sides via certificates. For UDP there is

an  adaption  of  the  TLS  suit  called  DTLS  that  works  around  the  lack  of  in-order

delivery guarantee that causes problems for CBC types of symmetric encryption. There

is a security suit called Ipsec that provides a security layer in the network level, but it is

not as widely used. 

Encryption should not affect the data volume very much since the encryption has the

output blocks are the same size as the input blocks the data size (rounded up to the

block size)

For more information about the underlaying protocols see appendix C. 

 3.2 The Publish-subscribe paradigm

In the publish-subscribe design paradigm every node is a data producer(also know as a

publisher)  and/or  a  data  consumer(also know as  a  subscriber),  Figure  1 shows the

general  flow of a publish-subscribe sytem.  The consumer subscribes  for some data

classes called topics. The consumers connect to a broker and then ask the broker to

continuously give them all data for one or more topics, this is called to subscribe. The

producer  publishes  a  message  on  a  topic  to  the  broker,  the  broker  then  sends  the

message to every node that is subscribed on the topic. The nodes can be both consumer

and producers at the same time by simply implementing both parts.  This is a more

flow-oriented system than a client-server system, where the consumers and producers

must make sure that they get the data from all the sources that are needed. 
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The communication pattern of the publish-subscribe paradigm differs from an all-to-all

paradigm in how the data is transferred but every node can get information from every

other node given that the publish-subscribe system is set up in that way. The advantage

with publish-subscribe is that each node does not need knowledge of the other nodes

but it does need knowledge of the broker(s) the system rely on. The broker becomes a

potential bottleneck and single point of failure, in an otherwise distributed system. This

can be solved by using multiple brokers and a fall back mechanism that attempts the

next broker on the list. 

 3.3 AMQP (Advanced Message Queuing Protocol)

AMQP follows the publish-subscribe paradigm, having a central server that the clients

publish to and then distributing the data to the subscribers. It was originally developed

by John O’Hara at JPMorgan Chase around 2003 with the goal to act as a standardized

communications  layer  between  their  different  systems.  In  this  study  we  will  only

handle version 0. 9. 1 and not the 1. 0 version. Despite the similarity in name the two

versions  are  quite  different  protocols.  Although  the  two  different  versions  have  a
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Message(M)  to  a  topic,  the  subscribers(S)  to  M  receives  it  while  the  non
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similar role they aim to fulfill, the 1. 0 version share very little with the 0. 9. 1 version

apart from name. In 1. 0 the whole semantic structure has been replaced which causes

the two versions to be incompatible with each other. This has caused a schism in the

AMQP community between the older 0. 9. 1 and the newer 1. 0 versions. 

AMQP is  a  feature  rich system intended to run on reasonably powerful  computers

where code size is not a significant issue. In AMQP documentation terms a publisher is

called  a  producer  and a  subscriber  is  called  a  consumer. The  AMQP specification

requires AMQP to run on top of TCP or a transport layer protocol that provides the

same types of guarantees that TCP provides. Channels are a mechanism that allows the

use  of  a  single  TCP connection  by  multiple  independent  threads.  The  number  of

channels available are negotiated in the initial handshake, and may be one, since it is

not  a  requirement  to  support  more  than  one.  Messages  in  AMQP  contain  many

parameters that can be used by the broker to sort messages into the right queue [22]. 

The payload must belong to a well-defined type. AMQP provides its own type system

in order to ensure interoperability between all parties, and AMQP has a defined set of

primitive types for this purpuse. These types are 1-8 byte integers, short string (less

than 255 B), long string, bit (packed into bytes), and field tables. 

The entry point at the broker for messages is called an exchange and all messages are

published here. There are several types of exchanges, most interesting one for this work

is the topic exchange. The role of any type of exchange is to route messages to the

correct  queue,  the  topic  exchange  simply  puts  all  messages  in  the  queues  for  the

consumers that  have subscribed to the topic.  There are two main types of message

queues: durable message queue and temporary message queue, with the difference that

the durable queue keeps its contents even when the last consumer disconnects, while

the temporary queue drops all messages in the queue when this happens. As a further

precaution the contents in a queue may be mirrored on disk in case of server crashes. 

 3.3.1 Delivery guarantee

AMQP has  a  quality  of  service  setting  that  ensures  that  each  message  is  handled

properly before the next one is sent. This is to ensure that all messages are delivered to

their  destinations.  TCP, which is  used  as  transport  layer  protocol,  already provides

delivery guarantee as long as the connection is  not  broken,  it  will  deliver the data
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eventually.  In  case  of  the  TCP  connection  does  crash  AMQP provides  additional

resilience to the system. 

The Quality of Service (QoS) mechanism in AMQP works by limiting the number of

sent and non-acknowledged messages, for example a QoS 5 means that at any point a

maximum of 5 messages  can be unacknowledged,  and until  acknowledgements  are

received, further sending is halted. The QoS level is set entirely by the publisher and

the receiver does not need to have knowledge of the level set. AMQP uses an ‘at least

once delivery’ guarantee and it is done by storing a selected amount of messages in

buffers until the messages have been confirmed to have arrived with an ACK from the

receiver [23][22]. 

 3.3.2 Payload size

The payload is limited to nearly 4 GB, this limitation comes from the length field

which is 32 bits (with which you can address 4 GB), and it is slightly smaller than 4

GB since the data included in the headers also counts towards the size. 

 3.3.3 Security

It is recommended to use TLS to protect the privacy of the data, but AMQP has built in

the SASL framework for Authentication with the broker. SASL is a protocol running on

TCP or some other protocol with the same set of guarantees, it performs its one task of

authentication and then releases the connection for other usage. This takes place right

after the parties have stated the protocol version number, which is the first thing that

happens after the TCP connection has started. The SASL suite negotiates a suitable

authentication method. [23]

 3.4 MQTT (Message Queue Telemetry Transport)

MQTT is a protocol designed to be lightweight, simple and easy to implement. It is

designed to run with TCP as a transport layer protocol, or over other network protocols

that  provide  ordered,  lossless,  bi-directional  connections,  which  it  assumes  are  in

place . MQTT follows the publish-subscribe paradigm, from the abstraction point of

view it has the following actions: connect, publish, subscribe, unsubscribe, ping and

disconnect, each with its own response. Messages in MQTT are binary, arbitrarily large
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objects(up to a limit, see section 3.4.2) and it is up to the receiving subscriber to decode

the message into a usable format. The broker only handles the logistics of distributing

the incoming message to the subscribers [24]. 

 3.4.1 Delivery guarantee

MQTT uses several different quality of service levels that provide different delivery

guarantees for the messages. 

 Level 0: deliver at most once 

This is done by not expecting any response in terms of MQTT ACK:s, but TCP

ACK:s are used normally so if the TCP connection and the server stays alive

any messages will eventually arrive at the broker. 

 Level 1: deliver at least once  

 At least once delivery is done with an MQTT ACK, called PUBACK (PUBlish

ACKnowlage). When a publish message is sent with QoS 1, a unique ID is

assigned to it  and until  a PUBACK message is  received by the sender, the

publish message is treated as unacknowledged and retransmissions will be sent

after a while. This is useful if a TCP connection crashes and thus loses all its

buffers. When a new connection is established, all unacknowledged messages

can be retransmitted. 

 Level 2: deliver exactly once  

Level 2 uses the pattern shown in table 1 in order to ensure the message is

delivered exactly once, so the data is not processed twice. 

22



 3.4.2 Payload size

The payload size for a publish message is limited by the size and encoding of the length

field. MQTT uses a variable size of the length field that varies between 1 and 4 bytes in

size, for each byte in use, 7 of its bits are used for the length value and the remaining

bit is the continuation bit, which tells if there are more bytes in the length field. The

4:th byte always has 0 at the continuation bit. This creates a total 4*7 bits of maximum

effective length field that can hold a range of 0 to 268 435 455 bytes (256 MB). 

 

 3.4.3 Security

MQTT recommends that the TCP connection is secured via TLS, though MQTT still

has some mechanisms for security of its own. TLS only secures the connection to the

broker but payload encryption can guarantee privacy to subscribers from the broker.

Assuming all parties trust the broker, TLS should be sufficient to provide the needed

security, but if that is not the case, additional security features are needed. TLS has

some drawbacks, mainly the fact that the handshake consumes quite a lot of extra data,

but for lengthy connections this should not matter and there are session resumption

techniques available in TLS that greatly reduce this. 
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Table 1: the exchange of messages for MQTT level 2 QoS. First column is the dirction

of the message S is the sender and R is the receiver, the second column is the short

message name and the third is long name and a short description. 

S   R→ publish MQTT publish message. 

S   R← PUBREC MQTT recognize message, used to acknowledge that the
receiver got the message. 

S   R→ PUBREL MQTT release message, signals that message id has been
released. 

S   R← PUBCOMP MQTT comply message, signals that the release is 
mutual. 



Confidentiality, integrity and authentication to the broker can all easily be achieved by

the use of TLS provided that it enforces the authentication. Confidentiality can also be

archived by encrypting the payload, but the meta data like the topic must stay intact for

obvious reasons, which might be a problem in some cases. 

There are two modes of content encryption that MQTT supports: client to broker and

end to end. Client to broker requires the broker to decrypt the data and then republish it

to the subscribers, this is similar to what TLS does. End to end encryption is broker

independent and requires no trust of the broker, which creates end to end confidentiality

of the published data. MQTT has support for message integrity, it can be verified in

three ways: checksum, MAC and signatures, where the two first are redundant when

using TLS, which already provides guarantees for message integrity. 

MQTT may provide access control for topics,  it  can limit what actions a user may

perform on a topic (publish and/or subscribe) and with what QoS the user may perform

those actions.  Unfortunately there is  no standardized way to tell  the publisher of a

resource that the publish violates the security policy, in this case best practice tells us to

disconnect the publisher. Attempted subscriptions on the other hand are denied in an

standardized fashion in the return code from the broker. MQTT has support for several

authentication schemes in addition to TLS authentication, for example username and

password, x509 cert and OAuth2, those are used for access control for the different

actions a client can preform. 

 3.5 MQTT-SN (MQTT Sensor Networks)

MQTT-SN  (sometimes  just  MQTT-S)  is  an  adaptation  of  MQTT  to  use  another

transport protocol than TCP. This variant of MQTT was developed to meet the needs of

wireless devises, which is a setting where TCP does not do well because of how it

handles package losses. To be compatible with MQTT, the clients communicate with a

gateway that translates the MQTT-SN to MQTT in order to communicate with a MQTT

broker. This can be done in two ways, having a gateway built in at the broker or having

a  gateway  on  a  separate  server  that  can  connect  to  the  broker  the  client  wants  to

communicate with [25]. 
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There are several  kinds of gateways:  transparent  gateway, aggregating gateway and

forwarding gateway. 

The  transparent  gateway  is  a  gateway that  just  translates  the  incoming  MQTT-SN

messages to MQTT messages, it will have separate TCP connections for each of the

connected nodes, and the broker. From the broker’s point of view MQTT-SN nodes

connected through a transparent  gateway will  look the same as an ordinary MQTT

node. 

An aggregating gateway makes its own decision of what information from the MQTT-

SN node to send, and how it is presented to the broker. For example, several hundreds

of sensor nodes can use an aggregating gateway to appear to be a single MQTT node.

This can be done to relieve the broker of the work of having a large amount of active

connections or to circumvent a limit on the number of connections. 

Forwarding gateways are nothing more than a relay that sends messages to another

MQTT-SN  gateway.  This  might  be  used  to  transfer  MQTT-SN  messages  between

different networks. 
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Figure  2:  MQTT-SN broker  structure.  Image  source:  MQTT-SN specification

document [25]. 



MQTT-SN uses a set of 25 messages where about half of them are messages used to

acknowledge a specific type of message has arrived correctly, this to compensate for

the unreliability of a UDP link compared to a TCP link. To make messages shorter, a 2

byte topic ID is used instead of a topic string of arbitrary length. This ID is assigned by

the  gateway  based  on  a  request  from  the  MQTT-SN  node  asking  the  gateway  to

generate an ID for a topic string. The topic ID:s could also be assigned beforehand, but

the important part is that both the node and the gateway should know the connection

between a topic ID and the topic string. 

 3.5.1 Delivery guarantee

MQTT-SN uses the same quality of service system as MQTT, but since MQTT-SN is

an  UDP based  protocol  it  lacks  the  delivery  guaranties  of  TCP, so  there  are  no

retransmissions of lost packages from the transport layer. 

In order to provide a reliable communication channel for MQTT service levels 1 and 2,

when messages are not ACK:ed by the gateway, MQTT-SN performs retransmissions.

Best practices says to perform 3 to 5 retransmissions before attempting to use another

gateway, and only if that fails will it try to reconnect to the first gateway. 

In addition to the QoS levels that already exists in MQTT there is one more for MQTT-

SN, level -1 (or sometimes called level 3). This is a fire and forget level that do not

require any connection setup,  it  just  sends a message to a gateway with no checks

whatsoever if the message arrives or not, it does not even check if a gateway is present

at the destination. This mode provides an at most once guarantee of delivery. 

 3.5.2 Payload size

Publish payload size is limited to 64 kB if 3 Byte length field is used or size is limited

to 255 B if using one byte mode for the length field. In the 3 byte case this limit will

rarely be reached due to the limitations ethernet puts on the MTU. This makes the

maximum payload size smaller than 64 kB in practice, after subtraction of IP-header,

UDP-header and MQTT-SN-header from the ethernet MTU of 1500 bytes, there are

1463 bytes left for payload data, this constituting the practical limit. 
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 3.5.3 Security

There seems to be a lack of best practices regarding security for MQTT-SN but if we

try to extrapolate from regular MQTT, we should secure at the transport layer. This

could be done with DTLS since we cannot use TLS for security over UDP. 

DTLS does only secure the transport of a message to the gateway, the gateway then

must deliver the messages to the broker in a secure manner. If there is insufficient

security  between the gateway and the broker, the  messages  are  exposed to  various

forms of man-in-the-middle attacks, there are also the problems with rouge gateways, a

gateway should  be  able  to  prove  to  the  publisher  that  it  is  operating  according  to

exceptions.  This  trust  problem  becomes  trivial  if  we  know the  system  is  using  a

combined broker and gateway. 

 3.6 Theoretical comparison

This  part  aims  to  present  the  differences  of  the  three  protocols.  Since  all  of  the

protocols  we  compare  in  this  study belong to  the  publish-subscribe  paradigm they

follows a similar communications pattern, but with some differences primarily in the

handshake process. 

 3.6.1 AMQP VS MQTT

We first must observe that the design goals for AMQP and MQTT are quite different.

Where  MQTT is  built  for  simplicity  AMQP is  built  for  integration  in  quite  large

systems and to be able to handle large amount of data flowing through it continously. 

MQTT and AMQP have in common that they both use TCP for their transport protocol,

which affect their behavior over the network to a large degree. Even though they share

the publish subscribe paradigm in general, AMQP has more features and thus is a much

more complex protocol. 

 3.6.2 AMQP VS MQTT-SN

Since MQTT-SN is similar to MQTT with the primary difference that MQTT-SN runs

over UDP the comparison is quite similar to AMQP VS MQTT. And again the design
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goals of MQTT-SN favor a small feature set and the goals of AMQP favors a large

feature set. 

 3.6.3 MQTT VS MQTT-SN

MQTT-SN attempts to be as close to MQTT as possible but with the ability to run over

non TCP/IP networks.  In  order  for  MQTT-SN to  provide  the  same QoS levels  as

MQTT, MQTT-SN requires a large set of different ACK messages, since MQTT uses

TCP ACK:s to  perform the ACK functionality  to a larger extent.  MQTT-SN is not

capable  of  transmiting  the  same  size  of  payload  as  MQTT. MQTT may  transmit

256 000 kB in a single publish message, MQTT-SN on the other hand may transmit

only 64 kB, which is a significant reduction in capability. 

 3.6.4 Overhead Comparison

On initiation of a session all three protocols have a negotiation phase. Since there is no

payload in this phase this is to be considered as overhead. The overhead for initiation

that was measured is as follows :

AMQP 9 packages 1518 bytes

MQTT 2 packages 166 bytes

MQTT-SN 4 packages 240 bytes

The numbers are the sum of both directions. This excludes the cost for establishing a

TCP connection and TCP ACK. 

This  cost  of  the  handshake  can  be  significant,  in  particular  in  the  case  of  short

connections. The number of messages in the test scenarios are quite large and thus the

handshake cost will not make a significant impact on the total consumption in this case.
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 3.7 Summary

In this chapter we have talked about the publish-subscribe protocols, we have examined

the three protocols AMQP, MQTT and MQTT-SN. The three protocols all provide an at

least  once guarantee and have some viable  mechanisms to provide security  for the

system, which are the properties that are needed for the IoT in vehicles as discussed in

chapter 2. We concluded this chapter with a comparison of the three protocols on a

specifaction level, a consequence of the selection criteria of the protocols they have a

lot in common with each other on the structural level. A major difference is the initial

handshake  procedure where AMQP has  a  more complicaded handshake  consuming

much more data than the other protocols. 
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 4 Experimental set-up 

In this chapter we describe the experiment, the environment and the tools supporting it.

The main components are the network model and the environment set up to implement

it,  the  different  sub  scenarios  that  compose  the  experiment,  the  tools  used  in  the

experiment and the programs we will use to test the protocols. 

 4.1 Overview

The purpose of this experiment is to measure the data consumption of the protocols

AMQP, MQTT and MQTT-SN in the presence of package loss  on the network.  In

addition  to  the  information  we  collect  about  data  consumption  the  amount  of  IP

packages sent and the time that it took to complete the test are also measured. 

There are three major parts required to test the data consumption:

• Networking,  for  the  experiment  we  need  a  network  with  well-defined

properties,  the  package  loss  rate  being  the  most  important  one.  Thus  it  is

important to get a baseline on the network we use and verify that the package

loss at the level we expect it to be. 

• The tests must be well-defined and constructed in such a way that no protocol

has an unfair advantage over the others, but still in a way that allows for the

differences to come out. 

• Automated  testing,  without  it  all  the  scenarios  in  the  experiment  must  be

performed by hand, and that would take a lot of extra time and effort. 

 4.1.1 Test Strategy

For each protocol, a client connects to the corresponding broker and a large number of

messages  are  sent.  To simulate  package  loss,  the  connection  is  passed  through  a

package filter that drops packages at random with a known probability. The contents of

the  publish  packages  are  not  relevant  to  this  experiment  and are  discarded by  the

brokers. All of this is done with a package capture tool running to collect the results. In
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order to distinguish the different scenarios, different port numbers are used for different

test scenarios. Figure 3 attempts to visualize the test strategy. 

 4.2 Network

Since  this  is  a  network  based  experiment  it  is  necessary  to  have  control  over  all

relevant properties of the network used, this in order to get a minimum of noise in the

resulting data. The purpose of the network is to simulate an IP link over the internet,

and in this case the key property to control is the package loss rate. 
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Figure 3: The experimental set-up. This shows a scaled down version of the set-up. B is

the broker, and P is the publisher. 



 4.2.1 Network model

Any network has package loss and delay. They might not have much of them, but there

is always a non zero probability that a package is lost and some delay is always present

due to the underling physics of the signal propagation.  The reasons for the package

losses in a network are many but the more common ones are filling of the router buffers

and too low signal-to-noise ratio in the analogue signal. 

A perfect network would not have any delay or losses. Sadly perfect networks do not

exist. If we want to create a somewhat realistic model of a network with control over at

least package loss we need to have a base network that is as close to a perfect network

as we can get. From this we can add imperfections in a controlled way. 

The main imperfection considered in  this  thesis  is  package loss,  and this  could be

modeled in several ways. The trivial way to model loss it is to randomly drop packages

with a given probability. 

More advanced models exists, for example the Gilbert-Elliot model that simulates burst

of high losses between periods of low losses. This builds upon a 2-state Markov model,

one state represents high losses and one low losses. The disadvantage of the Gilbert-

Eliot model is that it requires more parameters than the trivial model. In this thesis we

will use the trivial model because it has less parameters to assign (1 compared to 4) and

since we measure a wide range of loss regions we get the results from both high and

low loss states separately. For this thesis it will be assumed that the network has the

same properties regardless of the directions of the packages traversing it, so packages

traveling from A to B have the same loss rate and delay as packages traveling from B to

A.  Since  delay  is  unavoidable  and  there  can  be  random  variation  in  delay  in  the

network, some packages might arrive in a different order than they were transmitted. In

this thesis it is assumed that this does not affect the results. 

 4.2.2 Actual network properties

The loop-back interface at the IP address 127. 0. 0. 1 was used for the network link in

this experiment. This is as close to a perfect network as can be accomplished. To get an

idea of how close to a perfect  network the loop-back interface is,  it  was tested by

utilizing the ping utility at the loopback interface, thus testing the same link as in the

experiments. 
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The baseline of the network was measured with the ping tool, the output from the ping

tool is show in Table 2. 

Table 2: This shows no package losses which is exactly what a perfect network

would give. 

Most  importantly  the  baseline  shows  that  the  loss  over  the  network  without  any

modifications is without any losses. The latency was quite low, but the maximum that

was measured is over 1 ms which is more than what could be approximated to zero. For

example a ping to Kungliga Tekniska Högskolan (www. kth. se) from Stockholm gave

about 2 ms RTT:s and a ping to Sydney university (www. sidney. edu. au) also from

Stockholm gave result in the 300 ms range. This maximum delay we measured on the

loop-back interface  is  not  ideal  but  the  average  delay  is  a  factor  40  lower  than  a

consumer grade internet connection, and since the time is not the primary concern it

can be deemed good enough. This is a nearly perfect network and for this experiment it

will be assumed that this network link is perfect, i. e. no package losses and no latency. 

 4.3 Tools used

Several tools were used in order to conduct this experiment, and some other tools ware

considered but not used. This section aims to present these tools. 

The full scripts are shown in Appendix B. 

 4.3.1 Simulating the network with losses

Iptables is the tool used on Linux systems for managing the package filter and firewall

and is used in this experiment to create random package losses. The core of Iptables is a

decision engine that based on the packet content and other parameters decides if the

package is dropped, accepted or sent to the next rule in the chain. The package loss rate
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--- 127. 0. 0. 1 ping statistics ---

10000 packages transmitted, 10000 received, 0% package loss,

time 9999238ms

rtt min/avg/max/mdev = 0. 018/0. 048/1. 349/0. 023 ms

http://www.sidney.edu.au/
http://www.kth.se/


is set per port so that all packages with a given source or destination port has an X%

probability to be dropped. 

Since the package drop is independently random the actual package drop rate will not

be exactly at the target value, but for large numbers of packages it will be close. 

 4.3.2 Automatic testing

In order to do the experiment more efficiently, an automated test script was used. This

script is written in bash code, and was run several times in order to increase the sample

size because of the randomness when dropping packages. 

The script does the following :

1. Clean the folder from previous runs. 

2. Generate a list of tests based on the parameters. 

3. Set up the test parameters with IP tables for package drop. 

4. Start logging. 

5. Start the brokers. 

6. Wait for everything to start. 

7. Start the publishers. 

8. Wait until completion. 

 4.3.3 Measuring results

Wireshark1 is a network package capture tool that was used to collect the statistics.

Wireshark has a verions that is operated for the terminal instead of the normal grafical

interface called tshark. For scriping the terminal operated tshark is much easer to work

with, therefore tshark was used to collect the results from the tests. Wireshark/tshark

captures the packages and for each package it produces a time stamp for the time of

collection,  and  saves  them.  Wireshark  can  read  the  contents  of  the  packages  and

provide information on the internal workings of a large number of protocols, all the

protocols that this thesis mentions are covered by wireshark. 

1 Project home page: https://www. wireshark. org/
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Wireshark has the ability to follow conversations for UDP and TCP, and can summarize

the conversations in terms of data usage, IP packages sent and time taken. The data

usage was counted in both directions and so were the packages. 

One can argue for not counting the Ethernet per frame overhead due to the fact that the

Ethernet header might be changed based on a hop-to-hop basis into some other link

layer protocol instead. But since this experiment is done in a controlled environment

we know that only Ethernet is used as link layer and we will therefore include it as a

part of the measurement. 

 4.3.4 Virtual machine

A virtual  machine has been used to run the tests  because we want to  use a Linux

environment due to its ease to control the network configuration, we also want to have

a clean slate without any undocumented configurations.  A virtual mashene also has

benefits if we by accident should damage the network configuration, the host machine

is not affected and roll-back/re-installation is much easier. 

For this experiment a virtual Debian 64 bit version 3. 14. 1 system was used, it ran

inside Virtual box which is a virtual machine handler created by Oracle and is available

for  most  operating  systems.  The  virtual  machine  was  used  exclusively  for  this

experiment.  The  host  operating  system  of  the  virtual  machine  was

Windows 7 Enterprise. TCP congestion control protocol used was TCP CUBIC, being

the default algorithm for the (virtual) operating system. 

 4.4 Experimental variables

Several combinations of protocols, package loss rate and sizes of payload data have

been tested. We refer to one such combination as a scenario for the duration of this

thesis. The tested protocols have been discussed earlier in this thesis. 

The exact contents of payload data is not relevant and should be considered as arbitrary

data. 
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 4.4.1 Payload sizes

Based on  data  from Scania  there  are  2  protocol  messages  (excluding  ACK:s)  that

together consumes about 98% of the total data consumed for truck communication. The

messages  are  about  76% and  22% respectively  of  the  total  data  consumption  and

around 1 kB, these two types of messages are sent every few minutes. 

We extrapolate that future uses will follow a similar pattern with one or a few messages

dominating the data consumption. ACK:s was not logged in Scania:s data. 

The following payload sizes were used:

100 B

1 000 B (1 kB)

10 000 B (10 kB) 

These sizes  were chosen because the most  common package size  is  about  1 000 B

based on the data Scania provided. In addition, a level of magnitude above and below

was used to measure how the protocols perform at a larger spectrum of message sizes. 

In each test 1 000 000 bytes (1 MB) payload data were sent as payload. This means that

for the 100 Byte scenario 10 000 messages were sent, for 1 kB scenario 1 000 messages

were sent and for the 10 kB scenario 100 messages were sent. This is the ideal case but

for MQTT-SN see below in section 4.6.4.3. 

 4.4.2 Package loss rate

Package loss rate may vary greatly depending on the underlying links and network

traffic load. Measured package loss rate for IPv4 is in the order of 0. 5 percent on

average in north America and Europe and up to 3 % in Asia, and generally worse for

IPv6. The loss rate varies over time and gets up to around 20% in the 95 th percentile of

the  messured  packages  with  IPv4  and  again  worse  on  IPv6  with  measurements

(ignoring Africa) up to around 30% [26]. Scania did not measure the package loss for

its vehicles in their existing data collection structure and therefore we rely on the more

generic loss range. The tests were performed with a package loss rate from 0% to 30%

in 1% steps, creating 31 different levels of package loss tested. The tested range is

similar to the study by Thangavel et al  [16]. Higher levels than 30% were not tested

since it is unrealistic and the connections become too unstable and it would take too
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long to perform the tests. The loss was independently random per package with the loss

rate fixed during a single test. 

 4.5 Tests

All combinations of protocols, package sizes and losses were tested. Each scenario was

tested three times in order to reduce the randomness of the results. 

 4.5.1 Package separation and data collection

The  experiment  was  composed  of  a  large  number  of  individual  scenarios  that  all

generated a lot of data. To be able to separate the tests from each other and distinguish

noise  generated from other  applications  running on the computer,  the  port  number

mechanism was used to separate the data since the protocols used were based on TCP

or UDP. Some example of noise traffic from other applications encountered was from

SSH and the Erlang port mapping service. 

Failure to distinguish the traffic between different tests and other sources would reduce

the validity of this study, because the underlying data would be incorrect. 

 4.5.2 Port allocation

Port usage start at port number 10001 for scenario 1 and is incremented by one with

each scenario, so in more general terms scenario n uses port number 10000 + n. This is

regardless of if the scenario requires TCP or UDP ports. 

 4.6 Protocol implementations

The protocols all follow the same paradigm and are therefore quite similar but there are

some variations between them. We aim to make them work as functionally equivalent

as possible in order to make a fair comparison. 

 4.6.1 About Quality of Service 

In  order  to  perform  a  fair  test,  a  QoS  level  that  gives  an  at  least  once  delivery

guarantee at the protocol level was used. Since the QoS works a bit differently between
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the protocols, the modes were selected so that they were the most similar to each other.

For AMQP, a message buffer of size one was used meaning that only one message can

be unacknowledged at one time. For MQTT the QoS level 1 was used which requires

every message to be acknowledged before the next one is sent and for MQTT-SN the

QoS level 1 was also used which is the same as for MQTT. 

 4.6.2 Brokers used

This  test  uses  three different  brokers,  one for  each protocol,  see  Table  3 for  exact

versions used in the test. 

RabbitMQ is an implementation of AMQP with the possibility of using plug-ins for

other protocols such as MQTT. This library was used for AMQP only. The RabbitMQ

broker  is  created  by  Pivotal  Software,  Inc.  and  offered  under  the  Mozilla  public

license . 

Mosquitto was used for MQTT,  Mosquitto is an open source broker with an EPL/EDL

license and was created by the eclipse community. 

Really Small  Message Broker  (RSMB),  is  a  broker  for  MQTT-SN,  also an eclipse

project.  This broker was orignally made as an MQTT broker but  has an integrated

gateway for MQTT-SN traffic. The name points to one of the goals with this project

which is to create a broker with a small memory and storage footprint. 

 4.6.2.1 Brokers version

The following version of the brokers were used for the test:

Table 3 List of brokers used. 

Protocol Broker name Version
AMQP 0. 9. 1 Rabbit-MQ 3. 6. 1
MQTT Mosquitto 1. 4. 8
MQTT-SN Really Small Message Broker (RSMB) 1. 3. 0. 2L

 4.6.3 Security

It was decided to not implement any security measures for the protocols tested in this

thesis. The motivation behind this is:
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• Security is a complicated matter, and it is easy to make errors when working

with it. 

• Encrypting the communication channel is hindering our ability to see what is

happening on the protocol level. 

• Security introduces a larger degree of implementation dependencies due to all

the options that are available. 

• For the primary purpose of this thesis encryption should not play a large role

due to the fact that the cipher text has the same size as the original message.
There is extra data consumption when starting a connection due to handshakes,
but this extra consumption scales O(1) and will vary widely depending on the
exact implementation. 

 4.6.4 Notes on publisher implementations

For all  scenarios  we used a payload consisting of a string containing “a”:s for  the

desired length of the payload. The implementations of the publisher applications was

developed primarily by Tomas Wickman. 

For all protocols we used the topic: scania. truck. test. system. sensor, so

that  the  length  of  the  topic  name does  not  in  an  unfair  manner  favors  any of  the

protocols. 

All the implementations sends data as fast as the protocols allow them to do, with the

goal of speeding up the experiment. 

 4.6.4.1 AMQP

The publisher was authenticated to the broker using the SASL plain method (username

and password). This sets up the connection with any number of channels. The plain

authentication method is simply username and password sent in plain-text. Since the

password is sent in plain-text we can read it with Wireshark. If we need security we

should use TLS for the underlying TCP connection. The broker  already has the user

guest registered with the password guest. 

The AMQP_DEFAULT_FRAME_SIZE was 128 kB. 

The AMQP content type used to transmit the payload was the text/plain type, meaning

that data content was simple plain text. 
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 4.6.4.2 MQTT

For the development of the MQTT publisher application the paho framework was used

which is an eclipse project. 

In order to avoid clogging of old data between runs the clean session command is used,

so no data is stored between sessions. 

 4.6.4.3 MQTT-SN

MQTT-SN is a bit different from the other two protocols since it is UDP based which

means it does not have the concept of connection, it just addresses the broker with an IP

address and a port number. A 10 ms time-out for declaring a package lost was used.

This is about 7 times larger than the largest time found when the network loss and

delay was measured. So after 10 ms it can safely be assumed that the package should

have arrived if it was not lost.  

The topic published to was : scania. truck. test. system. sensor as all the

others but this was translated to a 2 byte topic id with the register message, typically

this value is 0x01 since it is the first (and only) value registered. 

Due to limitations in the implention and/or library the MQTT-SN was limited to the 1

byte mode with a maximum of 255 bytes per publish. The publishes with 1 kB are

performed with the payload split over 4 publish messages. 

 4.7 Limitations

This test environment has some problems that restricts the usability of the test, such as

• TCP link breakage at high loss rate, no reconnection attempts. 

• Ignores time (sends as fast as possible), this might influence TCP behavior. 

• Implementations of protocols may affect behavior. 

• Does  not  take  into  account  the  exact  billing  policy  that  we  are  trying  to

minimize, I. E. what part of the protocol stack the billing starts at. 
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• Computation  cost  of  running  approx  100  servers  simultaneously,  mainly

memory. 
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 5 Experimental Results 

This chapter contains the results from our experiments, presented in the form of a series

of graphs. The two graphs shown in this section for each payload size (with exption of

the 10 kb payload) contain the data consumption and number of packages dependent on

the package loss rate. For the higher lossrates the TCP connections broke down and is

represent with the lack of data points. It should be noted that the scale of the figures are

dynamic. For additional data see Appendix A. 

 5.1 100 Byte payload

Figure 4 shows the total amount of data used for the different protocols with 100 byte

payload. In the figure we can see that with increasing loss rate the data consumption is

also increasing for all protocols. AMQP and MQTT at zero loss is almost equal but

MQTT increases less when loss rate increases. MQTT-SN consumes nearly half the

data required by the other two protocols at zero loss, and at 30% loss MQTT-SN is still

the lowest consuming protocol. 

Figure 5 shows the number of packages used in the experiment for the protocols at 100

byte  payload.  We  observe  that  with  increased  loss  rate  the  number  of  packages

increases.  We can  see  that  AMQP and MQTT-SN send about  the  same number  of

packages at zero loss and when loss increases the number of AMQP packages grows a

bit faster than the number of MQTT-SN packages. MQTT uses more packages, about

50% more at zero package loss and increasing at about the same rate as MQTT-SN

under loss. 
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Figure 4: Results from 100 B test series, bidirectional, the Y-axis is the number

of kilobytes sent (before loss) by both the broker and the publisher. 
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Figure  5:  number  of  packages  sent  for  100  B,  the  Y-axis  is  the  number  of

packages sent (before loss) by both the broker and the publisher. 
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 5.2 1 kilobyte payload

Figure 6 shows the data consumption for the protocols with a payload of 1 kB. From

the data we can observe an increasing data consumption with increased package loss.

The different protocols have a similar data consumption at zero loss but MQTT-sn have

a slightly higher rate of increase under loss than the other two protocols have, whereas

AMQP and MQTT displays a similar increase. 

Figure 7 shows the number of packages used in the experiment for the protocols at 1

kByte payload. We can observe that with increasing loss rate the number of packages

increases. MQTT-SN uses far more packages than AMQP and MQTT, around a factor

of four more throughout the test series. AMQP uses the smallest amount of packages of

the three protocols and while MQTT uses around 50% more packages than AMQP at

zero loss but the increase rate is less than AMQP. 
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Figure  7: number of packages sent for 1kB, the Y-axis is the number of packages sent

(before loss) by both the broker and the publisher. The larger amount of packages for

MQTT-SN is coused by sending more pubishes see 4.6.4.3. 
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Figure  6:  Results  from 1  kB  test  series,  bidirectional,  the  Y-axis  is  the  number  of

kilobytes sent (before loss) by both the broker and the publisher. 
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 5.3 10 kilobyte payload

For the 10 kB payload MQTT-SN was not tested since it is not compatible with the

MTU. 

Figure 8 Shows the data consumption for the protocols with a payload of 10 kByte, in

the  figure  we  observe  a  increasing  data  consumption  with  increased  package  loss.

AMQP and MQTT is about equal for the entire range of package loss. It should be

noted that compared to the other payload sizes, there are much fewer packages for this

payload size,  which effectively reduces  the  sample size  and creates  a  more jagged

graph. 

The number of packages are omitted due to questionable accuracy of the collected data,

as the IP fragmentation makes counting packages difficult. 
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Figure 8: Results of the 10 kB test series, bidirectional, the Y-axis is the number of

kilobytes sent (before loss) by both the broker and the publisher. 
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 5.4 Runtime duration

The total runtime of experiment series was about 0. 9 million seconds or about 10. 5

days, with the higher loss rates scenarios taking much more time than the low loss

scenarios. 

Higher loss rates requires a larger amount of retransmissions in order to a message to

arrive  at  the  destination,  and  for  each  lost  message  the  protocols  wait  until  the

retransmission timer expires. MQTT-SN was the slowest protocol, probability due to

our  implention had a bit  high wait  for  retransmission.  For TCP based protocol  the

retransmission timer is dynamic, and it is calculated based on round-trip measurements

and package losses. The round-trip measurements are all low, but a detected package

loss doubles the retransmission timer. 

 5.5 Summary

This  chapter  has  presented  the  results  for  the  experiments,  in  general  AMQP and

MQTT performed quite similar, and MQTT-SN did use much less data for the 100 byte

payload. We also found that MQTT sent many more packages than AMQP. 
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 6 Discussion

We set out to investigate the data consumption of the three protocols AMQP, MQTT

and MQTT-SN under package loss, when performing the same task. We assumed that

the  most  of  the  consumption comes from doing  the most  common task.  Based  on

Scaina’s data  we  determined the  most  common task  to  be  the  publish  act.  In  this

chapter we will discuss the main results and any additional findings, our contributions,

our method and the critique to it with possible improvements. 

 6.1 Main result

When testing the protocols in our simulated environment we found that for small (~100

byte) payload sizes MQTT-SN consumed the the least amount of data. For the larger

payload sizes MQTT performs about the same as AMQP with a small advantage to

MQTT. AMQP has a larger feature set than MQTT and MQTT-SN and it is therefore

understandably that it requires a somewhat larger header to encompass these additional

features. 

As comparison Thangavel et al [16] did a similar experiment with 60 bytes payload and

with MQTT and COAP, the method used was a bit different, the data consumption it

measured was the whole way from a publisher and to a subscriber. The difference in

method caused the result from Thangavel et al [16] to be twice the result of this study

for the same scenario (one time to the broker and then one time from the broker). 

The data generated by a single message at zero loss was around 560 byte per message,

but  since  the  method  count  the  publish  twice  (both  to  and  from  the  broker)  the

comparble number becomes 280 bytes per publish. For a 60 byte message the 280 bytes

for a message is a  signfacnt overhead.

We can attempt to extrapolate the value we can expect from a 100 byte payload based

on the 60 byte payload by dividing the 560 byte messured value by 2 and add 40 bytes

(note: values are approximate due to read accuracy from a graph in [16]). This yields

about 320 bytes per publish action if no loss is present, this calculated value is line with

the value we measured in this thesis. With losses the values for the overhead are still in

line. 
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If the same approach as was done with MQTT previously, to CoAP and MQTT-sn (both

UDP based) from this thesis we find that MQTT-SN seems to consume a bit more than

CoAP, but we can not say for certain due to differences in method and read error from

the graph. Based on this, the most significant factor seems to be the transport protocol

that is used, therefore if the application allows for it and data consumption is of major

importance, a UDP based protocol is preferable. 

For a vehicle operator that  wants to minimize cost  from network usage,  this  thesis

recommends  the  use  of  MQTT  and  MQTT-SN  together.  MQTT  and  MQTT-SN

cooperates easily, since MQTT-SN is intended to be translated into MQTT. MQTT-SN

is much better than MQTT and AMQP for small payloads while MQTT can transfer

much larger  messages  and are  more  efficient  at  larger  payloads.  Therefore,  for  all

payloads larger  than the  255 bytes  MQTT-SN can handle,  MQTT should be  used,

whereas MQTT-SN only should be used for smaller payloads. 

If the large length mode for MQTT-SN work we would likly increase the break point

between MQTT and MQTT-sn to 1463 bytes (now limited by ethernet MTU) since

MQTT-SN shows lower overhead when not having to perform addional pubish actions. 

 6.1.1 MQTT and its ACK:s

We also found that MQTT uses more packages than AMQP when looking at Figure 5

and Figure 7, at zero loss there were about 50% more packages for MQTT than AMQP.

Both protocols  are  TCP based and are  using the same OS level  TCP handler,  and

therefore could be expected to behave similarly. In the raw package capture logs we can

observe that for MQTT, each publish action results in 3 packages: 

• The publish message itself, 

• the MQTT acknowledgement that the publish message has arrived, 

• and then a TCP ACK for the MQTT acknowledgment. 

AMQP has mostly the same publish sequence with the exception that the TCP ACK for

the AMQP acknowledgment is not an independent package but is instead packed with

the next publish message. 
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A single TCP ACK package not containing any other data is 66 bytes in size, including

the  Ethernet  header,  and  MQTT  used  one  empty  TCP  ACK  package  with  each

messages that it publishes. The extra data consumed by this should be those 66 bytes

multiplied by the number of publishes. The extra 66 bytes for the 100 byte payload,

their is 10 000 publishes and therefore 660 000 bytes of data, or around 20% at zero

losses. For 1 kByte the corresponding number is only 5% and for 10 kByte 0. 6%. 

Neither the specification document of AMQP nor MQTT states anything about how

TCP ACK:s should be handled. The Operating system handles a large part of the TCP

connections but gives the application using a TCP connection a lot of options. One

theory is that this behavior is probably implementation dependent in some way, since

the surrounding environment was the same. The implementation in this case has two

major parts, the library and the application code. The application code was written for

this test and will be different for each protocol due to thier differences and can be a

source  of  error.  The  libraries  are  having  their  own logic  for  handling  the  network

connection and can also affect the TCP behavior. 

The most probable cause of the ACK behavior is how the implementations react with

the TCP feature called delayed acknowledgment  [27]. This feature allows the ACK

corresponding to an incoming segment to be delayed up to 500 ms in the hope that

there will be outgoing TCP segments that the ACK could piggyback on. This feature

reduces the network load by reducing the amount of small packages mostly containing

overhead. 

In order to reduce data consumption an implementation that  does not include these

extra ACK:s would be preferable. But the removal of the extra TCP ACKs could only

be done when the data is sent in quick succession (less than 500 ms between) so that

TCP may use the delayed acknowledges. Many applications might only send a publish

message every minute or so, and in that case this can not be avoided for any TCP based

protocol.  A consequence  of  this  is  that  AMQP will  use  more  data  than  this  study

showed. 
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 6.2 Contribution

In this thesis we have improved our understanding of the studied protocols. 

1. This  thesis  does  provide  novel  data  that  could  be  helpful  when  selecting

communication protocols when the cost of communications are dominated by

data consumption or number of packages sent. 

2. We have presented a possible way to reduce the data consumption of MQTT

under  certain  conditions  by  reducing  the  number  TCP  ACKs  sent,  this  is

probably implementation dependent, so this might be limited to Eclipse Paho. 

3. We present a relatively simple tool chain for simulating TCP and UDP traffic

under package loss, this tool chain could be used to test the behavior of an

arbitrary  application.  There  is  some  room  to  improve  the  tool  chain  in  a

number of ways, see below in section 6.3.4. 

4. The results collected within this thesis are consistent with some of the findings

of [16], validating the study. 

 6.3 Method critique

 6.3.1 Limitations

• We  only  tested  one  set  of  libraries  for  each  protocol,  as  we  made  the

assumption that the protocols should behave in the same way when we started

testing. In light of the results we got, more libraries should probably have been

tested,  but  even diffrent  libraries  for  the  same protocol  will  probably force

different application code, which is an extra uncertainty. 

• We only ran three series and this resulted in a rather small sample size. For

better  accuracy in  the  data,  more repetitions  would have been nice  but  the

runtime made  that  unworkable  within  a  reasonable  time-frame.  In  order  to

speed the process up there are some possible improvements on the process, see

below in section 6.3.4. 

• The choice to use constant data to deliver between the payload sizes creates

widely different sample sizes if we see each publish message as a sample. 
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 6.3.2 Problems

• Windows update on host machine caused restart and cut off one of our test

series before completion. 

• We did not get the implementation of MQTT-SN to work properly with the

3 byte extended length field, the results for the 1 kByte payload was done with

using 4 publish messages each of 250 bytes. If the 3 byte length would work

we could expect reduce the data useage for MQTT-SN in the 1 kB tests by

around 12% due to lower overhead. With the 3 byte length mode we would still

be limed to 1463 bytes due to ethernet and 64 kB due to IPv4 and UDP. 

• MQTT-SN required more effort  in developing the application code than the

other and is therefore more dependent on the implementation. 

• The IP fragmentation affected the 10 kByte size payload, since the MTU was

1500 bytes packages exceeding it was fragmented, this causes problems in how

to count the packages for the results, so this part was excluded due to lacking

reliability. 

 6.3.3 Effects on validity

Some parts that affects the reliability of this study:

• Sample size could be larger, but the tests took a long time to run, see appendix

A for run time graphs. 

• MQTT-SN is a protocol we had problems with for the 1 kB and 10 kB range,

and the results there should be taken with a grain of salt. 

• The collapse  of  TCP connections  due  to  high  loss  rates,  this  collapses  are

unhandeld and we exclude that test (since it was not completed), but these loss

rates are quite absurd for most types of connections. The faulty runs are not

represented in the data since they crashed before the scenario was complete. 
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 6.3.4 Possible improvements

There are some room to improve the method we used, mainly in these areas

• Parallel running of the scenarios is a possible upgrade of the test framework.

Running  in  parallel  would  cut  the  runtime  for  the  batch  by  an  order  of

magnitude or more, the runtime could go down to the time of slowest running

scenario. This enables a larger sample size due to faster data collection. This

improvement comes at the price of higher computational and network loads,

and  this  could,  if  the  loads  can  not  be  met,  cause  package  loss  due  to

congestion (and loss of timing accuracy). 

• Automated parsing of results would be a improvement of the toolchain, instead

of manually transferring the results from Wireshark to a spreadsheet as was

done in this work, some kind of automated tool could do this. This was quite

laborious  to  do  and  automating  the  process  will  increase  the  speed  of

repetitions. 

• For  many  uses  in  vehicles  the  publish  messages  will  be  sent  at  a  regular

interval, an example from scania one of the most common messages a truck

sends  is  a  status  message  every  10  minutes  or  so.  Timing affects  protocol

behavior and TCP in particular. The option of setting a publish interval would

increase  the  realism  of  the  simulation  but  it  would  also  slow  it  down

significantly. 

 6.4 Implications

For vehicles operators and manufacturers, improvements in communication efficiency

will  probably lead to more data getting collected from more vehicles. Although the

improvements  are  not  very  large,  if  applied  to  a  million  vehicles  even  small

improvements can be worthwhile. The data generated by the vehicles helps in operating

them in a more fuel efficient way by having a more efficent feedback loop, less fuel

consumption is good for the operators finances and the environment, but it can also

help with other aspects of vehicle operations by providing other services such position

data and maintenance needs. 

If we look wider and include all IoT devices, there are many other devices that have

similar cost functions, and will therefore have similar benefits from this work. Since
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this work also collected more data than just the data consumption, other types of cost

functions could be evaluated too. For example the cost function could be dominated by

the number of packages sent and/or received, this type of cost function could probably

be found in a battery power device, that has a cost function dominated by powering the

radio unit. 

The consequence of cheaper data collection is that more data will be collected since

data will be collected when the value of the data is higher than the cost to collect it.

Having more data available is in most cases a good things. 

From an ethical perspective there are some benefits to cheaper data transfer but there

are also some potentially worrying aspects,  the main one being that this potentially

cheapens the use of some surveillance technologies  [28]. Although surveillance is a

useful tool for law enforcement, there needs to be a balance between the power of the

state to spy on the people’s right to privacy. There is no guarantee that law enforcement

agencies use the surveillance tools in a manner that benefits the population at large,

some  states  does  even  actively  use  surveillance  tools  to  suppress  the  people.  For

corporations,  data  is  a  valuable  resource  and  today  they  try  to  collect  it  at  every

opportunity, even if the data does not have anything to do with the service they offer. In

order to access a product or a service the user is often required to agree to a EULA, a

document that  in most  cases gives the use none to little  rights,  and in many cases

allows the sale of data to 3:rd parties. 

Corporations do have large databases of data and it has been shown by a large number

of publicly known examples [29] (and probably many more unknown [30] ) that they

are  vulnerable  to  leaks  in  various  forms,  often  made  available  to  the  public.  The

consequences of the data leaks varies from victim to victim, but can range from being

really  bad  to  being  used  as  a  spam  target  list  which  is  relatively  benign.  The

corporations are also vulnerable to legal requests from the state to hand over data. 
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 6.5 Summary

In  this  chapter  we  have  looked at  the  result  from the  experiment  and reached the

conclusion  that  for  small  payloads  MQTT-SN consumes  the  least  data.  For  larger

payloads MQTT is slightly better than AMQP in terms of data consumption, this is

consistent for the tested range of package loss rate. Furthermore we have discussed the

observation that MQTT needs 50% more packages than AMQP and pointed out this

behavior as a potential area of improvement for the MQTT library used. We have also

evaluated our method and pointed out some areas where we could improve it. At the

end we discussed some of the consequences of this work. 
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 7 Conclusions

The Internet of Things will become more and more common in the world around us and

it has the ability to benefit humanity greatly. This thesis has explored this subject with a

starting point on usage for vehicles, where the benefit lies in having vehicles that can

report data in real time back to the owner. The statistics that are reported back is usefull

for the owner and the driver for operating the vehicele more efficent,this is particularly

valuable in the context of fuel consumption.  In order to process the statistics they have

to be communicated, and communication always have some kind of cost associated

with it. For vehicles the cellular network is the most viable alternative, and the cost is

the utilization cost of the network and it is commonly proportional to the data sent on

the network. 

The focus of this study is to reduce the cost by reducing the data consumption, and

reducing data consumption by selecting a protocol that uses less data for the same task.

We chose to limit the scope to only publish-subscribe type protocols. 

This  thesis  explores  the  data  consumptions  of  three  protocols:  AMQP, MQTT and

MQTT-SN. The three protocols were tested in a simulated environment that provided a

controlled amount of package loss. Each of the three protocols were tested for three

different payloads sizes. 

We found that for payloads in the order of 100 bytes MQTT-SN were significantly

better than the other two and for for larger payloads MQTT were better than AMQP and

MQTT-SN but not by a large margin. 

We also found found that MQTT had an interesting pattern regarding how it handles

TCP ACK:s  compared  to  AMQP. MQTT sent  three  packages  per  publish  message

(publish → pub ACK → TCP ACK), while AMQP only sent two messages per publish

(publish → pub ACK), and sent the TCP ACK with the next publish message. The

behavior of MQTT cost extra data since the bare TCP ACK message is 66 bytes large

and therefore avoiding sending this extra TCP ACK is beneficial when minimizing data

consumption. Neither specification document mentioned this behavior. 

We suspect  this  behavior is  caused by differences in how the handling of the TCP

delayed ACK differs between the protocol implementations. In most real applications
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this would force AMQP to send extra TCP ACK:s due to it in most cases being more

than  500 ms  between publishes,  perhaps  several  minutes.  This  makes  MQTT even

more preferable for application with infrequent publishes. 

For a vehicle operator this thesis recommends the use a combination of MQTT and

MQTT-SN since they are compatible and that they are the best in different regions of

payload size. 

For the individual device these savings are not very large, but for a million devices it

can make a significant difference and in the future there is expected to be several orders

of magnitudes more devices, the absolute savings can be very large. For the society this

means that the devices are cheaper to maintain and therefore more of them can be

deployed and more information collected, this information could be beneficial for the

society as a whole. 

 7.1 Future work

This  study was quite  limited in  scope and showed that  the  tool  chain  needs  some

improvements.  More  protocols  can  always  be  tested  and  this  should  be  done

continuously as new protocols are created in order to continuously re-evaluate the value

of the existing protocols and new ones. We can expand on this work in the future by

exploring some of these paths:

• Effect of data compression on the payload for specific types of payload. 

• Test in live vehicles and not in a simulated environment. 

• Test  different  QoS  levels,  this  might  be  harder  to  compare  since  the  the

protocols do QoS in different ways. 

• The test was done running IPv4 which is nearing it obsolescence, therefore we

should in the future re-evaluate the protocols with IPv6 as network layer. This

should be done because the header size in IPv6 is larger than IPv4 and because

IPv6 changes some of the features, most notably fragmentation. 

• In this thesis we only looked at the protocols without the security layers, but

since  security  is  important,  further  tests  with  the  security  layer  active  is

advisable. 
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• Since there are several implementations of these protocols we should probably

test different libraries for the protocols, the results should be the same since it

is the same protocol but there might be minor differences such as how the TCP

ACK:s are handled. 
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Appendix A: Additional data
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Figure 9: Results from 100 B test series, the Y-axis is the number of kilobytes sent

(before loss) by the publisher. 
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Figure 10:  Results from 100 B test series, the Y-axis is the number of kilobytes

sent (before loss) by the broker. 
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Figure 11:Results from 100 B test series, the Y-axis is the number of packages sent

(before loss) by the publisher. 
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Figure  12:Results from 100 B test series, the Y-axis is the number of packages

sent (before loss) by the broker. 
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Figure 13: average time consumed in seconds by the 100 B payload 
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Figure 15: the Y-axis is the number of kilobytes sent (before loss) by the broker. 
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Figure 14: the Y-axis is the number of kilobytes sent (before loss) by the publisher.
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Figure 17: Results from 1 kB test series, the Y-axis is the number of packages sent

(before loss) by the broker. 
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Figure 16: Results from 1 kB test series, the Y-axis is the number of packages sent

(before loss) by the publisher. 
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 Appendix B: Scripts

Scenario creator script

#!/bin/bash

base_dir=$1

outfile_cli=$base_dir/cli_scen
outfile_srv=$base_dir/srv_scen

cli_prog=(  $base_dir/testframework/producers/ThesisMQTT
$base_dir/testframework/producers/ThesisMQTTSN
$base_dir/testframework/producers/ThesisAMQP  )
#"$base_dir/programs/test_hello_cli" ) 
#cli_prog=($base_dir/testframework/producers/ThesisMQTTSN  )
#"$base_dir/programs/
srv_prog=( "MQTT" "MQTTSN" "AMQP") #"$base_dir/programs/test_hello_srv" )
#("MQTT" "AMQP" "COAP" "SCPv2")
#srv_prog=("MQTTSN")  #"$base_dir/programs/test_hello_srv"  )  #("MQTT"
"AMQP"
type=("a" ) #"pingpong")

for i in ${programs[@]};
do

echo "$i"
done

echo 

package_loss_scale=0. 5
package_loss=". "
#for i in $(seq -10 2 -2);
for i in $(seq 0 1 30)
do

echo $i
#package_loss+="$(echo "1. 0/(1+e($i*-1))" | bc -l ) "
package_loss+="$(echo "$i/100" | bc -l ) "

done
latency_scale=0. 5
latency="0 " 
for i in $(seq -1 0. 5 4);
do

echo $i
latency+="$(echo "(e($i))" | bc -l ) "

done
size_scale=0. 5
size="" 
for i in $(seq 2 1 4);
do

echo $i
size+="$(echo 10^"(($i))" | bc -l ) "
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done

echo ${programs[@]}
echo ${package_loss[@]}
echo ${latency[@]}

rm $outfile_cli
for p in ${cli_prog[@]}
do

for t in ${type[@]}
do

for x in $package_loss
do

for s in $size 
do

echo "$p $t $x 0 $s" >> $outfile_cli
done

done
done

done

rm $outfile_srv
for p in ${srv_prog[@]}
do

for t in ${type[@]}
do

for x in $package_loss
do

for s in $size 
do

echo "$p $t $x 0 $s" >> $outfile_srv
done

done
done

done

Publisher run script

#!/bin/bash
echo $1 $2 $3

interface=lo

#$1 scenario_file $2 other node
srv_addr="127. 0. 0. 1"
k=1
base_dir=$1
echo "hello $2"
echo $PATH
echo $USER
filters= 
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fields="-T fields -e frame. time_relative -e frame. len -e IPv6. dst -e IP. dst -e tcp.
dstport -e udp. dstport -e icmpv6. echo. identifier -e IPv6. src -e IP. src -e tcp.
srcport -e udp. srcport -e icmpv6. echo. sequence_number -e tcp"

IP link set dev $interface mtu 1500

export  LD_LIBRARY_PATH=export
LD_LIBRARY_PATH=/home/karlstri/programing/exjobb/testframework/producers

/sbin/tc qdisc replace dev $interface root netem loss 0
#start tshark
#tshark -i $interface $fields $filters > $base_dir/packagelog/$3/p &

sleep 20
while read -r proto typ loss latency size file
do

tshark -i $interface -w $base_dir/packagelog/cli_log$k. pcap &
tshark_pid=$!
((portno=k+10000))
percent_loss=0"$(echo "$loss*100" | bc -l ) " #convert prob to procent
#set netem
chain_name=PROBDROP${loss:0:5}

iptables -L $chain_name > /dev/null

if [ $? -eq 1 ];
then
echo -e "no chain, adding chain $loss\n"
iptables -N $chain_name
iptables -A $chain_name -m statistic --mode random --probability $loss -j

DROP

fi

iptables -A INPUT -p tcp --source-port $portno -j $chain_name
iptables -A INPUT -p udp --source-port $portno -j $chain_name

#/sbin/tc  qdisc  replace  dev  $interface  root  netem  loss  $percent_loss
delay "$latency"ms 

#sleep 1
maxsize=1000000
total_size=1000000
reruns="$(echo "$total_size"/"$size" | bc ) "
num_pack=1
pack_size=$size
if [ "$proto" = "$base_dir/testframework/producers/ThesisMQTTSN" ]
then

maxsize=255
if (( $size > $maxsize ))
then

#echo -e "\tspliting\t$size\t$maxsize\n"
num_pack="$(echo "$size"/"$maxsize" +1 | bc ) "
#echo -e "\tspliting\t$num_pack\n"
pack_size="$(echo "$size"/"$num_pack" | bc ) "
#echo -e "\tspliting\t$pack_size\n"

fi
fi
echo $k
for i in $(seq 1 1 1)
do
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exit_code=1
while [ $exit_code -ne 0 ]
do

#syntax: prog host portno mode
# echo "$proto $srv_addr  $portno  $reruns  $num_pack  10
$size 1 "

$proto $srv_addr $portno $reruns $num_pack 10 $size 1 
 > /dev/null

exit_code=$?
done

done
#sleep 0. 3
kill $tshark_pid
((k+=1)) #incremetn counter

#tc qdisc delete dev $interface root netem
done <$2
sleep 2
#clean
$base_dir/programs/test_hello_cli ::1 9999 > /dev/null

/sbin/tc qdisc delete dev $interface root netem 
$base_dir/package_separator. sh $base_dir $base_dir/packagelog/$3/p $3
 

Execution script

#!/bin/bash
#set vars
usr=karlstri
node1=::1
node2=::1

base_dir="/home/$usr/programing/exjobb"

ctl_node=::1
node1_ctl=10. 0. 2. 15
node2_ctl=10. 0. 2. 15

scenario_file_cli="$base_dir/cli_scen"
scenario_file_srv="$base_dir/srv_scen"
#init
reset
echo -e "\t$base_dir\t"

$base_dir/scenariocreator. sh $base_dir
sudo /sbin/tc qdisc replace dev lo root netem loss 0 delay 0ms

#make each node have the requierd stuf

. /resource_copyier. sh $base_dir root@$node1 $base_dir/temp

. /resource_copyier. sh $base_dir root@$node2 $base_dir/temp
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#clean previus tests

ssh root@$node1 -f "$base_dir/prep_srv. sh" $base_dir $node2
ssh root@$node2 -f "$base_dir/prep_cli. sh" $base_dir $node1

#run the test

ssh root@$node1_ctl  -f  $base_dir/test_srv.  sh $base_dir  $scenario_file_srv srv
$node2
ssh  root@$node2_ctl  -f  $base_dir/test_cli.  sh  $base_dir  $scenario_file_cli  cli
$node1

Broker run script

#!/bin/bash
echo $1 $2 $3

iptables -F
iptables -X

interface=lo

#$1 scenario_file $2 other node
k=1
base_dir=$1
echo "hello $2"
echo $PATH
echo $USER
filters= 
fields="-T fields -e frame. time_relative -e frame. len -e IPv6. dst -e IP. dst -e tcp.
dstport -e udp. dstport -e icmpv6. echo. identifier -e IPv6. src -e IP. src -e tcp.
srcport -e udp. srcport -e icmpv6. echo. sequence_number -e tcp"

AMQP_broker=rabbitmq-server
MQTT_broker=mosquitto
MQTTSN_broker=$base_dir/org. eclipse. mosquitto. rsmb/rsmb/src/broker_mqtts

export  LD_LIBRARY_PATH=export
LD_LIBRARY_PATH=/home/karlstri/programing/exjobb/testframework/producers

IP link set dev $interface mtu 1500

killall test_hello_srv

#start tshark
#tshark -i $interface $fields $filters > $base_dir/packagelog/$3/p &
tshark -i $interface -w $base_dir/packagelog/srv_log. pcap &

72



tshark_pid=$!

#export RABBITMQ_NODENAME=rabbit
#export RABBITMQ_NODE_PORT=5469
#rabbitmq-server
#pid=$!
#echo -e "$pid\n" > $base_dir/pidfile 

while read -r proto typ loss latency file
do

percent_loss="$(echo "$loss*100" | bc -l ) " #convert prob to procent
((portno=k+10000))
echo $k
chain_name=PROBDROP${loss:0:5}

iptables -L $chain_name > /dev/null

if [ $? -eq 1 ];
then
echo -e "no chain, adding chain $loss\n"
iptables -N $chain_name
iptables -A $chain_name -m statistic --mode random --probability $loss -j

DROP

fi

iptables -A INPUT -p tcp --destination-port $portno -j $chain_name
iptables -A INPUT -p udp --destination-port $portno -j $chain_name

 

echo $proto
if [ "$proto" = "AMQP" ]
then

echo "AMQP"
export RABBITMQ_NODE_PORT=$portno
export RABBITMQ_NODENAME=node$portno
$AMQP_broker -detached > /dev/null &
pid=$!
echo -e "$pid" >> $base_dir/pidfile

fi
if [ "$proto" = "MQTT" ]
then

echo "MQTT"
$MQTT_broker -p $portno > /dev/null &
pid=$!
echo -e "$pid" >> $base_dir/pidfile

fi
#mqttsn (rsmb)
if [ "$proto" = "MQTTSN" ]
then

echo "MQTT-SN"
rsmb_conf="$base_dir/confs/m$k. conf"
echo -e "listener $portno INADDR_ANY mqtts " > $rsmb_conf
$MQTTSN_broker $rsmb_conf > /dev/null &
pid=$!
echo -e "$pid" >> $base_dir/pidfile 

fi

((k+=1)) #incremetn counter
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#tc qdisc delete dev $interface root netem
done <$2
#sleep 20
#clean
echo -e "-cleaning up"
$base_dir/programs/test_hello_srv ::1 9999 > /dev/null
kill $tshark_pid
#ip6tables -L
iptables -F
iptables -X

$base_dir/package_separator. sh $base_dir $base_dir/packagelog/$3/p $3
#rabbitmqctl stop
#killall rabbitmq-server -s9
#killall beam -s9
#killall inet_gethost -s9
sleep 10
. base_dir/abort. sh

Abort script

#!/bin/bash

sudo killall test_srv. sh
sudo killall test_cli. sh
sudo killall test_hello_srv
sudo killall test_hello_cli
rm -f pidfile

Publiseer preparation script

#!/bin/bash

#
mkdir -p $1/cli_log
mkdir -p $1/packagelog/cli
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export  LD_LIBRARY_PATH=export
LD_LIBRARY_PATH=/home/karlstri/programing/exjobb/testframework/producers/:
$LD_LIBRARY_PATH

rm $1/cli_log/*
rm $1/packagelog/cli/*

make -C programs -B

killall local_run. sh
killall tshark
killall ping6
#sudo rabbitmqctl stop

#!/bin/bash

mkdir -p $1/srv_log
mkdir -p $1/packagelog/srv

export  LD_LIBRARY_PATH=export
LD_LIBRARY_PATH=/home/karlstri/programing/exjobb/testframework/producers/:
$LD_LIBRARY_PATH

rm $1/srv_log/*
rm $1/packagelog/srv/*

make -C programs -B

killall local_run. sh
killall tshark
killall ping6
#sudo rabbitmqctl stop
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 Appendix C: Networking

This thesis aims to evaluate 3 protocols: AMQP, MQTT and AMQP, these protocols are

chosen because they all are open standard protocols that follows a publish-subscribe

communications pattern. In order to evaluate the performance of these protocols, we

need to have some basic knowledge about them. All these protocols are application

layer protocols that have some dependencies to take into account such as lower layer

protocols, therefore we will also need to look at the full stack of protocols running in

order to get a good understanding of how the message delivery works. 

Therefore  we  will  in  this  section  look  at  the  protocol  stack  and  in  particular  the

underlying protocols. We will also look at the security aspects and some variants of

delivery guarantee in order to check how the protocols fulfill the requirements. 

The protocol stack

In most cases of communication over digital links, not just one protocol is used but

many running in layers,  where each layer does its  part  to help the communication.

Layering  provides  flexibility  and  ease  of  development,  and  also  serves  to  provide

abstraction for the developer using a specific layer. 

The OSI model is the conceptual idea of layering communication, where each layer is

designed to perform one or a few tasks, the layers are numbered from 1 to 7 where a

lower number is closer to the hardware. The principle of layering states that a layer N

knows nothing of what layer N+1 does and likewise layer N does not need to know

how the internal mechanics of level N-1 works or what protocol N –2 is.  The OSI

layers and what they are intended to do can be found in Table 4 [31]. 
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7 Application Data sent between two applications

6 Presentation Transforms  data  between  network  packaging  and  application

readable data 

5 Session Helps managing the transport layer

4 Transport Provides varius abstractions and guarantees

3 Network Routs the packages to their destinations

2 Link How to compensate for quirks in the physical layer

1 Physical How bits are encoded on to a physical medium

Table 4: List of the OSI defined layers with a short description. 

For example TCP and UDP are level 4 protocols, IP is level 3 and Ethernet is level 2.

For higher layers it  is a bit  more fuzzy exactly what belongs to what level,  as one

protocol  can provide several layers at once.  Figure 19 shows a protocol stack with

some example protocols for each layer and how headers are added within each layer. 

Figure 19: An example of a protocol stack with the OSI levels on the left, in the

middle some protocols for each level and right an example of TCP/IP stack with

headers and trailers for each layer. 
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Protocols

There are many protocols used in network communication and in this section we will

look at the protocols that have impact for the evaluation of the three application level

protocols. 

Physical and link layer

Any communication relies on some physical mechanism to transfer information, be it

light in fiber optic cables, radio waves, electric currents or anything else, both sides of

the link needs to agree on how to decode the signals, and also be able to detect if there

is  any  problem with  the  signal.  There  are  some  link  level  protocols  that  provides

additional features. 

Since  the  physical  and  link  layer  can  vary  from hop to  hop we cannot  make  any

assumptions on the properties of the physical and link layer. Any node in the network

does not have any information about the types of links beyond the links that are directly

connected to it. 

Ethernet  is  the  most  common example of a link layer protocol  and is  used almost

everywhere, the frames it transmits are 1514 bytes large and of that 14 bytes are used

by the Ethernet protocol header making the MTU (Maximum Transmission Unit) 1500

bytes  [21].  Since  the  Ethernet  protocol  is  so  common this  1500  Byte  limit  is  the

primary limit for how large packages are. 

There is an attempt to increase MTU for Ethernet called jumbo frames with the use of a

non-standard extension, but for this to work it requires the whole network path must be

configured for jumbo frames [32]. 

AMSIX (Amsterdam internet exchange) has no frames larger than 1514 bytes which is

the maximum size an Ethernet frame can have and about 20% of frames had exactly

1514 bytes. About 39% of the frames was less than 128 bytes in length, it is in this

category TCP ACK messages fall into. 
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Network layer

The purpose of  the  network layer  is  to  get  information from a sender  to  the  right

receiver much like the postal service. To provide this service, each package needs to

provide a destination identifer in a uniform way. 

There are several network layer protocols, by far the most commonly used is IPv4 and

IPv6, where IPv6 is the successor of IPv4. In the case of IPv4 the address space is 32

bits long which gives a bit over  4×109  addresses, IPv6 has 128 bits of address

space giving a  3.4×1038  unique addresses, this larger address space is the main

reason for the new version, since the increasing number of devices requiring addresses

in order to function have already exceeded the IPv4 address space. The larger address

space of IPv6 means it  to has more overhead than the IPv4 header, and the use of

extension headers might make this difference even larger in practice [19] [20]. 

The IPv4 header is 20 bytes and contains source and destination address which are 4

bytes each, the IPv6 header is 40 bytes and it also has a source and destination address

but each of them are 16 bytes long. 

Further IPv4 and IPv6 both have some fields that is the same in both versions:

• Version field, a 4 bit field that is the IP protocol version i. e. 4 or 6;

• Length field, the total length of the package is a 2 Byte value that limits the

package length to 64 kB, but using the jumbogram extension header it can be

increased to 4 GB. Note that messages larger than the link layer MTU will be

fragmented or dropped, the primary bottleneck for MTU is Ethernet that limits

MTU to 1500 bytes;

• Time to live (TTL for short), is a one Byte counter that is decreased by one each

time the package passes a router, when it reaches zero the package is dropped.

This is to avoid infinitely looping packages. The name time to live is changed

to hop limit in IPv6 but it is the same thing. 

Fragmenting in IPv4 is a mechanism done where the package is larger than the network

MTU, and to be able to deliver the package to the receiver, the router splits the IPv4

package into parts that fits this MTU. To be able to correctly reassemble the fragments

at the destination the IPv4 header contains a field that specifies the offset from the first

package and another field that indicates if the fragment is the last or if there is more to

come.  Since  there  is  probably  more  than  one  fragmentation  chain  the  chains  are
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identified by a 2 Byte id. For comparison IPv6 drops packages that does not fit into the

MTU and then sends a notification to the sender, so the sender knows it needs to reduce

the  package  size.  Thus  IPv6  does  not  need  4  bytes  worth  of  space  to  handle

fragmentation in the header. 

Regardless of the smaller header size of IPv4, IPv6 is needed due to the increasing

amounts of internet connected devices. In 2015 there were 13. 4 billion of them, which

is much larger than the address space in IPv4 and is also predicted to more than double

by 2020  [33]. They way all those devices coexists is via the use of NAT (Network

Address Translation) gateways that hides multiple devices on a separate subnet under

the same IPv4 address, this works by remembering TCP and UDP port numbers and

based on the port numbers forward incoming traffic to the right internal IP address. 

The usage fraction of IPv6 is currently around 10% as measured by Google and is

increasing  at  a  quite  rapid  rate  [34],  on  the  other  hand  according  to  the  AMSIX

(Amsterdam internet exchange) only 1. 5 % of the traffic volume is IPv6 [35]. 

Figure 20: IPv4 header contents, image source wikipedia commons
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Figure 21: IPv6 header contents, image source: wikipedia commons

Transport layer

Since the link layer and network layers only does a best effort delivery, there is a need

for protocols that provides more than that.  The two most commonly used transport

layer protocols are TCP and UDP. 

TCP

Transmission  control  protocol  is  the  most  common transport  protocol  used  on  the

internet  [36],  TCP provides  the  abstraction of  a lossless  point  to  point  byte-stream

between the two endpoints. 

TCP is a stateful protocol where the states represent different aspects of a connection,

where  the  most  important  parts  are  package  ordering,  delivery  guarantees,  buffer

maintenance and congestion control. 

Multiplexing is a mechanism that allows multiple uses of the same infrastructure while

not mixing up the users. When a TCP package arrives at its destination the receiver

must  know what  application is  the  destination of  this  specific  package,  hence port
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numbers which is an identifier that the TCP handler can use to distinguish between the

applications running on the receiver system. In order for the receiver to know who to

respond to if  the application has multiple connections,  the package includes both a

sender and receiver port number. The port numbers are 2 bytes long. In order to make it

simple for the initiator of a connection to reach the right type of application on the

server, the port number of a service are standardized by IANA. 

Delivery  guaranties  works  by  sending  confirmations  that  a  package  has  arrived

uncorrupted  at  the  destination,  the  confirmation  message  is  called  an  ACK

(acknowledgement) and contains a sequence number of how many bytes in total it has

correctly received. This creates an exactly once delivery guarantee. The sender of a

given  package expects  an  ACK message  to  arrive  within  a  reasonable  time,  based

primarily on the round-trip time of previous communications. 

TCP (as opposed to UDP) guarantees that data is delivered in the same order that it was

sent. Each Byte sent has its own sequence number. Sent packages carries the sequence

number of the first Byte in the package. If the sent sequence number does not match the

expected, i. e. the number of sent bytes does not match the number of bytes received

+1, the reciver can conclude that there are packages missing and the receiver can send

an error to the sender, containing the received number of bytes and ask the sender to

resend. 
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TCP has flow control in order to not flood the receiver’s buffers. TCP uses a sliding

window  mechanism,  therefore  both  sides  of  the  connection  reports  to  what  the

maximum sequence number the other one are allowed to transmit.  The size of this

window is set by the receiving system, it can set it to what it feels is an appropriate

value.  The  receive  window  is  moved  forward  when  the  application  holding  the

connections consumes data out of the buffer, the new value is then relayed to the sender

with a SYN (short for synchronize) message included in the protocol header. 

Congestion control

Congestion control is an important mechanism in TCP designed to utilize the available

bandwidth, if needed but not to oversaturate the bandwidth. The role of the congestion

control system is to balance those needs. There are several different algorithms  [37]

that are in use, most of them uses the assumption that any package dropped is due to

congestion. 

The  transmission  speed  is  managed  by  the  congestion  window.  The  size  of  the

congestion window is the maximum amount of data that is allowed to be sent before it

waits for ACK:s. This window is optimally the bandwidth-delay product of the link.

Dropped packages are detected by assuming they have been lost when the ACK for that

package has not  arrived before the  retransmission time-out.  When a  drop has  been

detected the congestion window size is reduced, on the other hand receiving packages

increases this window [38]. The standard algorithm states that when a loss occurs the

window should be multiplicatively decreased, and for each package the window should

be additively increased. 

For Linux the standard congestion control algorithm is the cubic congestion control

algorithm, which increases the congestion window based on a cubic function centered

around the window size of the last package loss, this makes the cubic algorithm faster

to utilize the available bandwidth than the standard algorithm. 

Features 

Provided guarantees: error detection, exactly once delivery

Other features: congestion control, multiplexing
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UDP

User Datagram Protocol mainly provides multiplexing and error detection and nothing

more, and relies on best effort delivery and therefore provide no delivery guarantees.

The error detection is done by computing a checksum, or if the checksum is to be

ignored filled with all zeros. For multiplexing UDP uses the same scheme as TCP does.

UDP has no concept of a connection in the way TCP does, in UDP packages does not

have  any  relations  to  previously  sent  packages,  which  has  some  advantages  most

notably the ability to do broadcast to an entire subnet. Any session handling must be

provided  by  a  higher  layer  protocol.  The  benefits  of  using  such  a  protocol  is  its

simplicity and low overhead, and creates a good protocol to build upon. 

UDP also  has  the  “benefit”  (compared  to  TCP)  that  is  does  not  wait  for  missing

packages  since  it  has  no  concept  of  ordering,  making it  more  useful  for  real-time

applications where there is no time to wait for missing data to arrive, for example a

VOIP scenario. 

The header is 8 bytes containing destination port, source port, length and (optionally

for IPv4) a checksum each of them 2 bytes long. 
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Features: 

Provided guarantees: (IPv6 only) error detection, at most once delivery

Optional guarantees: (IPv4) error detection

Other features: multiplexing

Application layer

The application level is where programs exchange the information they require, and on

this layer as all other layers the computers that exchange information must know how

the bits should be interpreted, on this level there are a lot of different protocols because

each service has its own. Some other examples for common application layer protocols

are  bit  torrent,  HTTP, NTP, SSH. The protocols  we are comparing in this study is

application level protocols, although they contain some features commonly found in the

lower layers. 

Guarantee of delivery

There exists several definition of delivery guarantees, we will look at a set of three, at

most once, at least once and exactly once. 

At most once

An at most once guarantee does not ensure anything in terms of delivering data to its

recipient, this is sending data and hope for the best. The one thing we do know is that

data will not arrive twice since it is only sent once. This is also known as best effort

delivery or fire and forget. 

At least once

With at least once delivery, we require the recipient to get the transmitted data at least

once and be sure of it. In order to be sure of that data has arrived we need to get an

acknowledgement from the receiver of the data. As long as the acknowledgement has

not arrived at the original sender, it does not know if data has arrived or not. Since the

sender does not know if the package still makes progress or not, the sender must make
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a guess if the data is lost or not, based on the time since the data was sent or some other

information, if lost it would retransmit the data. Since the acknowledgement also can

get lost it might be the case that the sender chooses to retransmit a piece of data that

already  has  arrived  but  the  acknowledgement  has  not  reached  the  sender.  Such  a

scheme will guarantee that the data eventually reaches the destination. 

Exactly once

Exactly once delivery is when a piece of data is received by the destination once and

only  once  (given  infinite  time and no  system failure),  and  this  is  usually  done  by

discarding duplicates on arrival, meaning each message must have an identifier, such as

a sequence number. But since we can run out of sequence numbers there must be a

strategy inplace for reuse of sequence numbers. 

Security

Per requirement from Scania, a protocol needs security mechanisms in order to protect

data from any onlookers and tampering etc. since the communications take place in a

network with multiple users. 

Definition

A system is considered secure if there is no way to break the rules that the policy sets.

In order to be secure there must  be mechanisms that  can uphold the policy set,  in

general the policy is something like “no one but the approved user should be able to use

a resource. ”

This usually breaks down into the following areas [39]:

Integrity of data: Any attempts to tamper with data is detected. 

Confidentiality: No one but the intended recipient should be able to read the

data. 

Authentication: Each entity in the system must be able to prove its identity. 

Availability: The resources should be available to the approved users. 
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Existing protocol security suits

Security is hard to get right, and both sides of the communication needs to agree on

how security is done or they can not communicate with each other. Several different

standards exists for secure digital communications, that solves the problems of agreeing

on how security is handled between two parties. 

TLS

Transport Layer Security (previously known as SSL) is a security layer that runs on top

of a TCP connection, i. e. all data content in the TCP stream is encrypted. In addition to

encrypting the TCP stream it also supports authentication of the parties involved via

certificates. 

From an abstraction point of view, when the cryptographic handshake is complete it

presents the same interface as a normal TCP connection. 

The exact encryption algorithms used is negotiated by the protocol until both parties

agree  on  an  algorithm,  both  parties  can  decide  what  algorithms  they  trust  to  use,

although it might result in failure if the sets of algorithms is disjoint. 

The typical usage process is [40]. 

1. Algorithm negation
2. (Optional) Certificate exchange
3. Public key handshake to generate a symmetric key for the session 
4. Symmetric encryption of the TCP link

TCP in combination with TLS on it is one of the more common types of a encrypted

packages encountered on the internet so someone attempting to figure out the content

of a package will  not  have much information about  it,  the only clues being the IP

addresses and port number. 

DTLS

Datagram Transport Layer Security is an adaptation of TLS for other transport layer

protocols than TCP such as UDP. Since UDP unlike TCP does not guarantee reliability

and in order delivery, use of CBC (Cyclic Block Cipher) is impossible since we can’t

assume knowledge of the previous message in the chain. Apart for this diffrence this is

nearly identical to TLS [41]. 
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IPsec

The IPsec suite is an end to end security layer that runs on top of the IP layer, providing

authentication, privacy and integrity to the contents of an IP package. Since it like UDP

does not have the reliability and in order guarantees it can not use CBC either. Due to

the encryption on the IP level it has a security advantage to transport level protocols: it

does not expose what transport layer protocol is used. Since this is on the network

level, once the handshake is completed any higher level protocol can be used and still

be secure. 

Application level security

The individual applications may provide security features on its own in a higher level

protocol. Application level security have some problems associated with it, for instance

it may not be very well tested and evaluated in relation to more standardized solutions,

so problems are more likely to occur. Using a custom protocol sticks out from the other

traffic, and leaks information for traffic analysis in a way that using for example TLS

does not, since it is used by so many different applications and on a very large scale. 

Summary
In this chapter we have looked at some basics in computer networks in order to

orient the readers with background knowledge in the area. The areas covered

was  the  network  stack  starting  from  the  physical  layer  working  up  to  the

transport layer with TCP and UDP, levels of delivery guaranties and a bit about

security for primaryly TCP and UDP connections. 
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