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Abstract

Deep Convolutional Neural Networks and “deep learning” in gen-
eral stand at the cutting edge on a range of applications, from image
based recognition and classification to natural language processing,
speech and speaker recognition and reinforcement learning. Very deep
models however are often large, complex and computationally expen-
sive to train and evaluate. Deep learning models are thus seldom de-
ployed natively in environments where computational resources are
scarce or expensive. To address this problem we turn our attention
towards a range of techniques that we collectively refer to as “model
compression" where a lighter student model is trained to approximate
the output produced by the model we wish to compress. To this end,
the output from the original model is used to craft the training labels
of the smaller student model. This work contains some experiments
on CIFAR-10 and demonstrates how to use the aforementioned tech-
niques to compress a people counting model whose precision, recall
and F1-score are improved by as much as 14% against our baseline.
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Chapter 1

Introduction

The recent revival of artificial neural networks under the umbrella
term of “deep learning” has spawned a recent wave of innovation on
a wide range of A.I. applications from image based recognition and
classification to speech and speaker recognition, natural language pro-
cessing and reinforcement learning. Deep learning models however
are often large, complex and computationally expensive to train and
evaluate. It is for this reason that it is often unfeasible to deploy these
models natively in applications where hardware resources are limited
(e.g. cellphones, cameras, household applications, etc). Compression
of these models is thus of interest in applications where it is desirable
for the model to run independently under limited computational re-
sources.

Axis, a company based in Lund Sweden, is interested in develop-
ing image based recognition and classification systems that are light
enough to run independently inside a camera yet powerful enough to
approximate the performance of a much larger deep learning model.
The objective of this master thesis is thus to explore, test and compare
a range of “model compression" techniques for approximating the per-
formance of a large and complex deep learning model using a lighter
surrogate as required for a model to run independently under a lim-
ited amount of computational resources.

In this thesis we address the trade-off between a model’s perfor-
mance and the corresponding computational resources required to achieve
this performance as measured by the number of parameters in the
model (as these are correlated with the memory and computation re-
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2 CHAPTER 1. INTRODUCTION

quired to load and evaluate the model). We experiment with different
network architectures and learning algorithms on CIFAR-10 and use
the very same model compression techniques to build a people count-
ing model (i.e. a “people counter"); the latter is widely used by Axis to
provide retail establishments with an automated solution for keeping
track of the number of visiting customers.
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1.1 Research Problem

The research problem at the core of this thesis addresses whether the
most recent “model compression" techniques introduced by Jimmy
Ba, Rich Caruana and further developed by Geoffrey Hinton, Oriol
Vinyals, Jeff Dean and Adriana Romero can be used to compress a
people counting model (i.e. a “people counter").

“People counter" models are one of the several models used by
Axis to provide anything from retail analytics to ridership statistics.
They are required to process a stream of images as taken from cameras
positioned at the entrance of stores, malls, buses and all sorts of public
spaces. They are required to keep track of the number of individuals
visiting a given public space as illustrated in Figure 1.1.

Figure 1.1: People Counter

On the one hand, “People counter" models must be able to accu-
rately determine the number of human subjects appearing on a given
frame while handling varying light conditions, scales (as the cameras
may be placed at different heights) and the presence of foreign objects
(e.g. shopping carts, pets, etc). On the other hand, “People counter"
models must also be computationally inexpensive to evaluate, as they
are required to process a constant stream of images while relying only
on the computational resources available to the camera. Their objec-
tive is thus to transmit only the corresponding statistics and not the
video feed itself.
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The “model compression" framework explored in this thesis ad-
dresses the challenges faced while implementing a “people counter"
directly as it seeks to encapsulate the knowledge contained on very
large but very accurate models into a much lighter model.

1.2 Methodology

Our methodology consists in systematically testing every learning al-
gorithm described in the “model compression" literature under differ-
ent network architectures. We focus on varying only the number of
parameters and comparing the corresponding model and learning al-
gorithms’ performance against a baseline. We begin by experimenting
on CIFAR-10 and then on a proprietary data-set provided by Axis. We
also demonstrate how to use one of our compressed models to build a
“people counter" and compare its performance against a baseline.

The “model compression" framework described in this work relies
on having two models, a teacher model and a student model. The
teacher model is essentially the model or ensemble we wish to com-
press while the student model corresponds to the receptacle in which
we will try to place as much of the knowledge contained in the teacher
model as possible. To do so, we train the student model to mimic the
output produced by the teacher.

1.3 Contribution

Our work expands on the previously available work by providing
a detailed comparison between model compression algorithms and
network architectures. In addition, our work also demonstrates how
model compression can be applied outside an academic setting by pro-
viding a concise example of its use in a commercial application.

1.4 Overview

This thesis is organized so as to provide the reader with some back-
ground on deep convolutional neural networks before presenting the
highlights of our work. In section 2 we provide a review of convolu-
tional neural networks while in section 3 we present our method and
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describe the data-sets and network architectures used in this work. In
section 3 we also explain how to train a student network and how to
use one of our student networks to build a “people counter". The sta-
tistical methodology employed to compare the performance achieved
by our models is also described in section 3. In section 4 we present
our results, in section 6 we provide our conclusion and in section 7 we
elaborate on possible future work.
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1.5 Ethical Considerations

The outlook on Machine Learning is very promising and the range of
applications where it may be used is wide and expanding. It is this
large versatility that makes it possible for the technology to power ad-
vances across multiple industries. Unfortunately however, is also this
versatility that also makes it possible for machine learning technology
to be easily misused.

The history of information technology is unfortunately plagued
with examples where a seemingly innocuous technology is used with
nefarious intentions. From the use of the Hollerith machine in Nazi
Germany for the systematic extermination of Jews, Gypsies and other
ethnic groups [18] to the modern day dissemination of terrorist pro-
paganda on social media [19]. It is now clear that any form of infor-
mation technology that wields the potential to improve our collective
livelihoods also holds the potential to amplify the capabilities of those
who may do us harm. In this regard, Machine Learning is no different
from other information technologies that have come before or along-
side it. Already the potential array of Machine Learning applications
to the military industrial complex and the criminal justice system has
provoked a growing concern on the use of autonomous weapon sys-
tems [20] and perpetuation of racial bias [21] to name a few examples.

Although it is not possible for us to envision the multitude of ways
in which an ill-intentioned actor may use the technologies discussed
in this work, it is however possible for us to advocate a more respon-
sible use through a careful consideration of potential misuses. Per-
sonal privacy is perhaps the single most salient concern surrounding
the application of the technologies addressed by this thesis. We should
therefore emphasize the importance of carefully handling any form of
information that may serve to identify an individual. It is for this rea-
son that we keep some of the training data used in this project strictly
confidential and we train our models to differentiate between foreign
objects and human subjects but avoid endowing our models with the
capability to single out specific individuals. Furthermore, we hope
our results will encourage the adoption of “mode compression" as an
alternative to the more widely adopted practice of processing sensor
gathered data on a remote server. By running the models directly on
the capturing device we hope to achieve a mode of operation in which
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all potentially sensitive data is never stored nor transmitted, further
enhancing the degree of privacy that we can guarantee to those ex-
posed to the technology.



Chapter 2

Background and Related Work

Machine Learning can be succinctly described as the study and con-
struction of algorithms that can learn and make predictions from data.
Unlike their more traditional counterparts, machine learning algorithms
rely more heavily on the quality of the available data for their success
but are often much better positioned to tackle problems where an ex-
plicit programmatic solution is unfeasible. This is what makes them
particularly attractive while tackling some of the hardest image based
recognition and classification tasks.

Machine Learning can be further broken down into “supervised"
and “unsupervised" learning. Supervised learning is characterized by
a setting where the available data is comprised of features and labels
and the algorithm is tasked with predicting the value of an unseen
label given the values of the corresponding features. Unsupervised
learning on the other hand works without any predefined labels and
the algorithm is instead tasked with revealing some underlying struc-
ture in the data. Some examples of supervised learning include re-
gression, classification and relevance ranking while examples of un-
supervised learning include clustering, dimensionality reduction and
anomaly detection.

In this thesis we will focus primarily on supervised classification
and regression. We are particularly interested in taking an image as
input and producing the probability that best reflects the likelihood of
a given object or subject appearing in the picture. More formally, if x
corresponds to the pixel values of the image in question and fθ to our
machine learning model as parameterized by θ then we are interested

8
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in finding the optimal parameter values such that a given loss L is
minimized.

Some of the earliest and most successful models in machine learn-
ing are relatively lightweight. Most of the efforts devoted to improving
run-time efficiency of these models have thus traditionally placed an
emphasis on the CPU and memory requirements of the training algo-
rithm [1], on the steps required for evaluating the model at test time
[2] or even on developing a more efficient encoding of the data [3]. The
recent success of ensembles [4] and deep learning however has stoked
a newfound interest for compressing large and unwieldy models [15]
[29] [28].

Work on artificial neural networks can be easily traced back to the
80’s and 90’s [5] [6] but their most recent surge in popularity can only
be traced back to 2012 when a team of researchers from the University
of Toronto made a big breakthrough in the field of computer vision by
using a deep convolutional neural network to secure a winning top-
5 test error rate on ImageNet 2012 [7]. Their work would turn out
to revolutionize not only the field of computer vision but the whole
field of machine learning as more and more researchers in other fields
soon began to apply “deep learning" to a wide variety of applications
including speech and speaker recognition [8], reinforcement learning
[9] and natural language processing [10].

The newfound success of deep learning models is, in large part,
ascribed to their ability to learn directly from raw data where tra-
ditional models rely more heavily on a set of carefully handcrafted
features [11]. By processing the raw input through a series of layers,
deep learning models are able to find progressively more general lev-
els of representation. Depth has thus been characterized as a funda-
mental component of representational learning as it promotes the re-
use of features and leads to progressively higher levels of abstraction
[12]. Depth has also been theoretically shown to produce exponen-
tially more efficient representations for certain families of functions
[13]. The recent success of deeper and deeper architectures on Im-
ageNet corroborates [22] [23] these observations and serves to illus-
trate the large gains in performance achieved by deep learning mod-
els. These large gains in performance however are counterbalanced
by a corresponding increase in the computational resources required
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to train and evaluate these models. To further accentuate the already
stark trade-off that developed as more and more accurate models called
for an incommensurate increase in computational resources, training
a multitude of deep learning models and averaging their results (a
technique that is generally known as ensemble learning) soon proved
to produce even more accurate results [4]. “Model compression" is
thus born out of the impending desire to provide an avenue for facili-
tating the implementation of deep learning models in environments
where computational resources are at a premium and bringing the
deep learning revolution even closer to the user.

“Model compression" is introduced in 2006 by Cristian Bucilua,
Rich Caruana, and Alexandru Niculescu-Mizil. Their work addresses
the trade-off between performance and computational costs. They ar-
gue that it is often not enough for a classifier or regressor to perform
well on a specific task if the model at hand cannot operate within
the desired margin of available computational resources. The authors
therefore propose training lighter models to approximate the perfor-
mance of their much larger and accurate counterparts. Under this
framework, the smaller model is referred to as the student-model and
it is trained on a set of soft labels produced by the much lager model
referred to as the teacher-model [15].

Later work by Yohua Bengio has shown that machine learning mod-
els, just as humans or animals, are able to learn much better from
examples when these examples are not provided at random but in a
meaningful and organized manner [16]. In our opinion, this observa-
tion has deep implications and it serves to motivate the work in this
thesis. By targeting the soft labels produced by a teacher model a stu-
dent model is both prevented from over-fitting and spared the difficul-
ties involved in having to deal with hardest samples in a data-set. For
example, the soft labels produced by a classifier allow a student model
to more easily learn which classes are similar to one another; this extra
piece of information has been previously referred to as “Dark Knowl-
edge" by Geoffrey Hinton, Oriol Vinyals and Jeff Dean [17].

More recent work by Jimmy Ba and Rich Caruana has also shown
that it is possible to train a shallow artificial student network to ap-
proximate the performance of a much deeper, complex and accurate
model [27]. Similarly, work by Adriana Romero et al. has shown that
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by using a thinner and deeper architecture along with knowledge dis-
tillation [29] and hint-based training it is possible to outperform the
teacher while still using only a fraction of the parameters used by the
teacher-network [28]. In this thesis we would like to investigate to
what extend their methodology can help us produce a model that is
useful in a commercial application. In particular, we are interested in
investigating how the techniques introduced by the authors above can
be used to compress a “people counter".

2.1 Review of Convolutional Neural Networks

A simple fully connected network

Work on artificial neural network models can be found as far back as
in the 80’s and 90’s [5] [6]. The most basic of these models is comprised
of a sequence of two linear transformation whose intermediate output
is processed by a a non-linear transformation. More formally, if X is
our n×m input where n is the number of samples and m the number
of features then Wi and bi are the model parameters corresponding to
the weights and biases respectively. The matrix W0 is an m × d ma-
trix where d is a hyper parameter to be specified by the user and it is
often referred to as the width of the network or, alternatively, as the
number of hidden units. Meanwhile W1 is a d × o matrix where o is
the dimensionality of our output and should thus match the dimen-
sionality of our targets y. The function σ is non-linear and it is applied
element-wise; a traditional choice for σ is either the hyperbolic-tangent
or the logistic function although most recently it has been shown that
a ReLU activation, defined as ReLU(x) = max(0, x), is computation-
ally cheaper and, unlike the hyperbolic and logistic functions, does not
suffer from the vanishing gradient problem.[33]. The model takes the
following form:

ŷ = W1σ(W0X + b0) + b1

While the formulation so far would work quite well when faced
with the task of approximating real-valued outputs, sometimes our
targets may not be real valued however but a collection of M classes.
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In such case, we may be interested in approximating the probability
that a new sample belongs to the m-th class. To do so, we further
process the output of our model through a softmax transformation ρ,
defined as ρ(z) = ez∑

i e
zi

. Processing the output through this softmax
function ρ normalizes the output and ensures that it corresponds to
a valid probability distribution. The model then takes the following
form:

ŷ = ρ(z); z = W1σ(W0X + b0) + b1

Notice that
∑

i ŷi = 1 is a valid probability distribution across classes
and z are now known as the logits produced by the model (i.e. the val-
ues produced by the model before they are normalized so that they
correspond to valid probabilities).

It has been shown that given an arbitrary width d an artificial neu-
ral network model as simple as above is already capable of approx-
imating any Borel measurable function [14]. In other words, even a
model as simple as the one above can in principle serve as a universal
approximator for a vast array of functions. Jimmy Ba and Rich Caru-
ana use this observation as a stepping stone to motivate the use of
very shallow yet very wide artificial neural networks to approximate
the performance of their much deeper teachers [27].

Convolution

Following the success of convolutional neural networks in image based
recognition and classification tasks [7] we introduce the notion of a
convolutional layer whose application we express with the following
notation W ∗ X . The dimensionality of X is extended to include a
third dimension known as the number of channels while the rows and
columns (i.e. the height and depth) of our 3-dimensional tensor are
collectively referred to as the spatial dimensions. Unlike with matrix
multiplication, the number of columns in W need not match the num-
ber of rows in X and, in practice, the spatial dimensions of the filter
are often much smaller than that of the input. The spatial dimensions
of our filter are free to vary while the number of input channels must
match the number of channels in the input exactly as illustrated in Fig-
ure 2.1 where the depth of both filter and input are exactly the same.
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The number of output channels corresponds to the number of filters
(or kernels) in the filter bank for that particular layer.

Figure 2.1: Convolution applied in “valid" mode".

To convolve a filter (also known as kernel) W with an input X we
simply place the corresponding filter on the top left corner of our input
and slide it across as shown on Figure 2.1. Every time we re-position
our kernel we multiply the filter’s weights by the corresponding val-
ues in the input tensor and reduce the output by adding up the result
of each individual multiplication. If the spatial dimensions of the in-
put are n × m, we use a stride of 1 × 1 and our kernel’s dimensions
are k × k where k is odd and smaller than m and n then the spatial
dimensions of the corresponding output are n− (k − 1)×m− (k − 1)

as we don’t allow the filter to be placed outside the image partially or
otherwise; this mode of operation is referred to as “valid" mode.

In some instances however we would prefer if the spatial dimen-
sions of our input were not reduced in size every time we apply our
convolution operation. In these cases we pre-process the input by
padding it with zeros such that the spatial dimensions of the corre-
sponding output are exactly the same as those of the input; this mode
of operation corresponds to applying convolution in “same" mode.
This mode is particularly helpful while pairing convolution with max-
pooling and seeking deeper architectures as it allows us to perform an



14 CHAPTER 2. BACKGROUND AND RELATED WORK

arbitrary number of convolutions without reducing the spatial dimen-
sions of the current representation.

Max-Pooling

Max-Pooling is traditionally applied in combination with convolution
and it is usually placed in between convolutional layers. We can think
of this operation as as placing a grid on top of the original input and
pooling every element within the corresponding window as illustrated
in Figure 2.3. Notice that every channel is processed independently
(i.e. we only apply max-pooling across spatial dimensions).

The max-pooling operation reduces the spatial dimensions of the
input; reducing the size of the network as we move deeper into the
architecture. More specifically, for an m× n input tensor, a k × k max-
pooling operation, where k is smaller than m n and k, m and n are all
even, reduces the size of the representation down to m/k × n/k.

Max-Pooling endows the model with a degree of some transla-
tional invariance as the operation cares only for the magnitude of the
activation and discards spatial information. Max-Pooling also increases
the receptive field of neurons deeper in the network as their immedi-
ate input is affected by a larger and larger portion of the original input
as shown in Figure 2.2. Intuitively, this is how the network is able to
produce representations at higher and higher levels of abstraction.

Figure 2.2: Max-Pooling: Receptive Field.
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Max-Pooling and Fractional Max-Pooling are both used extensively
throughout this work. Unlike Max-Pooling however, Fractional Max-
Pooling allows for varying window sizes and it is able to reduce the
spatial dimensions of the input by a fractional amount and facilitate
deeper architectures [26]. For example, under a fractional max-pooling
window size of

√
2, the window grid may contain 2 × 2, 2 × 1, 1 × 2

and 1 × 1 pooling windows whose location follows a pseudorandom
or random process every time a new sample is processed. The abil-
ity to sample a different pooling window configuration each time a
sample is processed allows us to process the same sample multiple
times and average the network output at test time; this technique is re-
ferred to as “model averaging" and it has been shown to produce even
more accurate results [26]. An example of how a 6 × 6 input could be
processed both by fractional max-pooling and regular max-pooling is
shown in Figure 2.3. Notice how, under fractional max pooling, the
spatial dimensions of the output are reduced to 4× 4 while the spatial
dimensions of the max pooling output are reduced down to 3× 3. No-
tice as well that the arrangement of pooling windows under fractional
max pooling in this example is only one of many other possible ones.

Figure 2.3: Fractional Max Pooling vs. Max Pooling.

Model Optimization

To train our model we must be able to find (or at least approximate) a
set of parameter values θ such that our chosen loss L is optimized. To
accomplish this task however, we must first be able to calculate by how
much the loss is increased or decreased whenever we increase or de-
crease the value of any given parameter. More formally, ifL(y, fθ(x)) is
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our chosen loss we are then interested in calculating the derivative of
the loss with respect to every parameter in the model, namely, ∂L

∂θi
for

every model parameter θi. To do so, we rely on the chain-rule such that
if zl is the output coming out of the l-th layer in our network and θ

(l)
i

is a parameter in this layer, then ∂L
∂θ

(l)
i

= ∂L
∂zN

...∂zl+1

∂zl

∂zl

∂θ
(l)
i

. The process of

calculating the gradients in this fashion is known as back-propagation
[30].

Armed with back-propagation, we could, in principle, optimize
our model parameters by following the direction of steepest gradient
descent in parameter space down to the closest local minima. To do so
however we must remember that our chosen loss,L(y, fθ(x)), relies not
only on the model’s parameters but also on the model’s inputs x and
the labels y. We thus turn our attention not towards the value of our
loss corresponding to any specific sample but rather towards the ex-
pected value of the loss, namely,E

[
L(y, fθ(x))

]
=
∫
y

∫
x
L(y, fθ(x))p(x, y)dxdy

and we approximate this expected value by means of a point estimate.
More specifically, we calculate: 1

N

∑
n L(yn, fθ(xn)) and 1

N

∑
n
∂L(yn,fθ(xn))

∂θ

for i ∈ S where S is a random sample of indices across our training set.
Modifying our model parameters such that they follow the direction of
steepest gradient descent based on these two point estimates is what
we refer to as “Stochastic Gradient Descent" (SGD for short).

Updating the model parameters so that they follow the direction
of steepest gradient descent based on our two point estimates can be
done as follows: let θ correspond to the parameter we wish to update,
let gt correspond to our point estimate of the gradient ∂L

∂θ
at time t and

let α be our learning rate (a user-defined hyper-parameter between 0

and 1), then we can update θt+1 := θt − αgt. This formulation is al-
ready quite powerful and, alone, can serve to optimize a vast array
of models. This formulation however can also be improved by keep-
ing track of previous gradients — specially if the parameter values
ever find themselves at a location where the gradients are very close
to zero. More specifically, we can define mt := β1mt−1 + (1 − β1)gt,
normalize m̂t := mt/(1 − βt1) and update θt+1 := θt − αm̂t. We refer to
this new formulation as “momentum stochastic gradient descent" and
to improve even further on it we must consider that, given the uneven
nature of the data distribution and the role played by max-pooling in
propagating the gradient, some parameter values are updated more
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often than others. To compensate for this dynamic we further intro-
duce vt = β2vt−1+(1−β2)g2t which we also normalize v̂t := vt/(1−βt2).
The final parameter update takes the form: θt+1 := θt − αm̂t/(

√
vt + ε)

where ε is a very small predefined positive value used to avoid divi-
sion by zero. We refer to this last formulation as “adaptive momentum
stochastic gradient descent" [36].

Dropout

While there are many forms of regularization that can be applied to our
model we heavily rely on dropout where the key idea is to randomly
drop units during training as shown in Figure 2.4. This technique has
been shown to improve generalization and reduce co-adaptation. By
dropping a random selection of units during the training phase we es-
sentially sample a thinned network from the original model. At test
time we scale down the weights of every unit in proportion to the
probability with which they were dropped during the training phase
and by doing so we approximate an expected value across all possible
thinned models; in essence our model becomes an ensemble of sorts.
Co-adaptation is mitigated as every unit is forced not to become overly
reliant on the outputs produced by the units in the previous layer as
these may be dropped during training [31].

Batch Normalization

Artificial Neural Network models can, in principle, handle arbitrary
inputs. In practice however, it is often profitable to preprocess our
training samples. For example, while initializing the weights of our
model by drawing a sample from a multi-variate normal distribution
with zero mean and unit variance the model might need to train for a
larger number of epochs if the input provided is several orders of mag-
nitude larger or smaller than the parameters themselves as it might
need to adapt accordingly. This effect is compounded if, at every layer,
the distribution and the magnitude of the values in the correspond-
ing representation keep changing as the model is trained. This phe-
nomenon is known as internal covariate shift and it is often the source
of slower training and poorer performance.

Batch normalization is conceived as a means to combat internal
covariate shift by normalizing the network representations at every
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Figure 2.4: Dropout.

layer. Normalization is usually done by using the mini-batch statistics
at training time and a moving average approximation of the popula-
tion mean and standard deviation at test time [32].

Visualizing the Model

Figure 2.5 provides an illustration of a relatively simple convolutional
neural network using the components we described earlier. In the first
stage, a 12 × 12 image with 3 RGB channels is processed by a convo-
lutional layer with a total of six 3 × 3 filters which we denote by 6C3

(see section 3.5 for more details on the notation). Max-Pooling is then
applied, reducing the spatial dimensions of the current presentation
down to 6 × 6. One more round of convolution is applied before the
second two last convolutional operation reduces the spatial dimen-
sions down to 1 × 1; this is done by applying convolution in “valid"
mode and by setting the spatial dimensions of the corresponding ker-
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Figure 2.5: Convolutional Neural Network: A Simple Example.

nel equal to the spatial dimensions of the input representation. At this
point, the current representation is essentially a vector which we fur-
ther transform down to a 24-dimensional vector (so as to match the
number of classes in our hypothetical classification problem). Notice
that the last two convolutional operations are essentially equivalent to
a set of fully connected layers (i.e. convolution can be thought of as a
generalization of ordinary matrix multiplication).



Chapter 3

Method

While we have provided some brief overview of the inner workings
of a deep convolutional neural network in chapter 2, we have left the
details of the teacher-student model compression framework for chap-
ter 3. In this chapter we begin by describing in detail how to train a
student network based on the output produced by the model we wish
to compress (i.e. the teacher model). In this chapter we also describe
how to build a people counter and describe the data-sets, network ar-
chitectures and statistical methodology.

3.1 Teacher-Student Training Algorithms

The teacher-student model compression framework rests on the obser-
vation that a student network can be trained to mimic the behaviour
of a much more complex teacher model by targeting the output pro-
duced by the latter as illustrated by Figure 3.1 [15]. The teacher output
can vary however as this can be extracted from more than one place
in the teacher network’s architecture and it can also be combined with
the information provided by the raw labels. In fact, a student network
can be either trained to mimic the teacher logits zk [27] or the temper-
ature modified probabilities p(T )k = ezk/T/

∑
k e

zk/T [29] as illustrated
in Figure 3.2. We explore both these techniques in more detail in the
coming sections.

20
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Figure 3.1: Student Network Training.

Figure 3.2: Teacher Logits vs. Knowledge Distillation.

Regression on the Logits

“Model Compression" was first introduced by Bucilua, Cristian, Rich
Caruana, and Alexandru Niculescu-Mizil in 2006 [15] while the idea of
training a student model on the unnormalized output (i.e. the logits) of
the teacher model was introduced eight years later by Ba, Jimmy, and
Rich Caruana in “Do deep nets really need to be deep?" [27]. Their
research demonstrates that given the same number of parameters a
shallow student network can perform much better when trained to
mimic the teacher logits as opposed to when trained directly on the
raw labels.

In its most general formulation, the output from an artificial neu-
ral network model z extends across the full range of Rn for any n.
While classifying samples however, this output is traditionally nor-
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malized by using a softmax function ρ(z) = ez∑
i e
zi

to ensure the output
corresponds to a valid probability distribution across classes (i.e. so
that the output sums to one). While training a student network fθ
parametrized by θ via regression on the teacher logits however, the
pre-sofmax output from the teacher model z is used and the student
model is trained to optimize:

L(θ;X) =
1

M

∑
m

||fθ(x(m))− z(m)||22 (3.1)

Knowledge Distillation

Following the work of Jimmy Ba and Rich Caruana [27] on “model
compression", Geoffrey Hinton, Oriol Vinyals, and Jeff Dean intro-
duced a technique called “knowledge distillation" whose aim is to
generalize the process of performing regression on the logits in order
to train a student model [29]. Their work reincorporates the teacher
network’s softmax output into the training process and introduces a
new hyper-parameter T known as the knowledge distillation “tem-
perature".

In its simplest form, knowledge distillation corresponds to train-
ing the student model directly on the probability output of the teacher
model. This simple case also corresponds to a temperature setting of
T = 1. To see this, we present the corresponding loss function as first
described in “Distilling the knowledge in a neural network." [29]:

L(θ;X) = − 1

TM

∑
m

p
(T )
t (x(m)) · log

{
p(T )s (x(m))

}
Where−

∑
x p(x)·log{q(x)} is known as the cross-entropy loss while

p
(T )
s (x) and p

(T )
t (x) are the temperature modified student and teacher

output probabilities respectively and are defined as follows:

p(T )s (x(m)) =
ez

(m)/T∑
j e

z
(m)
j /T

; p
(T )
t (x(m)) =

ev
(m)/T∑

j e
v
(m)
j /T

The variable z corresponds to the student logits and v to the teacher
logits.
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As T goes to infinity, Geoffrey Hinton, Oriol Vinyals and Jeff Dean
have shown that knowledge distillation is equivalent to minimizing
1

2M

∑
m(z

(m) − v(m))2 provided the logits have been zero-meaned [29].
In other words, at very high temperatures, knowledge distillation is
equivalent to regression on the logits and at low temperatures knowl-
edge distillation is filtered version of the former, further helping us
prevent over-fitting when the logits themselves are noisy [29].

To further enhance the performance of the student network, Hin-
ton, Geoffrey, Oriol Vinyals, and Jeff Dean also propose modifying the
above loss by combining it with the traditional cross-entropy loss ap-
plied to the student output probabilities and the true labels (denoted
here as y(m)) [29]. In our own experiments we introduce β ∈ (0, 1] so as
to parametrize the weight given to the true labels. We set this parame-
ter to 0.05 throughout all our experiments as suggested by the authors
[29]. The corresponding loss function looks as follows:

L(θ;X) = − 1

M

∑
m

(
β·y(m)·log

{
ps(x

(m))
}
+(1−β)·T ·p(T )t (x(m))·log

{
p(T )s (x(m))

})
(3.2)

Notice that we multiply the portion corresponding to the knowl-
edge distillation loss by T 2. This is done in order for us to ensure that
the relative contribution of both soft and hard targets remains roughly
the same regardless of the set temperature as pointed out by Geoffrey
Hinton, Oriol Vinyals and Jeff Dean [29].

Hint-Based Training

Hint-based training introduced in “Fitnets: Hints for thin deep nets."
[28] by Adriana Romero and her collaborators in 2014. Unlike Jimmy
Ba and Rich Caruana whose study focused on very shallow and wide
architectures, the study by Adriana Romero and her collaborators in-
vestigates the use of very deep and thin student networks. Their pro-
posed architectures feature a large number of layers with a much lower
number of parameters per layer when compared to the teacher.

Hint-based training is conceived as a measure that is meant to com-
plement knowledge distillation. At its core, it strives to tackle the chal-
lenges of training very deep convolutional student networks, particu-
larly when these student networks are meant to be as deep as their
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teachers or deeper [28]. To do so, the training process is broken down
into two parts. During the first part we train the first portion of the
network to match the intermediate output of the teacher network (i.e.
the output up to the l-th layer). During the second part, we train the
whole network by means of knowledge distillation just as described
in the previous section.

Since the student and teacher networks need not be of the same
depth, the intermediate output dimensions often do not match one
another. For this reason, hint-based training requires an intermediate
regressor which we denote here as r(.) [28]. The hint-based loss takes
the following form:

1

M

∑
m

||f ltt (x(m))− r
(
f lss (x

(m))
)
||22

The functions f ltt and f lss stand for the intermediate outputs of the
teacher and student networks respectively. The variable l stands for
the layer producing the intermediate output. The regressor function
r can either be a fully connected or a convolutional one. The whole
training process is illustrated in Figure 3.3.
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(a) Select the first lt and the first ls layers of the teacher and student networks
parametrized by WHint and WGuided respectively.

(b) Train the intermediate output of our student network to match the
teacher’s intermediate output with help of a regressor parametrized by Wr.

(c) Lastly, train the whole student network by means of Knowledge Distilla-
tion.

Figure 3.3: Hint-based Training.
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3.2 Data-sets

To ensure that our own implementation is sound we experiment on
a well known and carefully curated data-set first, namely, CIFAR-10.
We then use the results of this preliminary experimental phase as a
basis for applying the same methodology on a proprietary data-set
provided by Axis which we refer to as the Top-Down View data-set.
Ultimately our intention is to train a student network that can be used
as part of a people counter system by training our models on this Top-
Down View data-set. Figure 3.4 provides a kernel density plot for both
data-sets; it illustrates the distributions corresponding to the training
and testing sets. The kernel density plot is produced by projecting
the raw data down to a 256-dimensional vector via principal compo-
nent analysis (PCA) and then further down to a 2-dimensional vector
by means of t-stochastic neighbor embeddings (t-SNE) [37]. The plot
illustrates the level curves of the corresponding distributions on this 2-
dimensional representation. Notice that while the distributions of the
training and testing data in CIFAR-10 clearly have the same support
(i.e. the distributions clearly overlap one another) the same cannot be
said of the training and testing data on Top Down View. We believe
the latter can be explained by the fact that while CIFAR-10 is split into
a training and testing set by randomly shuffling and splitting the care-
fully curated data-set, Top Down View is split by origin (i.e. images
in the training and testing sets come from different store locations and
consequently from different cameras altogether) in an effort to prevent
our models from learning undesired artifacts as explained in more de-
tail later in this work.

(a) CIFAR-10 (b) Top Down View

Figure 3.4: Data-sets: t-SNE Kernel Density Plots
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CIFAR-10

The CIFAR-10 data-set consists of 60, 000 32×32 color images and their
corresponding labels. There are ten mutually exclusive classes in total
(for each class we have a total of 6000 images and no image contains
subjects corresponding to more than one class). The data-set is divided
into 5 training batches and one testing batch with 10, 000 images each.
The test batch contains exactly 1000 randomly selected images from
each class while the training batches contain the remaining images in
random order [38].

Top Down View

The Top Down View data-set consists of a collection of color images
taken from cameras mounted on the ceiling where their distance from
the relevant subjects presents and added difficulty that is not shared
with a more carefully curated data-set such as CIFAR-10. These cam-
eras are placed at the entrance of stores and their objective is to keep
track of the number of people entering or exiting a given store. The pic-
tures in this data-set have a resolution of 240×320 as well as 3 channels
corresponding to their red, green and blue pixel values respectively.
The labels consist of a list of pixel coordinates corresponding to loca-
tions on the image where human subjects are located. If there are no
subjects on the picture, the corresponding label is an empty list.
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The data-set is further refined by cropping the original images down
to a size of 60 × 80 pixels as shown in Figure 3.5. A cropped image is
either centered around a human subject or it shows no human subject
at all (even partially). The data-set is further divided into a training
and a testing set in such a way that the images contained in the testing
set come from entirely different cameras located in entirely different
store locations — in an effort to be able to better asses how well our
models generalize across locations. The images are further shuffled so
that they are not presented to the model in any particular order dur-
ing training or testing. The original data-set is heavily unbalanced (i.e
most images do not show any human subjects) but during the selection
process we make sure to select roughly equal numbers of positive and
negative samples (i.e. roughly 50% of all crops display a human sub-
ject). The total number of cropped images in the training and testing
sets are 16300 and 4800 respectively.

Figure 3.5: Top Down View: Cropping from original.
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3.3 Teacher Networks

While exploring alternatives for an adequate teacher network architec-
ture for both CIFAR-10 and our own Top Down View data-set we came
across two main alternatives. On the one hand, we knew from expe-
rience that tuning a pre-trained network was a plausible alternative
that did not require a large amount of computational resources. On
the other hand, relying on a pre-trained network negated us the possi-
bility to profit from the most recent advances in convolutional neural
network technology (e.g. fractional max-pooling) since even the latest
pre-trained models we were able to find were at least a few years old.

During our own preliminary experiments we tried fine-tuning a
pre-trained VGG-16 network as originally designed by Karen Simonyan
and Andrew Zisserman in “Very deep convolutional net-works for
large-scale image recognition." [22] and we also tried training a frac-
tional max-pooling network from the ground up following closely the
design of Benjamin Graham in “Fractional max-pooling." [26]. Unfor-
tunately however, the latter proved too computational expensive for
us to accomplish on CIFAR-10. Given this limitation, we use a pre-
trained VGG-16 network as a teacher network on the CIFAR-10 but a
fractional max-pooling network trained from the ground up on Top
Down View.

CIFAR-10 Teacher Network (VGG-16)

To produce a teacher network for CIFAR-10 we turned our attention
towards a popular set of architectures known as VGG-16 and VGG-19.
Both these network architectures were originally designed by Karen
Simonyan and Andrew Zisserman to tackle the 2014 ImageNet Chal-
lenge [22] and their pre-trained weights are readily available on-line
from reputable sources [24].

Both VGG-16 and VGG-19 were originally designed to investigate
the effect of depth in imaged based recognition and classification tasks.
To this effect they rely almost exclusively on relatively small 3× 3 con-
volution filters and 2× 2 max pooling operations [22].

The ImageNet 2014 data-set is comprised of a thousand classes
while CIFAR-10 encompasses only ten. In light of this observation we
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opted for selecting the smaller VGG-16 network to act as our teacher
on CIFAR-10. We modified the network by replacing the fully con-
nected layers with a freshly initialized set of our own so that the net-
work was able to classify images into one of the ten classes of CIFAR-
10. By replacing the fully connected layers of the network we also
reduced the number of parameters from 138 million to 16 million (a re-
duction commensurate with the fact that ImageNet 2014 contains ten
times more classes than CIFAR-10).

The fully connected layers of our modified network use a recti-
fied linear unit as their activation function (ReLU) [33]. We also apply
batch normalization [32] and dropout [31] to the fully connected por-
tion of the network as well as a step of data augmentation during train-
ing in an effort to further improve the network’s performance. The
data augmentation step consist of a random left to right flip, a random
brightness adjustment and a random contrast adjustment. The modi-
fied VGG-16 network was directly trained on CIFAR-10 for 50 epochs.
All parameters (including the parameters in the convolutional layers)
were tuned during this stage in order to minimize the cross entropy
loss using adaptive momentum stochastic gradient descent [36]. The
complete network’s architecture as well as the approximate number of
parameters are summarized in section 3.5.

Top Down View Teacher Network

Our Top Down View Teacher Network was trained to classify small
60 × 80 images as either containing a human or not and its architec-
ture follows closely that of the networks presented in “Fractional max-
pooling." [26]. The training samples were first processed on-line by a
data augmentation step consisting of random left to right and up down
flip as well as a random brightness and contrast adjustment. A set of
alternating convolutional and fractional max pooling layers comprise
the first portion of the network followed by two convolutional lay-
ers that act as fully connected layers when the input to the network
has spatial dimensions 60× 80. Batch normalization [32] is performed
throughout the network and a parametric leaky rely activation func-
tion (PReLU) [35] as well as an incremental amount of dropout [31] is
applied to the output of each convolutional layer except for the very
last; the amount of dropout applied increases linearly, we begin by
applying no dropout (0%) and increase that amount by 10% until we



CHAPTER 3. METHOD 31

reach 50% as described in “Fractional max-pooling." [26]. Batch nor-
malization is performed using the mini-batch statistics both at training
and testing time as we found that otherwise the network struggles to
approximate these statistics by means of a moving average alone. A
softmax function is used to produce probabilities and the network is
trained to minimize the cross entropy loss using adaptive momentum
stochastic gradient descent [36].

There are 9 rounds of 2 × 2 convolution and fractional max pool-
ing. The number of output channels is initially set to 25 and is then
increased linearly as a function of depth (i.e. 25, 50, ..., 225). We use
a fractional max pooling factor of

√
2. When the spatial dimensions

of the network’s input are 60 × 80 the spatial dimensions of the block
coming out from the last fractional max pooling operation are 2 × 1

and correspond to the dimensions of the second to last convolutional
layer’s filter. The complete network’s architecture as well as the ap-
proximate number of parameters are summarized in section 3.5.
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3.4 Student Networks

All student 1 networks are first trained directly on the raw labels to
produce a baseline, then on the teacher logits using the loss in equa-
tion 3.1 and then by means of knowledge distillation using the loss in
equation 3.2. We set the knowledge distillation temperature to 5 and
the weight parameter β to 0.05 — giving the true labels a small but
meaningful weight. Optimization is performed via adaptive momen-
tum stochastic gradient descent [36]. The complete network architec-
tures as well as the approximate number of parameters are summa-
rized in section 3.5.

In an effort to achieve the best possible performance, we also apply
a step of data augmentation while training our student networks. In
particular, we perform a random left to right flip as well as a random
brightness and contrast adjustment. We also use batch normalization
[32], dropout [31] and max pooling with a windows size of 2×2. Unlike
both teacher networks however our implementation of batch normal-
ization here relies on the mini-batch statistics at training time and on a
moving average estimate of the same statistics at test time in order for
our student networks to be able to process a single sample at test time
(i.e. a batch of size 1). The dropout rate is set to 50% during training,
no dropout is applied at test time and, in the case of our Top Down
View Student 2 networks, no dropout is applied either at training time
nor at test time.

CIFAR-10 Student 1

It was pointed out by Ba, Jimmy, and Rich Caruana that non-convolutional
neural networks perform poorly when faced with imaged based recog-
nition and classification tasks such as CIFAR-10 [27]. For this very rea-
son we restrict all our CIFAR-10 Student Network 1 configurations to
have at least one convolutional layer (i.e. at least one convolutional
layer applied in “same" mode whose filters’ spatial dimensions are
smaller than the corresponding input).

Our CIFAR-10 student 1 networks have three configurations in to-
tal, the smallest of which consists of a single convolutional layer fol-
lowed by a pair of fully connected layers. The second network con-
figuration builds upon the first by adding an extra convolutional layer
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while keeping the number of parameters roughly equal (in order for us
to be able to observe the effect of depth independently from the effect
of an increased number of parameters). The third and final student
network configuration is identical to the second with the exception
that it is granted twice as many fully connected hidden units so as to
increase the total number of parameters by roughly 50% (with the in-
tention of observing the effect of an increased number of parameters
while keeping the depth constant). All the networks in this section use
a leaky-relu activation function [34] defined as max(0.01x, x).

Top Down View Student 1

Our Top Down View Student 1 network is relatively shallow as it only
relies on three convolutional layers with dimensions 3× 3, 60× 80 and
1×1 respectively. While the first layer always serves as a convolutional
layer, the last two such layers serve as a pair of fully connected layers
when the spatial size of the input image is exactly 60 × 80 (i.e. the
spatial dimensions of the second layer match the spatial dimensions of
the first layer’s output provided that the spatial dimensions of input
image correspond to 60 × 80). We regulate the network’s complexity
by adjusting the number of output channels coming out from the first
and second layers producing a total of three network configurations.

By setting the number of output channels to 10 and 15 on the first
and second layers respectively the number of parameters in our stu-
dent network matches roughly the number of parameters in the teacher
network. Similarly by setting the number of output channels to 15 and
20 as well as 7 and 15 we can double and half the number of parame-
ters accordingly. All the networks in this section use a parametric relu
activation function [35].

Top Down View Student 2

Unlike our student 1 network, our Top Down View Student 2 network
is deep with a total of eleven convolutional layers. The last layer serves
as a fully connected layer when the spatial dimensions of the input
correspond to 60× 80 (i.e. the spatial dimensions of the eleventh layer
match the spatial dimensions of the tenth layer’s output provided that
the spatial dimensions of input image correspond to 60× 80).
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We regulate the complexity of the network by setting the number
of output channels coming out from the first convolutional layer and
adjusting the number of output channels in all subsequent layers in di-
rect proportion of this number. For example, our first networks relies
on 26 output channels in its first layer while the second and third use
52 and 78 respectively. More generally, if the number of output chan-
nels coming out from the first layer is M then the number of output
channels corresponding to the n-th layer would be nM .

There are two main configurations of the Top Down View Student
2 network. The first with 26 output channels in its first layer and the
second with 18 and roughly half the number of parameters. We ex-
periment with both of these configurations by training the network di-
rectly on the raw labels first (to establish a baseline) and then by means
of knowledge distillation as corresponding to the loss in equation 3.2
where the latter are also trained with and without hint-based training.
We set the knowledge distillation temperature to 5 and the weight pa-
rameter β to 0.05. All the networks in this section use a parametric relu
activation function [35] and a transpose convolution (i.e. deconvolu-
tion) operation — during the hint step we train our student networks
to match the output of the teacher’s fifth layer with the output of their
third layer.



CHAPTER 3. METHOD 35

Top Down View People Counter

To build our people counter we use one of our Top Down Student 1
networks and re-purpose it to count the number of people in a given
frame. We test our student network on this task using a fresh sample
from our Top Down View data. We artificially re-balance the latter to
provide more samples of images with more than one or two human
subjects in the frame.

The process of re-purposing the network is relatively straightfor-
ward. The convolutional nature of the network’s architecture makes it
possible for the model to process images of any size. While the spatial
dimensions of the image crops used to train the network are 60×80, the
spatial dimensions of the original images used for the people counting
task are 240× 320. As a consequence, the last two convolutional layers
of our student network no longer serve as fully connected layers and
instead produce a probability heat-map as an output as illustrated on
Figure 3.6.

We overlay a set of bounding boxes on top of the heat-map pro-
duced by our model. The number of boxes corresponds to the number
of pixels whose probability of being associated to a human subject ex-
ceeds 0.8 and the boxes are centered around these very same pixels.
These boxes are further filtered by a non-maximum suppression step
removing the vast majority of overlapping boxes and leaving only the
best candidates, again, as illustrated on Figure 3.6 (we limit the maxi-
mum number of boxes that can be selected by this step to 15). The total
number of boxes left along with the total number of heat-map pixels
whose probability exceeds 0.8 serve as features to a gradient boosting
model [39] used to estimate the total number of human subject in the
picture.
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Figure 3.6: People Counter Overview.

3.5 Summary of Models

In this section tables 3.1, 3.2, 3.3 and 3.4 provide a brief overview of
every model’s architecture along with the approximate number of pa-
rameters employed by each. To describe each of the network’s archi-
tectures we use a notation inspired by “Spatially-sparse convolutional
neural networks." [25] where convolutional layers are denoted by the
notation XCY where X corresponds to the total number of output
channels and Y to the spatial dimensions of the corresponding filter.
For example, a convolutional layer with 10 output channels and a filter
whose spatial dimensions are 2× 2 can be denoted as 10C2. Similarly,
a convolutional layer with 10 output channels and filter whose spa-
tial dimensions are 2 × 1 can be denoted as 10C(2 × 1). Max pooling
and fractional max pooling layers are denoted by MPX and FMPX

respectively where X corresponds to the window size. For example
a max pooling layer with 2 × 2 spatial dimensions can be denoted as
MP2. Whenever a set of layers are repeated in sequence we summa-
rize this portion of the architecture by enclosing the sequence in brack-
ets. For example, a sequence of three 2 × 2 convolutional layers with
10, 20 and 30 output channels followed by a 2 × 2 max pooling layer
each can be denoted as (10nC2 −MP2)3 where n goes from 1 to 3 in-
clusive. Finally, we also use the notation (V GG16)13 to represent the
output up to the 13-th layer of the VGG-16 network described in “Very
deep convolutional networks for large-scale image recognition." [22].
For a further example of this notation please refer to Figure 2.5.
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Model Architecture No. Params
CIFAR-10 (V GG16)13 − 1024C1− 1024C1− 10C1 16.3 M
Top Down View (25nC2− FMP

√
2)9 − 225C(2× 1)− 2C1 700 K

Table 3.1: Teacher Networks

Model Architecture No. Params
N1_H32 256C3−MP2− 32C16− 10C1 2.1 M
N2_H32 (256nC3−MP2)2 − 32C8− 10C1 2.2 M
N2_H64 (256nC3−MP2)2 − 64C8− 10C1 3.3 M

Table 3.2: CIFAR-10 Student 1

Model Architecture No. Params
7_10 7C3− 10C(60× 80)− 2C1 330 K
10_15 10C3− 15C(60× 80)− 2C1 720 K
15_20 15C3− 20C(60× 80)− 2C1 1.4 M

Table 3.3: Top Down View Student 1
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Model Architecture No. Params
18 (18nC3− 18nC3−MP2)5 − 2C(2× 1) 280 K
26 (26nC3− 26nC3−MP2)5 − 2C(2× 1) 580 K

Table 3.4: Top Down View Student 2

3.6 Statistical Methodology

Our statistical methodology is motivated by the fact that, while mea-
suring the performance of a given model, readings are often noisy. To
produce more meaningful comparisons we thus refrain from compar-
ing the reported metrics as measured immediately after a given train-
ing epoch. Instead, we use the error values produced in the last 20

epochs (once the model has had a chance to converge) to compare
the performance of a given model, architecture, learning algorithm or
combination thereof against one another.

At first glance a simple analysis of variance conducted via a one
way F test would appear sufficient [40] in order for us to compare
population means across error populations. A preliminary analysis
of the errors produced by our models however quickly revealed that
the variance across groups is far from equal as required by an F-test
(see Figure A.1 on Appendix A: Diagnostics). We therefore rely in-
stead on the Kruskal-Wallis H-test to compare mean ranks between
error distributions [42]. A statistically significant test-statistic under
this test implies that one of the two error populations stochastically
dominates the other (i.e. one of the two distributions produces error
observations that are ranked significantly higher than the other). P-
values are shown on the top-left corner of the plots presented in the
results section; they correspond to a Kruskal-Wallis H-test as applied
to the test errors corresponding to the last 20 training epochs of the
corresponding model.

3.7 Chapter Summary

In this chapter we have described more in detail how a student model
may profit from training on the output produced by a larger and more
complex teacher model or ensemble thereof. We saw how it is pos-
sible to train a student model to mimic the unnormalized output of
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the teacher model or alternatively the temperature modified probabil-
ities. Furthermore, we discussed how regression on the teacher log-
its can actually be shown to be a special case of knowledge distilla-
tion and we have described how hint-based training may be used to
train deeper student networks. In this chapter we have also explained
how we build our people counter and we have described the data-
sets, networks architectures and the statistical methodology employed
throughout our work.



Chapter 4

Results

In this chapter we take a look at our experimental results. We begin
by providing the results obtained while experimenting on CIFAR-10
and then on the Top Down View data-set as described in the previous
chapter. We then present the results corresponding to the performance
of our people counter while measured against a baseline where the
latter is simply the same model trained directly on the raw labels.

4.1 CIFAR-10

Student 1

We present the test errors obtained while training our student network
on CIFAR-10 under all three different network architectures and learn-
ing algorithms in Figure 4.1. It is clear from the plot that while there
exists a large difference in performance between architecture N1_H32
and N2_H32 the same cannot be said of architectures N2_H32 and
N2_64. This is particularly interesting given that the former pair of
architectures share roughly the same number of parameters and dif-
fer mostly in their depth (the first network relies on a single convo-
lutional layer while the second relies on two). Conversely, the latter
pair of architectures are of the exact same depth but while the first one
has roughly 2.2 million parameters the second relies on 3.2 million.
At a first glance, the choice of learning algorithm seems not to have
an impact on the network’s performance regardless of depth and the
number of parameters employed. Nonetheless, we refrain from mak-
ing a judgement on the effectiveness of either learning algorithm based
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entirely on this plot and instead we defer this task to the more careful
analysis presented in Figure 4.2.

Figure 4.1: CIFAR-10 Student 1: Test error across training epochs.

In Figure 4.2 we present a more careful analysis of the test error
achieved by our student network under all architectures and learning
algorithms; for every network architecture we compare the results pro-
duced by each learning algorithm against the baseline (corresponding
to the performance obtained while training the student network di-
rectly on the raw labels). From the plots we can appreciate that there
is in fact a reasonable amount of evidence in favor of training a stu-
dent network either by performing regression on the teacher logits or
by applying knowledge distillation. In particular, we can see that the
errors are consistently lower than the baseline for all architectures and
learning algorithms with the exception of N1_H32 while trained under
knowledge distillation.
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Figure 4.2: Pairwise Comparisons: CIFAR-10 Student 1

4.2 Top Down View

Student 1

In Figure 4.3 we present the errors obtained while training our first
student network on the Top Down View data-set under all architec-
tures and learning algorithms. This time around there is a clear dif-
ference between the baseline performance and the errors produced by
the networks when trained either by regression on the teacher logits
or by means of knowledge distillation. Nonetheless, Figures 4.4 and
4.5 provide a more careful statistical analysis of the pairwise differ-
ences; Figure 4.4 compares both regression on the teacher logits and
knowledge distillation against the baseline performance while Figure
4.5 compares regression on the teacher logits against knowledge dis-
tillation.
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Figure 4.3: Top Down View Student 1: Test error across training
epochs.

On Figure 4.4 we can appreciate a clear improvement on the per-
formance of our teacher network when trained either via regression
on the teacher logits or knowledge distillation; both regression on the
teacher logits and knowledge distillation produce consistently lower
errors when compared to the baseline performance. Furthermore, on
Figure 4.5 we can observe that architectures 7_10 and 15_20 performed
significantly better under knowledge distillation when compared to
when they were trained under regression on the teacher logits.
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Figure 4.4: Pairwise Comparisons: Top Down View Student 1

Student 2

Unlike our student 1 network, our second student network was pur-
posefully designed to be much deeper. In Figure 4.6 we present the
test error produced by our network while training under all architec-
tures and learning algorithms. Figure 4.6 compares the performance
of the network under knowledge distillation alone and knowledge dis-
tillation with hint-based training against the baseline performance (i.e.
where the network was trained directly on the raw labels). From the
Figure we can observe that our network fails to improve upon the
baseline performance both while trained under knowledge distillation
alone and under knowledge distillation with hint-based training.

Figure 4.7 provides a more detailed pairwise comparison between
knowledge distillation, knowledge distillation with hint-based train-
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Figure 4.5: Pairwise Comparisons: Top Down View Student 1.

ing and the baseline. In all instances, the student network performs
significantly better while trained directly on the raw labels under both
architectures (i.e. regardless of the number of parameters employed).
There is however some evidence to suggest that the larger network
performs better under knowledge distillation with hint-based training
than under knowledge distillation alone - an observation that serves
to corroborate the notion that hint-based training works as a strong
regularizer.
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(a) Knowledge Distillation.

(b) Knowledge Distillation with Hint-based training.

Figure 4.6: Top Down View Student 2: Test error across training
epochs.
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Figure 4.7: Pairwise Comparisons: Top Down View Student 2.



48 CHAPTER 4. RESULTS

4.3 Top Down View People Counter

In this section we present the results of some tests performed on our
top down view student 1 network while used as a people counter (an
application employed by Axis to keep track of the number of cus-
tomers within a given store during business hours). We compare our
7_10 architecture trained under knowledge distillation against the ex-
act same architecture trained directly on the raw labels. Our choice
of architecture is justified by the fact that the 7_10 architecture corre-
sponds to the only student network, from among the first set of stu-
dent networks, that relies on a smaller number of learning parameters
when compared to the teacher.

The number of human subjects in each image follows the distri-
bution illustrated on the histogram of Figure 4.8. Table 4.1 provides
the coefficient of determination obtained by our people counter while
using the features produced by the network both under the baseline
training methodology and under knowledge distillation where the co-
efficient of determination is defined as the proportion of variance in
the dependent variable that is explained by our model. For example,
a model that always predicts the average receives a coefficient of de-
termination of zero while a model whose standard square prediction
error is only %25 of the original variance is granted a coefficient of de-
termination of 0.75 [41]. A more detailed analysis based on precision,
recall and F1 score calculated individually for every class is provided
in Figure 4.9.

Figure 4.8: Top Down View: Number of Human Subjects in Frame
(histogram).
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Baseline R2 Score: 0.437
Knowledge Distillation R2 Score: 0.506

Table 4.1: Top Down View: People Counter Coefficient of Determina-
tion.

Figure 4.9: Top Down View Student 1: People Counter Precision, Re-
call and F1 Score.

The model trained under knowledge distillation is clearly the best
performing of the two. From an explained variance perspective there
is a clear improvement while training the model with knowledge dis-
tillation. Furthermore, the analysis of Figure 4.9 reveals that our stu-
dent network does a much better job at identifying the correct number
of human subjects in the frame across all categories (particularly when
the correct number is higher than three).



Chapter 5

Discussion

It is clear from the results that both regression on the teacher logits and
knowledge distillation provide a viable avenue for improving the per-
formance of a model that would have otherwise been trained directly
on the raw labels. The extent to which the student teacher framework
provides an advantage however seems to vanish as the student model
becomes proportionally smaller in relation to the teacher model; based
on the modest amount of success experienced by our student models
on CIFAR-10 where the student networks were several times smaller
than the teacher when compared to our student models on the Top
Down View task — where the smallest student network was half the
size of the teacher.

Our results further suggest that Knowledge Distillation can out-
perform the simpler approach of performing regression on the teacher
logits as seen from the results presented in Figure 4.5. This corrobo-
rates the notion that Knowledge Distillation generalizes regression on
the teacher logits.

Unfortunately, we were not able to produce favorable results while
experimenting with deep and thin architectures under hint-based train-
ing. We were however able to experience first hand the regularization
effect exerted by the latter on the model. We surmise the size of the
training set is partly to blame for our lack of success; we believe that
training the same deep and thin student networks on a much larger
training set should lead to considerable improvements. We could, for
example, use our teacher network to produce a further set of labels for
our student network to train on even when the samples in question
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wouldn’t have an actual label otherwise.

We are glad to report clear improvements against the baseline on
the people counter task while relying on our 7_10 Top Down View Stu-
dent 1 network trained via Knowledge Distillation. Although, the net-
work itself is but a single component of a larger mechanism, we believe
that, all other things being equal, the “model compression" framework
has proven its worth as a valuable step in producing a more accurate
people counter.



Chapter 6

Conclusion

Deep Convolutional Neural Networks have experienced a lot of suc-
cess when applied to image recognition and classification tasks. Deep
Convolutional Neural Networks however seem to have followed a
path where higher and higher performance has come at the cost of a
considerable increase in the computational resources required to train
and evaluate these models. We believe that the results presented in
this work serve to further demonstrate the viability of the teacher stu-
dent model compression framework and, in particular, the efficacy of
Knowledge Distillation as an avenue for mitigating the downsides of
deploying a resource intensive model.

While looking exclusively at the performance of our People Counter,
we believe the results demonstrate the value of training the corre-
sponding network as prescribed by the teacher student model com-
pression framework. In other words, we believe our results serve to
corroborate the notion that the teacher student model compression
framework can be used to improve the performance of a system that,
all other things being equal, does not rely on this framework.

This work has placed great emphasis on the application of the teacher
student model compression framework to the development of a peo-
ple counter system. We should however point out that the model com-
pression framework is by no means limited to this specific application
or even to the specific field of computer vision. It is possible to apply
the techniques described in this work to problems in other fields. To
this end, we hope our work serves to provide yet another example of
how the model compression framework can be applied in a commer-
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cial application where both performance and cost need to be carefully
balanced.



Chapter 7

Future Work

The results presented in this thesis are by no means exhaustive and we
believe there is still plenty of room for experimentation. For example,
while our experiments focused on varying the network’s architecture
in a systematic fashion so as to increase or decrease the number of
parameters, we kept certain aspects of the training methodology un-
changed such as the knowledge distillation temperature. In the future,
we would be interested in experimenting with different temperatures
(i.e. varying the temperature while keeping all other variables con-
stant). We would also be interested in trying to progressively decrease
the temperature during training as the student model’s performance
improves.

In the future, we would also like to try extending the original train-
ing set by using our teacher network to produce synthetic labels for
samples that have not been manually labeled. This approach would
force our student network to rely exclusively on the output produced
by the teacher network (as opposed to on a linear combination of the
teacher’s output and the actual labels) but we believe that by training
on a much larger training set our student network could potentially
perform much better — specially while using a thin and deep archi-
tecture along with hint-based training.

Our people counter can also be further improved. In this work we
demonstrated that the performance of our people counter improved
whenever we used the student network that had been trained under
knowledge distillation but we kept other aspects of its design rela-
tively simple. We believe that the overall performance of our people
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counter could be improved by focusing on other aspects of its design.
For example, we could improve the process by which features are
extracted from the network’s output or we could try finding a more
appropriate regressor for approximating the number of human sub-
jects. Alternatively, we could also try fine-tuning the student network
so that its output along with non-maximum suppression is accurate
enough to approximate the number of human subjects in the image
without the need for additional features or a regressor.
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Appendix A

Diagnostics

Figure A.1 illustrates the variance of the errors corresponding to the
last 20 epochs of every model considered in this thesis. It is clear from
Figure A.1 that the variance of our error populations is not equal across
groups in clear violation of one of the necessary assumptions required
to perform a valid F-test.

Figure A.1: Test Error Variance per Model.
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