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Abstract

Extending the Scope of Compile-time Optimizations
Across Synchronization Operations

Andreas Scherman

With the rise of multiprocessor computers, parallel computing has become 
a necessity in order to achieve high performance. Modern compilers are 
conservative in applying classical compiler optimizations to parallel 
programs, as the compiler might require expensive whole-code analysis in 
order to preserve the semantics and correctness of the code, to ensure no 
data races are introduced through optimizations.

Extended data-race-free regions (xDRF) is a compile-time analysis that 
gives the guarantee that variables accessed within the xDRF region can 
not be modified by other threads. This guarantee enables safe traditional 
compiler optimizations on larger regions of code. The extended data-race-
free regions are used to make stronger alias analysis statements, which 
allows the traditional compiler optimizations to use the information 
gained from the extended data-race-free analysis directly without any 
other changes of the optimization step.

Results show a varied utilization of the extended data-race-free, with 
two out of seventeen benchmarks being unable to find any extended data-
race-free region, and one benchmark having as many as 23 regions. Using 
the xDRF analysis, the compiler was able to increase by up to 2% the 
number of load instructions hoisted or deleted. No benchmark show a 
consistent run-time improvement from the additional transformations. 
Future work will focus on expanding the usage of the xDRF analysis, for 
example for improving Capture Tracking and Escape Analysis, which we 
expect will lead to a run-time improvement.
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1
Introduction

As multiprocessor computers are becoming a norm, concurrent
programming has become a necessity in order to achieve high
performance through parallelism. With this norm in mind, it is not
possible to apply classical compiler optimizations directly on parallel
code which was designed to be applied to sequential programs.

The primary way of applying classical compiler optimizations to
parallel code has been to assume that the code is well-synchronized
– which means that there are no data-races in the code. Under this
assumption, we can then apply the classical compiler optimizations
to regions in the code where sequential consistency holds – which
might not necessarily be the whole program compared to a
sequential program. Under the assumption, it holds that every piece
of code which are not protected by any form of synchronization —
such as a locking- or join mechanism — is data-race-free. This entails
that we can apply classical compiler optimizations to the
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data-race-free regions without any further alterations of the code.
An idea to get a further effect of the optimizations is to apply the

optimizations across the regions, or by merging the regions. Modern
compilers are very conservative of doing this, as even though we
might preserve a data-race-free program by moving or simplifying
instructions, we could end up with a program with different
semantics. As such, current compilers do not apply optimizations
across these regions, as it could potentially require expensive
whole-program analysis.

Through this conservative approach by the compiler, it also
misses out on cases where it might be fairly simple to extend
optimizations across the synchronization operations. We can see in
Figure 2.1 an example of such a code snippet — where we can see
that a modern compiler is unable to move the load instruction out of
the loop, even though we can see that this is possible. Due to the
conservative nature of modern compilers, these are not analyzed
nor optimized. This is the type of optimization which this work will
allow us to make.

Extended data-race-free regions are sets of synchronization-free
regions which span across synchronization points (e.g.
acquire-release pairs), bypass the synchronized code (i.e. the critical
section) while maintaining the synchronization-free semantics
across the entire region. This means that we get further utilization
of the optimizations at compile-time by targeting a larger regions
compared to the non-extended data-race-free regions.

1.1 GOAL

A program that does not feature any form of parallelism can be
imagined as one large region where sequential consistency holds.
For programs with parallelism, we instead split the program into
regions where we know sequential consistency holds and apply the
optimizations to these. The goal of this thesis is to extend the scope
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of compiler optimizations across synchronization operations and
function boundaries – essentially meaning that we analyze and
form larger regions where sequential consistency holds. Extending
the scope of compiler optimizations will be done through the use of
extended data-race-free regions. By informing the compiler that the
synchronization calls do not affect memory locations accessed
before or after the synchronization point, the compile-time
optimizations can, therefore, be applied more efficiently on larger
code regions, across synchronization points. In practice, this means
the compiler can do optimizations that would otherwise be
impossible without breaking correctness of the program.

This project will feed standard compile-time optimizations with
the outcome of the extended data-race-free analysis, which is
further described in Section 2.6.
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2
Background

This chapter covers details which are necessary to grasp in order to
comprehend the following chapters. The chapter is divided into five
parts: a brief overview of modern compilers and compiler
optimizations in Section 2.1. After that, in Section 2.2 an
introduction to parallelism and concurrency follows and how it
makes compiler optimizations more difficult. In Section 2.3 an
introduction to synchronization mechanism is given and in
Section 2.5 data-races are described. With these concepts, we can
then explore how the extended data-race-free region works in
Section 2.6.

2.1 COMPILERS

Machine language is the language which a computer’s central
processing unit is able to execute, and can be seen as the most
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fundamental and primitive of programming languages. A computer
is not able to execute C or Haskell code natively – it can only execute
machine code. As writing direct machine code can be very
cumbersome and error-prone, compilers come in to play to translate
a higher-level source language to a lower-level target language.

Compilers are traditionally composed of two main components: a
front-end and a back-end. The front-end is responsible for parsing
the source code input, making sure that it is free of errors, and
translating the source code to a format used internally by the
compiler. An example of a modern front-end is for example Clang.
This internal representation of the source code in the compiler is
called an intermediate representation (IR) and will after the front-end’s
verification and generation be passed to the back-end of the
compiler. The purpose of the back-end, also known as the code
generator, is to map the code onto the target instruction set.

This means that if we have n source languages and m target
languages, we need a total of n × m number of compilers. However,
in order to reduce this number, modern compilers utilize the
intermediate representation by having each source language
translate its source code input to this common intermediate
representation. Then a common back-end translates the common
intermediate representation to each targeted machine language.
This essentially lowers the number of required compilers from
n × m to n + m. This middle-step is commonly referred to as the
common optimizer — as we can independently of source language
apply the same intermediate representation optimization. This work
lies in the optimization step, and is part of the common optimizer.

2.1.1 COMPILER OPTIMIZATIONS

A major point of compiler optimizations is to make the produced
code as efficient as possible. There are different metrics to use when
measuring the efficiency of produced code, one perspective is to
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look at minimizing the total run-time of a program, while for some
cases minimizing the energy expenditure is crucial.

There are a variety of possible compiler optimizations. One
example is to remove redundant instructions — such as removing
or reducing unnecessary algebraic expressions such as the
expression x = x · 1. Another common optimization is to move a
load from memory out of a loop, such that we store an often used
variable in a register instead of constantly reloading it from
memory. This can be very beneficial, as communication with
memory is a lot more expensive than reading from a register.

A pass is the optimization step in the compiler which takes the
intermediate representation as input, applies some transformation
or analysis and feeds the intermediate representation to another
pass. As such, a code piece which transforms the intermediate
representation by removing unnecessary algebraic expressions can
be called a compiler pass. The work carried out in this thesis is
exactly that – a compiler pass for alias analysis.

2.2 PARALLEL COMPUTING

Modern computer systems are very often composed of multiple
processing units (referred to as cores). This is referred to as a
multicore architecture, in which the processing units communicate
through shared hardware caches. This means that a modern
computer systems can execute instructions in parallel, allowing
multiple processing units to work on a single task in parallel.

A thread can be imagined as a worker in the parallel programming
model which can be scheduled to work in a processing unit. As an
example, given two processing units available, if we are to add the
elements of an array, let one thread add half of the elements, while
another thread adds the elements in the second half of the array
simultaneously in each processing unit. Then we could simply add
those two sums together. Disregarding overhead, this would
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efficiently halve the required time to sum the elements.
However, there are some limitations and considerations to

consider when using the parallel computing model, as hazards can
occur. A form of hazard occurs when a thread reads from a shared
memory location and another tries to read to that same location
simultaneously. This can potentially lead to incorrect computation
results. This means that in order to have a deterministic program, we
need to assure that the memory locations of the program are not
accessed and written to concurrently.

With this potential for hazards, some classical compiler
optimizations such as hoisting loads out of a loop do simply not
work as well during parallel computing without expensive
inter-procedural analysis, as occasionally we might need to reload a
variable from memory as another process could have changed it.
This leads to a lot of communication to memory, which can impact
the performance a lot.

2.3 SYNCHRONIZED AND SYNCHRONIZATION-FREE RE-

GIONS

To preserve determinism of a program, we can not write and read
from a shared memory location at the same time from different
threads. In order to get around this, parallel code can use a form of
synchronization mechanism, which guarantees that only one thread
is able to read from the shared memory location at a single time.
One such synchronization mechanism is locks — a lock guarantees
that no other thread can run the code between the locking and
unlocking of a lock simultaneously. For example, in a
producer-consumer problem [2, p. 10] as posed in Listing 2.1, we have
a shared variable list which threads write and read from
simultaneously. However, as this list variable is protected by a
synchronization mechanism, this program is data-race-free.
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def main():
spawn(1, producer)
spawn(1, consumer)
join()

def producer():
while true:

lock.lock()
list.append(item)
lock.unlock()

def consumer():
while true:

lock.lock()
list.pop()
lock.unlock()

Listing 2.1: A producer-consumer program where the concurrent
read and writes are synchronized through the use of a lock.

A synchronized region is as such a region of code which is
protected by a form of synchronization – essentially meaning that
the code inside of the region will be executed under sequential
consistency.

2.4 ALIAS ANALYSIS

When looking at code statically, it is often important to know
whether two instructions point at the same memory location. If the
two instructions do point at the same memory location, we say that
they alias. Contrarily, if they do not point at the same memory
location, we say that they do not alias.

As we are looking at code through a static perspective, in some
cases we can not know for certain whether two instructions alias or
not. In Listing 2.2 we have an example of a code which leads to
variable p and q may alias. Without running the code, we do not
know if the if-statement will be entered such that p = q, and as
such we do not know whether they point to the same memory
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location.
Alias analysis is often very important for compiler optimizations

and needs to be taken into account in order to make safe code
transformations. Looking at Listing 2.3, we have a case where three
different optimization scenarios apply.

1. If p and q must alias, that is, they point to the same memory
location, we know for certain that i has the value 4
(i = 1 + p. f oo = 1 + q. f oo = 1 + 3).

2. If it is the case that they do not alias, we have the case that i
must be equal to 3 (i = 1 + p. f oo = 1 + 2 = 3).

3. If it is the case that they may alias — we are, in fact, unable to
transform this loop in to something more efficient, and we can
not reason about the code any more, as i could either have the
value 3 or 4.

Listing 2.2: A code snippet where variable p and q may alias.
p.foo = 2;

q.foo = 3;

if (c):

p = q

i = 1 + p.foo

Listing 2.3: A code snippet where aliasing plays a role in terms of
how we can simplify the write to i instruction.
p.foo = 2;

q.foo = 3;

i = 1 + p.foo

As such, being able to make stronger judgement about whether
two instructions alias or not leads to greater optimization
opportunities.
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def main():
threads = 2
spawn(threads, inc_shared)
join()
return

def inc_shared():
for (i in 1..n):

shared++
return

Listing 2.4: A program featuring a data race

2.5 DATA RACES

In parallel programming, a data race occurs when all the following
three properties of a program holds:

• Multiple threads try and access a shared memory location in
parallel, where at least one of the accesses is trying to write to
the location,

• There is not any synchronization mechanism imposing
ordering among the accesses.

An example of a program featuring a data race can be seen in
Listing 2.4, where variables n and shared are global. In fact, all of
the three properties required for the program to be have a data race
holds in Listing 2.4. We can see that multiple threads access the
shared memory location concurrently, as both write to the location
and there is no form of synchronization. Data races can cause a
program to crash, data corruption and deadlocks depending on the
order of execution, leaving the program non-deterministic.

In fact, the C++ standard leaves the semantics of a program
entirely undefined if there exist data races in a program – essentially
making the program erroneous [3]. For sand-boxed programming
languages such as Java, having undefined semantics when a data
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race occurs would leave the possibility open of untrusted code to
exploit the property as a security hole.

A lot of the ideas in this work is based on the assumption that data
races are not allowed, as we can then reason that if a thread is writing
to a shared memory location in a synchronization-free region, it is
necessary that no other thread is reading from that location at the
same time. Likewise, if a thread is reading from a shared memory
location in a synchronization-free region, it must hold that no
thread is concurrently writing to it. That is, in regions that do not
feature any form of synchronization (locks, joins, etc.), data races do
not occur. This assumption simplifies compiler optimizations as the
compiler can multiple threads are running the data-race-free regions
concurrently, and can reason and transform the code as if it was
executed sequentially. This means that as long as the compiler does
not modify memory locations in a synchronization-free region, it
will remain data-race-free throughout the transformations. As such,
a synchronization-free region is also a data-race-free region.

2.6 EXTENDED DATA-RACE-FREE REGIONS

Extended Data-Race-Free Regions[1] (referred to as xDRF) builds
upon the assumption that every code region that is not
synchronized is a data-race-free region. Traditionally, when we have
code such as in Listing 2.5, we can split the code into three regions
— two data-race-free regions (referred to as DRF region) and one
synchronized region (referred to as nDRF region — non-data-race-free
region). The first DRF region consists of the a[i] = t+i

instruction, while the nDRF region consists of the instructions
between the locking and unlocking. The second DRF region consist
of the b[i] = t+i instruction. We can optimize the first DRF
region and the second DRF region. As there is a synchronization
mechanism between the two regions, the compiler would need to
perform expensive inter-process analysis and whole-code analysis
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in order to reason about the code any further. With the help of the
xDRF analysis, we can reason as though the regions are running
sequentially, which can provide great improvements for code
analysis and as such also optimizations.

2.6.1 EXAMPLE

Looking at Listing 2.5, we have a code snippet which shows a loop,
which adds an element to an array before a synchronized region, as
well as adding the same elements to an array after the synchronized
region. In the synchronized region, a shared variable is
incremented. We assume that this code snippet is executed on
multiple threads and each thread executes different iterations of the
loop, to preserve the data-race-free semantics outside of the
synchronized region. That is, the memory locations modified in the
data-race-free regions are distinct — a[i] ̸= a[j] if i ̸= j and
a[i] ̸= b[i] ̸= c[i] and do not alias with other global variables.

In Listing 2.6, we have the same code snippet as the one in
Listing 2.5 but translated to a pseudo-assembly language, where
load instructions are marked red, store instructions are marked
green and $a represents register a.

In Listing 2.6, we see the code that a modern compiler would
output. In Listing 2.7, we see the code that a modern compiler
which uses the xDRF analysis will output. The difference here can
be huge — as we can see that the code without the xDRF analysis
has 2n load instructions, while the code which uses the xDRF
analysis has a single, static load instruction. The reason for the
compiler not being able to output as good code as the one in
Listing 2.7 is simple — the reason for needing to reload the value of
t between each iteration is because another thread could change the
value of t in a synchronized region. Conservatively, the compiler as
such reloads t. However, for this loop, we can clearly see that this
simply is not possible, as a different shared variable (which we have
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Listing 2.5: Original code
for (i in 1..n):

a[i] = t+i
lock.lock()
shared++
lock.unlock()
b[i] = t+i

Listing 2.6: Transformed code
for (i in 1..n):
$t1 = load(t)
$n1 = $t1 + i
store(a[i], n1)
lock.lock()
shared++
lock.unlock()
$t1 = load(t)
$n1 = $t1 + i
store(b[i], n1)

Listing 2.7: Optimized code
$t1 = load(t)
for (i in 1..n):
$n1 = $t1 + i
store(a[i], n1)
store(b[i], n1)
lock.lock()
shared++
lock.unlock()

Figure 2.1: Listing 2.5 represents the initial code, where shared and
t are global variables. Listing 2.6 represents how the compiler out-
puts the code with the load and store instructions emphasized and
Listing 2.7 represents how a compiler which uses the xDRF analysis
would output the code.

assumed does not alias to a[i] or b[i] for all i) is increased. This is the
idea which extended data-race-free regions tries to make use of, and
as such tries to extend the sequential reasoning which we can do in
these regions across synchronization points.

Continuing looking at the example, one might ask oneself: what if
the threads do operate on the same i? Would not the optimization
we do break the program as we stop reloading t? The answer to
this question is yes, it will break the program. However, if the
threads operate on the same i value, we already have a data race —
and getting an unexpected behavior from a program with a data
race should not come as a surprise, but the xDRF transformations
might lead to more complicated debugging.

2.6.2 X-DRF THEORY

The structure of xDRF regions can be visualized as thinking of the
edges of the region as consisting of a beginning nDRF region (non
data-race-free region — i.e., a synchronized region) which separates
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a previous xDRF region from the current one, as well as the ending
n-DRF region which separates the following xDRF region from the
current one. These xDRF regions consist of DRFs (data-race-free
regions), as well as the possibility of enclaved n-DRF regions
separating the DRF regions from each other. An enclaved nDRF
region is an nDRF region which does not begin or end an xDRF
region, but are rather in between it — a part of it.

Note that a DRF region consists of all the instructions which are
on a path in-between two nDRF regions. These DRF regions can be
found through search beginning at an nDRF region, and then search
every possible path through the control-flow graph until another
nDRF region is encountered.

The structure and properties entail that we can rearrange
instructions within the entire xDRF region — however, we are
unable to rearrange instructions from one xDRF region to another
xDRF region — that is, across its guarding (non-enclave) nDRF
regions. Similarly, it is vital for instructions which reside in nDRF
regions to not be moved outside that nDRF region — as this could
potentially lead to a data race.

In Figure 2.2 we have two programs very similar to each other,
where the resulting difference for the analysis is that only one is
able to use the xDRF analysis to stretch over a synchronized region.
We can see that the difference between the two programs is that in
the right-hand side Thread 0 write to the x variable before the
synchronized region and Thread 1 reads from the x variable after the
synchronized region. This means that the nDRF region acts as a
delimitation between the two DRF regions. Delimitation, in this case,
means that it poses an ordering which needs to be respected – as
deciding to rearrange the print x instruction above the
synchronized region would lead to a data race. As such we can not
stretch the xDRF region across the nDRF region.

The analysis depends not only on looking inside of a
synchronized region as in Section 2.6.1 and Figure 2.6, but also how
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...

lock()

flag = true

unlock()

...

Thread 0

...

lock()

local = flag

unlock()

...

Thread 1

x = 1

lock()

flag = true

unlock()

...

Thread 0

...

lock()

local = flag

unlock()

print x

Thread 1

Figure 2.2: Two programs, where the left-hand side represent a pro-
gram which can correctly be categorized into two xDRF regions (col-
ors beige and green), each with an enclaved nDRF (colored blue)
which the xDRF stretches over. The program on the right-hand side
is split into four xDRF regions (each colored distinctly white) with
an nDRF region which is not enclaved (colored red). As such, in the
right-hand program, the xDRF regions does not stretch across the
non-enclaved nDRF region.

the data-race-free regions before and after the enclaved nDRF
interact with other DRFs in other xDRFs and how they alias. That is,
the xDRF analysis simply verifies whether any memory accesses
performed before the synchronized region conflicts with a memory
access performed by another thread after the synchronized region
that uses the same locking resource.
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3
Theory

As the title of this thesis indicates, the main motivation of the thesis
is to extend the scope of traditional compiler optimizations across
synchronized regions. Traditionally, when trying to hoist load
instructions out of a loop, if we can determine that the load never
alias anything stored to, we can hoist it. However, in the case of
parallel programs, we need to check whether the load alias to
anything stored to by other threads as well. Hoisting and sinking of
load instructions are only one of many compiler optimizations
which synchronized regions and multithreaded code make a lot
more difficult to reason about.

3.1 PREVIOUS WORK

This work aims to build upon the extended data-race-free region
analysis which was carried out by Jimborean et al.[1]. An analysis
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pass for finding the extended data-race-free regions was developed
in the paper which uses the native AliasAnalysis[4] pass in LLVM
together with a state-of-the-art pointer analysis tool[5] for finding
conflicts between regions. The xDRF regions were used for
architectural optimizations and evaluated based on the number of
extended data-race-free regions in the SPLASH-3[6] and PARSEC[7]
benchmark suites.

3.2 APPLYING THE X-DRF ANALYSIS

While previous work applied xDRF for architectural optimizations,
specifically cache coherence optimizations, we will employ the
analysis to extend the scope of compiler optimizations over larger
regions of code. In order to do this, we look at the aliasing between
two instructions i1 and i2.

It is a prerequisite that both instructions are part of the same
xDRF region – otherwise, we can not reason about them any further
and must apply traditional alias analysis. If instructions i1 and i2 are
part of the same xDRF region, we can start thinking about what
cases are possible. From Section 2.6, we know that an xDRF region
consists of enclaved nDRF regions, as well as DRF regions. From
this, we have the following five cases: both instructions are in the
same DRF region, both in different DRF region, both in same nDRF
region, both in different nDRF region, one in DRF region and one in
nDRF region. These cases with how they are handled is seen in
Table 3.1. Note that the table is symmetric, as the alias relation is
symmetric (i1 alias i2 ⇐⇒ i2 alias i1). The reasoning of why we
have those results for each case can be seen in List 1, while
Listing 3.1 shows a code snippet which showcases the break-down
of DRF and nDRF regions for an arbitrary program.
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• i1 and i2 are both part of nDRF regions: we must apply tradi-
tional alias analysis, as we must preserve both the order inside
of the nDRF as well as not reorder the instructions in the nDRF
out of the synchronized region.

• i1 and i2 are part of the same DRF region: we must apply tra-
ditional alias analysis, as we must preserve the use-ordering of
these instructions. That is, we can not say that an instruction
which uses y comes before the declaration of y. This can be
seen in Listing 3.1, where the statement on line 3 can not be
said to not alias with the statement on line 2, as that could infer
that we reorder line 3 before line 2.

• i1 resides in a DRF region and i2 resides in an nDRF region:
we return that they do not alias. This might seem surprising,
as saying that i1 and i2 do not alias might mean that we re-
order i2 out of the nDRF region. However, this can not happen
as we have applied traditional alias analysis for i2 against the
other instructions in the nDRF region. This means that we can
reorder i1, while i2 is kept static through other alias analysis
queries.

• i1 and i2 reside in different DRF regions: we can say that they
do not alias. We might be urged to say that the ordering of
these instructions still matter — however, the aliasing between
the instructions has already been looked at inside of the xDRF
analysis. That is, we know i1 and i2 do not alias if they are part
of the same xDRF region and part of different DRFs.

List 1: Explanation of each case that can occur. Note here that i1 and
i2 are interchangeable due to the symmetric alias relation.
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i1 ∈
DRF1 DRF2 nDRF1 nDRF2

DRF1 AA No Alias No Alias No Alias

i2 ∈ DRF2 No Alias AA No Alias No Alias
nDRF1 No Alias No Alias AA AA
nDRF2 No Alias No Alias AA AA

Table 3.1: Representation of the cases which can happen when query-
ing whether i1 and i2 alias. AA represents that we perform traditional
alias analysis between the instructions, while No alias represent that
we can say for certain that they do not alias. If the index of a re-
gion matches the other instructions region, they are part of the same
region, and if they do not match they are part of different regions.
Example: i1 ∈ DRF1 and i2 ∈ DRF2 means they are part of different
DRF regions, while i1 ∈ DRF1 and i2 ∈ DRF1 means they are part of
the same DRF region.

1 for (i in 1..n):

2 a[i] = t+5 DRF1

3 b[i] = a[i]-2

4 lock.lock()

5 shared++ nDRF1

6 lock.unlock()

7 c[i] = t+5

8 d[i] = t-2 DRF2

9 ...

Listing 3.1: A code snippet which showcases the DRF
regions and the (enclaved) nDRF region.
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• The xDRF set of sets, where each set contains the instructions
which are part of a certain xDRF region as well as the enclaved
nDRF regions of that xDRF region. That is, it contains all the
DRF regions of an xDRF region and enclaved nDRF regions
which the xDRF stretches across.

• The nDRF set of sets, which holds a set for each and every
nDRF region where each nDRF set contains the instructions
which are part of that certain nDRF region.

• The DRF set of sets, where each set contains the instructions
which are part of a certain DRF region. Note that a DRF region
consists of all the instructions found through search starting
at an enclaved nDRF region, and then traversing every path
through the control-flow graph until another nDRF region is
found.

List 2: The required sets of sets in order to do the necessary queries.

3.3 QUERYING

Now that we know what to do for each and every possible case
regarding what region instructions reside in – we just need a way of
querying what region the instructions belong to. In order to do this,
we construct a set of sets, where each set contains the instructions
part of that region. There are three sets of sets required to make all
the necessary queries featured in List 1. These are seen in List 2.
From these sets, we can construct a structure from which we can
query what region an instruction is a part of, as well as whether two
instructions are part of the same region.
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4
Methodology

The implementation was done in C++ using the compiler
infrastructure LLVM[8]. In order to convert the benchmarks from
the C language to the intermediate representation of LLVM the
front-end clang[9] is used. From the intermediate representation,
the idea is then to generate two binaries — one with the xDRF
analysis aiding the alias analysis and one without. The following
chapter goes in to the details of how to apply the xDRF analysis in
an LLVM context.

4.1 INFORMING THE OPTIMIZATIONS OF THE ANALY-

SIS

A simple approach of applying the analysis would be to add the
analysis to each and every optimization pass. This turns out to be
very inflexible as not only do the standard compilation flag -O3 use
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a very large amount of passes, each usage of the analysis pass
would need to be tailored to that pass depending on what kind of
transformation it is doing.

Instead, we apply the analysis on an alias analysis level — that is,
when a compiler optimization pass queries whether two
instructions alias, we can make a stronger statement regarding these
with the help of the xDRF analysis. The idea is to make use of the
xDRF analysis pass by injecting the usage of the pass into the native
Alias Analysis pass. This brings the natural advantage that there is
no necessary modification of the optimization passes – it simply
makes use of the xDRF analysis through the modified alias analysis
pass.

4.2 COMPILATION CHAIN

We can break down the idea to four main components, each of
which requires the next one. The components are the following:

1. The regular alias analysis pass

2. The xDRF analysis pass

3. The xDRF meta-data pass

4. The modified alias analysis pass

Where (1) is required by (2) in order to analyze the dependency
between different DRF regions, in order to find conflicts, such as the
one seen in Figure 2.2. The xDRF analysis (2) is then used by (3) in
order to create an xDRF meta-data structure. This is a pass which
essentially simplifies the interface towards the xDRF regions. The
meta-data (3) is then used by (4) in order to make more elaborate
alias analysis analysis than the non-modified alias analysis — with
the help of the xDRF analysis. This modified alias analysis pass can
then be queried by any of the standard compiler optimization
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Figure 4.1: Compilation chain providing the output of the xDRF
analysis to the standard compiler optimizations. The direction of the
arrows can be thought of as showing requirement.

passes, such as dead code elimination. This structure of the extended
idea is visualized in Figure 4.1.

4.2.1 ALIAS ANALYSIS PASS

The native alias analysis pass of LLVM (referred to as the
AliasAnalysis pass) is an alias analysis manager that compiler passes
can query when needing alias information [4]. This is essentially a
suite or manager of different alias analysis techniques.

The xDRF analysis pass is injected into the AliasAnalysis pass,
such that when a compiler pass queries whether an instruction
modifies or references a memory location, we check the xDRF
analysis and if both instructions reside in the same xDRF region, we
can return the corresponding result. However, if the instruction and
memory location do not reside in the same xDRF region, we query
the original alias analyses of LLVM, such as for example the basic- or
scalar evolution based alias analysis.
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4.2.2 GETMODREFINFO FUNCTION OF THE ALIAS ANALYSIS PASS

The function particularly of interest is the getModRefInfo()
function. This function returns whether the arguments of the
function modify or reference (ModRef ) each other. The function is
overloaded, such that it takes the following combination of
arguments: (instruction, call site), (call site, memory location), (call
site, call site), (load instruction, memory location), (store instruction,
memory location) and a couple of more specific ones. The values for
which it can return consists of a lattice and is built up from the
following four values:

• MRI ModRef : The access both accesses and modifies the
value stored in memory.

• MRI Mod: The access modifies the value stored in memory.

• MRI Ref : The access references the value stored in memory.

• MRI NoModRef : The access neither accesses and modifies the
value stored in memory.

This means that if we know that instruction i1 and instruction i2
do not alias – we can return MRI NoModRef. Likewise, if we have
that a store instruction does not alias with a certain memory
location – we return MRI NoModRef.

4.3 USING THE XDRF OUTPUT

From the previous section, we know which function that needs to be
modified, as well as from Table 3.1 we know what to return in each
and every case. From this, we just need a way of querying what
region an instruction and memory location belong to.

In order to do this, we create the sets of sets which were covered
in Section 3.3. However – this was based on the query whether two
instructions alias. As can be seen in the GetModRefInfo()
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Figure 4.2: The data structure used to capture the memory locations
and instructions of an xDRF region.

function, the query consist of asking whether an instruction and a
memory location or call instruction alias, rather than an
instruction-to-instruction alias. From this, the sets of sets in
Section 3.3 are not enough, as we need to know what memory
locations are accessed in each xDRF region as well.

From this, the implemented data structure will map each xDRF
region to a pair of sets. The first set of this pair contains all of the
memory locations which the xDRF region accesses, and the second set
of this pair contains all instructions which the xDRF region contains.
These pairs of sets are then collected for each and every xDRF
region. This data structure is visualized in Figure 4.2.

This structure makes it possible to query whether an instruction
and memory location are part of the same xDRF region. However,
as seen in Section 3.2, we need not only to query whether the
instructions are part of the same xDRF region — which is a
prerequisite — but also whether they are part of the same enclaved
nDRF region or the same DRF region. In order to do this, we create
an identical data structure which instead of capturing instructions
and memory locations of xDRF regions, captures the instructions
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Figure 4.3: Structure of the passes of the extended work, showcasing
the cyclic dependency.

and memory locations of enclaved nDRFs, as well as an additional
structure which captures the instructions and memory locations of
DRFs. This means that whenever a compiler pass queries whether
an instruction modifies or references a memory location, it first checks
whether the instruction and memory location both belong to the
same x-DRF region, and if they do, we can check which case the
instructions match in List 1 and return the result accordingly.

4.4 CYCLIC DEPENDENCY

An issue which arose from the proposed compilation chain
formation was in the form of a cyclic dependency. This stems from
that in order to use the AliasAnalysis pass, we need the xDRF
analysis, which in its turn needs the AliasAnalysis pass in order to
find the conflicts, etc. This stems from that we only have a single
AliasAnalysis pass — as all invocations are invocations of the same
alias analysis pass! This circular dependency is visualized in
Figure 4.3.
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Figure 4.4: Structure of the passes of this work, showcasing solution
to the cyclic dependency. The green edges are taken once, while the
orange edge depends on the xDRF analysis.

4.5 BREAKING THE CYCLIC DEPENDENCY

The way of solving this issue is to add a flag to check whether the
AliasAnalysis pass has been initialized earlier. This flag is located in
the AliasAnalysis, and the idea can be seen in Listing 4.1. This
means that we only initialize the xDRF analysis once. A subtle
detail here that needs to be respected is the order of invocation. The
AliasAnalysis pass needs to be called first such that AliasAnalysis
initializes the flag, invokes the xDRF analysis pass and is never
invoked again. If the xDRF analysis pass is invoked first, it will call
the AliasAnalysis pass which tries to invoke the xDRF analysis pass
again, which will not work. This structure is visualized in
Figure 4.4, where the xDRF Analysis Transformation is only used if
the xDRF analysis is available.

In order to force the AliasAnalysis to be invocated first, we add a
flag which is passed in the command-line called -enable-xdrf.
This means that we preserve how LLVM passes interact with each
other, and the xDRF analysis is only used when we have a
guarantee of the ordering of passes. This design was chosen not
only due to the further control it provides but also due to further
cyclic dependencies encountered when using clang and llc to
compile the intermediate representation to machine code —
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def getAnalysisUsage():
if (!xDRF_pass_initialized):

xDRF_pass_initialized = true
addRequiredPass(xDRF_pass)

addRequiredPass(BasicAliasAnalysis)
addRequiredPass(...)

Listing 4.1: The usage of the flag structure in the Alias-
Analysis pass. The getAnalysisUsage sets which
passes the AliasAnalysis pass require.

internals which we have no control over. As such, letting the
optimizations default to not using the xDRF analysis solved this.
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5
Evaluation Environment

We evaluated the implementation by comparing the performance in
terms of the run-time of the transformed code with the original
code. Results of how the extended data-race-free regions affect the
standard optimizations was collected. We investigated the
effectiveness of using the analysis to yield more powerful
optimizations by gathering statistics such as the number of memory
operations which were successfully removed when using the xDRF
analysis compared to the original version.

The work was evaluated on all of the benchmarks from the
SPLASH-3[6] benchmark suite, namely: barnes, cholesky, fft, fmm, lu,
ocean, radiosity, radix, raytrace, water-nsquared, and water-spatial.
Additionally to these, three benchmarks from the PARSEC[7]
benchmarking suite were also evaluated, namely: dedup,
fluidanimate, and streamcluster. The measurements were performed
by adding start timings to the main function post-initialization and
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adding the position of the end timings directly after each thread has
been joined together in the code.

The results from running the benchmarks were performed on a
machine with an Intel R⃝ CoreTM i7-2600K CPU with a frequency
range from 1.6GHz to 3.4GHz. The machine has 16GB DDR3 RAM
running at 1333MHz, a cache hierarchy of 32 KB private (per core)
L1 instruction and data caches, 256 KB private (per code) L2, and a
shared 8192 KB L3. This CPU has 8 processing units (1 socket × 4
cores per socket × 2 threads per socket).

Each benchmark was run 5 times and averaged, with the
standard deviation being used as error bars.
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6
Results

The results in terms of dynamic run-timings can be seen in
Figure 6.1 through Figure 6.15. Each timing graph is accompanied
by the corresponding speed-up graph, showing the run-time
improvement of applying the xDRF optimization compared to the
reference version without the analysis. For each result, there is also
the compile-time statistic reported from using the LLVM optimizer
opt with -O3 with and without the xDRF analysis. Only numbers
for which the statistics differ between the reference (compiling
without using the xDRF analysis) and the usage of the xDRF analysis
are included.

In order to understand the static statistics, the passes reported can
briefly be explained as the following:

• bdce: bit-tracking dead code elimination deletes instructions
which operate on dead bits — bits which are known to be a
certain value.
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• early-cse: simplifies instructions which are redundant (such as
x = x + 0) and removes dead instructions through common
subexpression elimination.

• gvn: performs global value numbering to eliminate fully or
partially redundant instructions.

• instcombine: combines instructions, such as
y = x + 1; z = y + 1 to z = x + 2 and a lot more similar
combinations.

• jump-threading: merges jump instructions. If a jump is always
taken after another one, merge them.

• lcssa: adds redundant phi instructions to simplify the work of
other transformation passes.

• licm: looks for loop-invariants and tries to hoist them, or sink
them to the exit-block.

The dedup and streamcluster benchmarks part of the PARSEC
benchmarking suite was omitted due to the analysis not finding any
enclaved nDRF regions — rendering the source codes of the xDRF
version and reference identical. While the compile-time statistics of
opt showed no improvements for some benchmarks, they were still
included as the resulting source code was different.

The inputs for each benchmark was heavily inspired from A
Memo on Exploration of SPLASH-2 Input Sets[10] and can be seen in
Table 6.2.
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gvn Number of instructions deleted 89 86 3
gvn Number of loads deleted 13 12 1
instcombine Number of dead inst eliminated 71 70 1
instcombine Number of instructions sunk 13 12 1
instcombine Number of insts combined 303 302 1

Figure 6.1: Results for the barnes benchmark
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Figure 6.2: Results for the cholesky benchmark
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Figure 6.3: Results for the fft benchmark
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Figure 6.4: Results for the fmm benchmark
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Figure 6.5: Results for the lucontiguous blocks benchmark
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Figure 6.6: Results for the lunon contiguous blocks benchmark
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Figure 6.7: Results for the oceancontiguous partitions benchmark
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Figure 6.8: Results for the oceannon contiguous partitions benchmark
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bdce Number of instructions trivialized (dead bits) 505 499 6
early-cse Number of instructions simplified or DCE’d 73 70 3
gvn Number of instructions simplified 191 192 −1
gvn Number of instructions deleted 331 327 4
gvn Number of loads deleted 45 43 2
gvn Number of loads PRE’d 57 56 1
inline Number of functions inlined 180 179 1
instcombine Number of insts combined 1,483 1,487 −4
instcombine Number of dead inst eliminated 506 505 1
instcombine Number of instructions sunk 6 4 2
instcombine Number of constant folds 7 6 1
jump-threading Number of jumps threaded 5 3 2
lcssa Number of live out of a loop variables 1,082 1,086 −4
licm Number of instructions hoisted out of loop 49 41 8
licm Number of load insts hoisted or sunk 9 6 3
local Number of unreachable basic blocks removed 100 91 9
loop-simplify Number of pre-header or exit blocks inserted 915 901 14
loop-unswitch Number of branches unswitched 21 20 1
sccp Number of instructions removed 2 0 2
sccp Number of basic blocks unreachable 1 0 1
simplifycfg Number of blocks simplified 1,026 1,011 15

Figure 6.9: Results for the radiosity benchmark
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The compilation time and the number of xDRF-, nDRF- and
enclaved nDRF regions can be found in Table 6.1.
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Figure 6.10: Results for the radix benchmark
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Figure 6.11: Results for the raytrace benchmark
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Figure 6.12: Results for the volrend benchmark
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Pass Statistic xDRF Ref Diff

gvn Number of instructions deleted 50 46 4
gvn Number of loads deleted 5 2 3
instcombine Number of insts combined 135 137 −2
lcssa Number of live out of a loop variables 247 252 −5
licm Number of instructions hoisted out of loop 2 0 2
licm Number of load insts hoisted or sunk 2 0 2
loop-simplify Number of pre-header or exit blocks inserted 314 319 −5
simplifycfg Number of blocks simplified 258 261 −3

Figure 6.13: Results for the water-nsquared benchmark
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Figure 6.14: Results for the water-spatial benchmark
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Figure 6.15: Results for the fluidanimate benchmark
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Benchmark Compile Time # xDRFs # nDRFs # Enclaved nDRFs
barnes 21.98 9 18 6
cholesky 60.07 8 14 3
fft 0.85 9 10 1
fmm 58.12 20 48 11
lucontiguous 0.8 8 9 2
lunon contiguous 1.42 8 9 2
oceancontiguous 193.5 20 26 2
oceannon contiguous 17.80 20 25 2
radiosity 666.58 17 73 23
radix 0.34 11 15 1
raytrace 12.88 5 8 1
volrend 25.24 7 27 7
water-nsquared 28.11 11 22 8
water-spatial 7.34 11 21 4
dedup 2.78 12 18 0
fluidanimate 3.29 11 15 5
streamcluster 1.97 28 42 0

Table 6.1: The compilation time in seconds of each benchmark, as
well as the number of xDRF-, nDRF- and enclaved nDRF regions.

Benchmark Input
barnes 221 particles and timestep of 0.15
cholesky tk25.O model
fft 228 total complex data points
fmm 222 particles and timestep of 5
lucontiguous 8192x8192 matrix with a block-value of 32
lunon contiguous 8192x8192 matrix with a block-value of 32
oceancontiguous 4098x4098 grid, distance of 10000 and timestep of 14400
oceannon contiguous 4098x4098 grid, distance of 10000 and timestep of 14400
radiosity BF Refinement of 1.5 × 10−4 with model largeroom
radix 228 (268M) keys and a radix of 4096
raytrace car model and 128 subpixel antialiasing
volrend Model head with 1000 rotation steps
water-nsquared 215 particles and 7 timesteps
water-spatial 106 particles with 3 timesteps
dedup Compress media.dat (native input)
fluidanimate Input file in 500K.fluid with 500 frames

streamcluster
k1=10, k2=20, d=128, n=106

chunksize=2 × 105, clustersize=5000

Table 6.2: Inputs for each benchmark.
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Even though for example the gvn pass of -O3 only manages to
delete a very few number of loads, as these are counted for statically
they can still mean a drastic change for the run-time. This can be
thought of as removing loads from a loop, where removing a single
load can mean reducing the number of performed loads by a
substantial amount.

10 out of the 15 benchmarks1 showed no difference in the static
statistics. Out of these benchmarks, quite a few showed promise,
particularly fmm and volrend, which had 11 and 7 respectively
enclaved nDRF regions. However, none of these gave a run-time
improvement. This could be due to having a very large enclaved
nDRFs, essentially meaning that it was infeasible to reorder
instructions to cross it.

The five benchmarks2 that gave a difference in statistics show a
varied number of optimizations it could make. The numbers range
from an additional 15 optimization opportunities (simplifycfg of
radiosity), to -4 (instcombine and lcssa of radiosity). Getting a negative
effect of applying the xDRF analysis comes from removal of
instructions — being able to remove an instruction which
previously was simplified. That is, the deletion will increment the
gvn deletion counter, while decrementing the number of simplified
instructions of gvn.

Particularly of interest is the global value numbering (gvn) and
loop-invariant code motion (licm) which hoists and deletes instructions
out of loops, and we can see that it got some improvements with the
xDRF analysis. licm and gvn affected the radiosity benchmark by
removing, hoisting or moving instructions earlier in the program’s
execution (“PRE’d”) with 17 instructions in total. The minimum
impact licm and gvn had was on oceannon contiguous partitions, where
only 3 additional instructions were deleted.

1cholesky, fft, fmm, lu (both), radix, raytrace, volrend, water-spatial and flu-
idanimate

2barnes, ocean (both), radiosity and water-nsquared
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While the analysis provides some differences in terms of statistics
— almost all the differences in terms of dynamic run-time can be
explained by the error bars. The xDRF analysis performed better for
8 threads on the cholesky benchmark — however, as it finishes
execution in milliseconds it is attributed to luck. Even radiosity, the
benchmark which showed the most promise given the number of
enclaved nDRFs and the improvement in statistics gave very little
indication of a run-time speed-up. As such, in order to gain a
run-time improvement, it is necessary to get further usage of the
extended alias analysis — such that we could eliminate a lot more
instructions.

It is worth touching on the compile time of the benchmarks as
well. While there is no statistics for all benchmarks of how long it
took to compile without the xDRF analysis, we have for reference the
radiosity benchmark which took less than two seconds to compile
without the analysis. The reason for the xDRF analysis being so
expensive to use, is due to the fact that you have to cross-check the
aliasing between the regions — as it turns out, the DRFs can grow to
quite substantial sizes. In order to get an enclaved nDRF region, it is
necessary to check the aliasing of all previous instructions in the
DRF pairwise against all following instructions of the DRF, which
can be very, very many. However, if it is the case that we do not
have an enclaved nDRF region, we are able to terminate quickly
whenever a conflict is found and mark it as non-enclaved.
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7
Related Work

In this chapter, we compare our approach to the previous work that
is the most similar to ours. Related work include the paper A
Technique for the Effective and Automatic Reuse of Classical Compiler
Optimizations on Multithreaded Code[11] which reminds a lot about
the extended data-race-free region analysis. The main differences
between their work and this work is that theirs do not stretch across
function calls, as well as that theirs was developed in the GNU
C/C++ Compiler (gcc)[12], narrowing the IR’s mayde f and mayuse

sets. The authors report performance improvements up to 41% in
the fmm benchmark of the SPLASH-2 benchmarking suite, with an
average improvement of 6%. Looking at the static statistics in the
paper, we can see that they managed to eliminate instructions in the
range of 273 to 2040, further supporting that the extended alias
analysis presented in this thesis was just not able to extract enough
aliasing information.
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The paper IFRit: Interference-Free Regions for Dynamic Data-Race
Detection[13] by Effinger-Dean et al. works through finding regions
where for a certain variable any concurrent accesses to this variable
is a data-race. This is closely related, as this work finds extended
regions where for a certain variable concurrent accesses do not cause
a data-race and builds closely upon the same assumptions. Before
using it as a data-race detector, the same authors previously tried to
apply the same principles of interference-free regions which the
paper builds on for extended sequential reasoning in the paper
Extended Sequential Reasoning for Data-Race-Free Programs [14]. They
were unable to to get a speed-up of applying the analysis as an alias
analysis pass in LLVM, which they attributed to the fact that their
analysis did not take function calls in to account. The dynamic
run-times spanned from 0.97 to 1.01 time speed-up of the SPLASH-2
benchmarking suite. The authors did not include any static
statistics.
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8
Future Work

This chapter describes how this work can be extended and
improved. Section 8.1 describes on how to make the alias analysis
query of two instructions belonging to the same DRF less
conservative, and Section 8.2 describes the advantage of
implementing the xDRF alias analysis as a pass rather than injecting
it to the native alias analysis.

8.1 THE CONSERVATIVE DRF × DRF RELATION

Currently, whenever the instructions queried for alias analysis are
part of the same DRF region, we return the result of the traditional
alias analysis. This is in fact a conservative approach, and leads to
not obtaining as great performance as possible. In order to improve
the result, we could incorporate a dominator tree[15, p. 70] in order to
find which instructions we need to respect in the ordering. Another
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idea would be instead of injecting the xDRF analysis at the top of
the AliasAnalysis pass, we could add it to the CaptureTracking [16]
pass of LLVM which checks whether a pointer has been captured or
escaped. This approach would be more efficient than the current
injecting approach, as capture-tracking is used for deciding whether
an instruction is thread-local or not. Knowing if an instruction is
thread-local or not is important for knowing whether two
instructions can execute at the same time or not without introducing
data-races — which is exactly the kind of guarantee we can provide
with the xDRF analysis.

8.2 ALIAS ANALYSIS PASS

Another idea would be to implement the extended alias analysis
pass as a stand-alone alias analysis pass which is then added to the
suite of the other alias analysis passes. The advantage of this would
be that it is the actual way of implementing alias analysis passes [4].
This is naturally a better design decision, as we would not need to
recompile LLVM when the aliasing pass is updated.

The complication of this approach would be that an alias analysis
pass requires the alias analysis of other passes. While this is also a
problem which was solved in Section 4.4 – implementing it as a
stand-alone pass rather than injecting it requires another approach
than a simple flag.
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