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Abstract
The recent emergence of time-of-flight cameras has opened up new possibilities
in the world of computer vision. These compact sensors, capable of recording
the depth of a scene in real-time, are very advantageous in many applications,
such as scene or object reconstruction. This thesis first addresses the problem of
fusing depth data with color images. A complete process to combine a time-offlight camera with a color camera is described and its accuracy is evaluated. The
results show that a satisfying precision is reached and that the step of calibration
is very important.
The second part of the work consists of applying super-resolution techniques
to the time-of-flight camera in order to improve its low resolution. Different
types of super-resolution algorithms exist but this thesis focuses on the combination of multiple shifted depth maps. The proposed framework is made of two
steps: registration and reconstruction. Different methods for each step are tested
and compared according to the improvements reached in term of level of details,
sharpness and noise reduction. The results obtained show that Lucas-Kanade performs the best for the registration and that a non-uniform interpolation gives the
best results in term of reconstruction. Finally, a few suggestions are made about
future work and extensions for our solutions.
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1

Introduction

1.1

Motivation

In computer vision, the depth of a scene or an object is usually presented as an
image, called depth map, where each pixel encodes the distance from the camera
to the corresponding point in the scene. Nowadays, these depth data are essential
in many domains such as robotics, autonomous driving, computer graphics, 3D
acquisition and human-machine interactions. Indeed, computer vision problems
such as recognition, segmentation and 3D reconstruction used to rely only on 2D
color images, but the introduction of depth data will definitely open up new possibilities and improve the current solutions. For example, depth sensors can enhance scene and object reconstruction algorithms such as structure-from-motion
(SfM) and simultaneous localization and mapping (SLAM). Touchless interaction
is another application where an additional depth measurement significantly improves the performance.
Historically, laser scanners, structured light and stereo vision were used to
perceive depth. Despite their very high accuracy, laser scanning is not conceivable in every situation, especially when real time is needed. Also, solutions based
on multiple cameras can be computationally expensive and unreliable in case of
texture-less surfaces. Unlike these standard sensors, the time-of-flight camera
is much more compact with real-time capturing rate and quite low price, which
constitutes a very promising and attractive sensor.
As a relatively new device, the time-of-flight camera has not been deeply studied yet by the research community. However, more and more scientific publications are taking an interest in it. Basic mathematical modeling of time-of-flight
cameras has been developed, as well as calibration techniques and scene scanning. New applications appear within, for example, the medical field where a
time-of-flight camera has been used for patients positioning [50] and for respi1
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ratory motion analysis [45]. This new technology also extends the possibilities
of 3D-TV, where traditional acquisition systems tend to be replaced. A complete
3D video production process using time-of-flight cameras has been described in
[21]. In many applications, only depth information is not sufficient and the combination of a color camera becomes very beneficial. For example, depth sensors
and color cameras can be combined and used for scene scanning. This work investigates the combination of a time-of-flight camera with a color camera. Different fusion methods for time-of-flight cameras have already been studied, but no
quantitative evaluation was provided. This work implements a fusion method
and differs by the fact that the fusion accuracy is measured.
However, time-of-flight cameras suffer from a variety of deficiencies such as
a low resolution, systematic errors, strong distortions and noise. This makes raw
data difficult to use and increases the necessity for further research in this challenging domain. That is why increasing their resolution is a crucial enhancement
for time-of-flight cameras. For that purpose, super-resolution has been largely
used for color images. Regarding depth maps super-resolution, the main methods are based on a depth map and an additional color image, or on probabilistic
reconstruction. The direct and iterative methods based on multiple shifted images and used for color images have not been studied a lot for depth maps. This
work aims at applying them to depth images and comparing their performance.

1.2

Aim

The goal of this thesis is twofold. The first objective is the fusion of the depth and
color information. This task includes two devices, a time-of-flight camera for the
depth and a color camera, which are combined to simulate a RGB-D sensor. The
enhancement achieved is very beneficial for visualization or scene understanding.
The second goal of this work is to apply super-resolution techniques to time-offlight cameras. A method already used for color images will be employed which is
capable of combining several images. Improvements in term of resolution, level
of details, sharpness and noise will be investigated.

1.3

Research questions

The following questions will be answered through this thesis.
1. How can a time-of-flight camera and a color camera be fused?
2. How precisely can the fusion between depth and color be implemented?
The accuracy of the mapping between color and 3D points will be measured.
3. How can multiple depth maps be combined into a super-resolved one?
Different fusion methods will be tested and compared.

1.4

Thesis overview
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4. Which improvements can be achieved with super-resolution?
Not only a depth map with more values is targeted, but also an enhancement of it. The benefits of super-resolution compared to simple upscaling
will be analyzed for different aspects.

1.4

Thesis overview

As this thesis covers two different problems related to the time-of-flight camera,
the theoretical aspects are described in chapter 2 and chapter 3. The first gives
knowledge on the time-of-flight camera and presents related work on depth and
color fusion, the second covers the problem of super-resolution and gathers related work both on standard and depth images. The method used to solve the
two problems are presented in chapter 4, whereas their evaluations and results
are described in chapter 5. Finally, the proposed work is discussed and concluded
in chapter 6.

1.5

Delimitations

As the problems considered in this work are quite complex and can be handled
in various ways, some delimitations are needed. Concerning the color and depth
fusion, only one camera of each type is used. They are manually placed and combined into a binocular system. No monocular system or with build-in cameras
is used. Finally, the scenes captured are adapted to the time-of-flight camera
capacities. For example, only indoor scenes will be considered. Regarding the
super-resolution, only the approach of combining several observations will be addressed in this work. Justifications of this choice are given in Section 3.2. Also,
in order to facilitate the motion estimation between the acquisitions, only translational displacements will be used.

1.6

The company

This work was carried out at SICK IVP, a company based in Mjärdevi Science Park
in Linköping and which is part of the German group SICK, one of the world’s
leading producers of sensors for industrial applications. SICK IVP develops machine vision solutions for the industry with, for example, 3D camera technologies
and image analysis software. The company is focused on product development,
product management, research and marketing.

2

Fusion of time-of-flight and color
cameras
This chapter first explains the theoretical aspects of the time-of-flight camera,
its characteristics, operating principle and mathematical modelling. Then, an
overview of scientific works related to the fusion of depth and color data is given.

2.1

Depth perception

Measuring depth can be implemented in various ways, from highly accurate laser
scanners to real-time range cameras.
• Time of flight is a remote measurement principle which exploits the differences between an emitted light signal and the received one, after reflection
on the scene. LIDAR (Light Imaging Detection And Ranging) is an example
of laser scanner based on this principle. A fine laser-beam of infrared, ultraviolet, or visible light is projected and scans the entire scene row by row.
This technology provides highly accurate data but is quite time-consuming,
and thus inappropriate for moving scenes and real-time applications. Timeof-flight cameras also use this principle but, instead of scanning the scene
row by row, the light is spread over the entire scene. It enables the camera to provide depth measurements in real-time. Its operating principle is
presented more precisely in the next section.
• Stereo vision, also called binocular vision, can be used to perceive depth.
It traditionally uses two cameras looking at the scene from two different
positions. The depth can be inferred from the disparity field calculated for
each pixel. This kind of technique is used, for example, in mobile robotics
or in machine vision.
5
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• Structured light has also been used. Such system is generally composed of
a projector and a camera. The projector emits a defined pattern of light in
the camera image which is distorted according to the shape of the scene and
enables the depth estimation. An example of application was developed
by researchers from the University of Kentucky [61] who used structured
light illumination to acquire 3D scans of fingerprints. The Microsoft Kinect
version 1 also uses a pattern of light to record the scene depth.

Google Project Tango is a recent example where the depth perception can be implemented using one of the three technologies: structured light, time-of-flight
and stereo. Foix et al. [20] summarized their comparison in Table 2.1.

Characteristics
Image resolution
Depth range
Frame rate
Auto illumination
Untextured surface
Technical issues
Matching problem
Extrinsic calibration

Stereo vision
High
base-line dependent
camera dependent
no
bad
Stereo vision
yes
yes

Structured light
High
light power dependent
camera dependent
yes
good
Structured light
yes
yes

Time-of-flight cameras
Low
0.3m - 7.5m
up to 30 fps
yes
good
Time-of-flight cameras
no
no

Table 2.1: Comparison of stereo vision, structured light and time-of-flight
cameras.

2.2

Time-of-flight cameras

Time-of-flight technologies, also referred as Photonic Mixing Device (PMD), are
based on the physical principle of light transmission. Figure 2.1 shows the timeof-flight camera commercialized by SICK, the company where this work was
done. Time-of-flight cameras include an emitter, generally made of light-emitting
diodes (LEDs) or laser diodes, and a receiver, made of an array of photo-detectors.
The emitter illuminates the scene with infrared light and the receiver is able to
measure the reflected signal. Two types of methods to estimate the depth from
light emission/reception exist and are called pulse-based and continuous modulation.

2.2
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Time-of-flight cameras

Figure 2.1: Visionary-T ToF camera from SICK

2.2.1

Pulse-based approach

In this approach, the system emits a short light pulse which is reflected by the
scene and returns to the camera. The sensor array detects the returned light pulse
and can calculate the time of flight needed by the light between the emission
and the reception at each sensor element. As the returned signal can be much
weaker, highly sensitive photo-detectors, such as Single-photon avalanche diodes
(SPAD), are used [29]. Knowing the time of flight of the light pulse, the distance
D between the camera and the scene can be calculated as

D=

c×T
,
2

(2.1)

where T is the time of flight in seconds and c is the speed of light (approximately
3.00 × 108 m/s).

Figure 2.2: Pulse-based approach for time-of-flight cameras

8
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Continuous modulation approach

In the case of continuous modulation, the camera emits a sinusoidal light signal and receives the reflected signal shifted in phase [29]. Figure 2.3 shows the
amplitude of these two modulated signals.

Figure 2.3: Continuous modulation approach for time-of-flight cameras
The emitted and received energy can be seen as signals and are modelled by the
following equations
s(t) = A1 cos(2πf t) + B1 ,

(2.2)

r(t) = A2 cos(2πf t − 2πf τ) + B2 ,

(2.3)

where A1 , B1 correspond respectively to the amplitude and the offset of the emitted signal and A2 , B2 for the received signal; f is the modulation frequency of
the signals and τ is the time delay between them. The cross-correlation between
the signals can be written as
T /2
Z

1
C(x) = lim
T →∞ T

s(t)r(t − x)dt.

(2.4)

−T /2

Using Equations (2.2) and (2.3) and substituting in (2.4), we get
T /2
Z


1
C(X, τ) = lim
T →∞ T

A1 B2 cos(2πf t)

−T /2

+ A1 A2 cos(2πf t) cos(2πf t − 2πf (τ + x))

+ B1 A2 cos(2πf t − 2πf (τ + x)) dt

(2.5)

+ B1 B2 .
The expression is simplified in (2.8) using the properties (2.6), (2.7) and the notations ψ = 2πf x and φ = 2πf τ.

lim

T →∞

1
T

T /2
Z

cos(t)dt = 0,
−T /2

(2.6)

2.2
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T /2
Z

1
lim
T →∞ T

cos(t) cos(t − u)dt =

1
cos(u),
2

(2.7)

−T /2

A1 A2
cos(ψ + φ) + B1 B2 .
(2.8)
2
Lange et al. [34] showed that four values of this correlation function (C0 =
C(0, φ), C1 = C(π/2, φ), C2 = C(π, φ), C3 = C(3π/2, φ)) are enough to determine
the offset B2 , the amplitude A2 and the phase shift φ
!
C3 − C1
,
(2.9)
φ = arctan
C0 − C2
C(ψ, φ) =

A2 =

1
A1

B2 =

q

(C3 − C1 )2 + (C0 − C2 )2 ,

1
(C + C1 + C2 + C3 ).
4B1 0

(2.10)
(2.11)

Finally, the depth is calculated as
d=

cφ
cτ
=
.
2
4πf

(2.12)

As the phase shift (φ) ranges from 0 to 2π, the maximal depth which can be
measured is dmax = c/2f . Consequently, the real depth is computed only up to a
wrapping ambiguity, which can be written as
d = dT OF + n × dmax ,

(2.13)

where dT OF is the measured depth and n corresponds to the number of wrappings. Solving this ambiguity has been studied by Payne et al. [44] and Droeschel
et al. [12].

2.2.3

Errors and noise

Time-of-flight cameras are able to produce depth measurements up to 30 frames
per second. Moreover, their price is quite affordable compared to laser scanners.
This makes the time-of-flight cameras very attractive and promising. Nevertheless, they suffer from a low signal-to-noise ratio and are subject to noise. Sergi
Foix et al. [20] describe such errors which appear systematically.
• The distance error (or wiggling error) is caused by the imperfection of the
sinusoidal signal.
• The integration time, which corresponds to the time that each pixel has
to collect the received light, affects the depth measurement accuracy. A
longer integration time gives better results. This parameters can usually be
selected by the user.

10
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• The internal temperature of the camera also introduces errors in the measurement.
The characteristics of the recorded scene also affect the quality of the measurements.
• Depth inhomogeneity: pixels on the border between a foreground object
and the background receive a mixture of both signals.
• Motion artifacts: due to the principle of time-of-flight and the integration
time, dynamic scenes or moving cameras can lead to errors.
• Multiple returns and light scattering: it is assumed that the light returns
to a pixel from only one position in the scene. However, this is not always
true and light reflected by other objects can arrive on the same pixel too.

2.3

Camera model

The pinhole model is the most commonly used mathematical model to describe
the projection of the 3D world onto the image captured by a camera. This model,
assumes a central projection onto an image plane situated in front of the projection center at a distance f , which corresponds to the focal length. Generally, the
image plane is placed in front of the camera to avoid reversed images. The center
of projection is considered as the origin of the camera coordinate system. A 3D
point is projected onto the image plane along the ray between the point and the
center of projection. The image point corresponds to the intersection of this ray
with the image plane (see 2.4).

Figure 2.4: Pinhole model

2.3.1

Intrinsic parameters

The pinhole model defines the mapping from 3D coordinates (X, Y , Z) to 2D image coordinates (x, y) by the following equations

2.3
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x=

fX
,
Z

(2.14)

fY
.
(2.15)
Z
This transformation is generally presented with a matrix-vector multiplication
y=



 

!
 f 0 0   X   f X 
fX fY
 0 f 0   Y   f Y 
,
.

 
 = 
 →


 

Z Z
0 0 1
Z
Z
|
{z
}

(2.16)

K

K is called the calibration matrix [27]. The obtained image point is expressed in
metric units in the image coordinate system (x0 , y 0 ). However, the usual image
coordinate system is in pixel units and has for origin the top left corner of the
image. Therefore, the coordinates are converted into pixels coordinates by multiplying them by a factor k, expressed in pixel/mm for example. Also, optical
effects and misalignment between the lens and the sensor chip may introduce
distortion which can be modelled using different values for fx , fy and a skew parameter s. All these camera parameters are called intrinsic parameters and form
the calibration matrix K. They are independent of the camera position and only
depend on its optical properties

 fx

K =  0

0

2.3.2

s
fy
0

x0
y0
1




 .


(2.17)

Extrinsic parameters

So far, the 3D points were represented in the camera coordinate system. However,
the scene is generally expressed in a fixed coordinate system, called the world
coordinate system. Thus, in order to use the projection formula, the 3D points
have to be transformed from the world to the camera coordinate system. These
two systems are related via a rotation R and a translation t. R is a 3 × 3 rotation
matrix and is combined with the translation into the following transformation
"

R t
0 1

#


 r11
 r

=  21
 r31

0

r12
r22
r32
0

r13
r23
r33
0

t1
t2
t3
1





 .



(2.18)

This transformation describes how the 3D points, expressed in the world coordinate system using homogeneous coordinates (Mworld ), are transformed to the
camera coordinate system (Mcamera ). To get the non-homogeneous representation of Mcamera , the point is normalized by its last component. R and t are called
extrinsic parameters
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R t
0 1

Mcamera =

#
(2.19)

Mworld .

It is often more natural to use the camera pose instead of this rotation and translation. The camera’s pose specifies the center of the camera and its orientation with
respect to the world coordinate system. In that case the inverse transformation is
used
"
Mcamera =

RTc
0

−RTc tc
1

#
(2.20)

Mworld .

Rc is the orientation of the camera and tc is the position of its center in the world
coordinate system.

Figure 2.5: Transformation from world to camera
Finally, it is possible to combine the intrinsic and extrinsic parameters to describe
the complete transformation from 3D points expressed in the world coordinate
system to pixel coordinates on the image. The final matrix P is called the projection matrix
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(2.21)

Camera distortions

The pinhole model specifies the projection between a point in the world and its
corresponding point in the image frame. It results in a relation which preserves
straight lines. However, this is not true in practice because most of the camera
lenses introduce distortions. Therefore, in order to accurately represent a real
camera, the camera model has to take lens distortions into account.
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Radial distortion is a common effect where straight lines finally appear bent.
The amount of distortion depends on the radial distance to the center and on lens
parameters, which can produce the two following effects: barrel or cushion.

Figure 2.6: Distortion: cushion and barrel effect
As described by Szeliski [57], radial distortion can be modeled using the following polynomial factor
k = 1 + k1 r 2 + k2 r 4 ,
(2.22)
where r is the radial distance (r 2 = x2 + y 2 ), i.e. the distance to the center of
the image and k1 , k2 are the lens distortion coefficients. This multiplicative factor is applied on projected points (xc , yc ) after having normalized them by their
z-component
X
xc = c ,
(2.23)
Zc
yc =

Yc
,
Zc

(2.24)

x0 = xc (1 + k1 r 2 + k2 r 4 ),
0

2

4

y = yc (1 + k1 r + k2 r ),

(2.25)
(2.26)

with r 2 = xc2 + yc2 . The rest of the transformation is not changed. The coordinates
are scaled by the focal length (f ) and shifted by the image center (x0 , y0 )
x = f x 0 + x0 ,

(2.27)

y = f y 0 + y0 .

(2.28)

Several methods exist to estimate the lens parameters (k1 and k2 ). A wellknown idea is to use many 3D straight lines in the scene and estimate the lens
parameters so that the lines remain straight in the image. Devernay and Faugeras
[10], El-Melegy et al. [13] and Kang [1] developed their method based on this idea.
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Another technique consists of estimating the lens parameters during the calibration process of the camera. It was done, for example, in the calibration method
proposed by Zhang [65]. For severe distortions, such as wide-angle lenses, a third
parameter k3 is added and the polynomial is extended to the sixth degree.
Tangential distortion is another type of distortion which appears when the
lens is not perfectly parallel to the image plane. Two coefficients (p1 and p2 ) are
introduced to model it. By considering both radial and tangential distortions,
equations (2.25) and (2.26) become

2.3.4

x0 = xc (1 + k1 r 2 + k2 r 4 ) + 2p1 xc yc + p2 (r 2 + 2xc2 ),

(2.29)

y 0 = yc (1 + k1 r 2 + k2 r 4 ) + p1 (r 2 + 2yc2 ) + 2p2 xc yc .

(2.30)

Camera calibration

An important step when working with cameras is the calibration. It consists in
estimating the previously presented parameters: intrinsics, extrinsics and lens
distortion. Knowing these parameters enables several applications such as, distortion effects removal, planar object measurement, or 3D reconstruction from
two or multiple cameras. The main idea behind camera calibration is to find correspondences between 3D points in the scene and 2D points on the image. This
can be done using different types of patterns such as a checkerboard. Zisserman
and Hartley [27] describe a calibration method, where they use correspondences
between 3D points Mi and 2D points mi . These points are related by the following equation
mi ∼ P Mi ,
(2.31)
where P = K[R|t] is the camera matrix which transforms 3D points from world
coordinates to image points. The first step consists of computing this matrix P .
Equation (2.31) gives, for each correspondence, the following two equations
xi =

p11 Xi + p12 Yi + p13 Zi + p14
,
p31 Xi + p32 Yi + p33 Zi + p34

(2.32)

yi =

p21 Xi + p22 Yi + p23 Zi + p24
,
p31 Xi + p32 Yi + p33 Zi + p34

(2.33)

where pij are the elements of matrix P . They can be rearranged as
X
0

Y
0

Z
0

1
0

0
X

0
Y

0
Z

0 −xX
1 −yX

−xY
−yY

−xZ
−yZ

−x
−y

!
p = 0,

(2.34)

where p = (p11 , p12 , p13 , p14 , p21 , p22 , p23 , p24 , p31 , p32 , p33 , p34 )T These two equations are stacked for every points correspondence and the system can be written
as Ap = 0, where A is 2n × 12 matrix. This system has, in general, no exact solution. Instead, a solution which minimizes ||Ap|| under the constraint ||p|| = 1 can
be computed using SVD decomposition. The solution is usually further refined
by solving the following non-linear problem, which minimizes the re-projection
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error. This error is calculated as the Euclidean distance between the recorded
2D points and the projected ones. The 2D points (mi ) and the projected points
(P Mi ) are expressed in homogeneous coordinates. In order to subtract them, they
are converted to non-homogeneous coordinates (hom−1 ) by normalizing them by
their third component.


"
 x 



−1 


hom  y  →


w

min
P

X

x
w
y
w

#
,

||hom−1 (mi ) − hom−1 (P Mi )||2 .

(2.35)

(2.36)

i

Once P is computed, the matrices K, R and t can be derived using a QR decomposition. This method requires the use of a special 3D calibration pattern whose
geometry is known precisely (see Figure 2.7).

Figure 2.7: Calibration pattern used by Zisserman and Hartley

Zhang [65] proposed a more flexible approach, where he uses different observations of a planar checkerboard. It is assumed that the observed plane lies on
Z = 0. Based on this assumption, the following equations can be deducted, where
ri corresponds to the i th column of the rotation matrix R
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mi ∼ K[r1 r2 r3 t] 
,
 0 
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 X 
 Y 
∼ K[r1 r2 t] 
 .
| {z }  1 

(2.37)

H

The 2D points on the image plane mi and the 2D points on the checkerboard Mi
are now related via the homography H
[h1 h2 h3 ] ∼ K[r1 r2 t].

(2.38)

As r1 and r2 are the columns of a rotation matrix, they are orthogonal unit vectors
and, thus, the two following constraints appear
h1T K −T K −1 h2 = 0,

(2.39)

h1T K −T K −1 h1 = h2T K −T K −1 h2 .

(2.40)

Let B = K −T K −1 . Knowing the structure of the matrix K, it is shown that B is a
symmetric matrix with a known structure. Zhang also gives
T
hTi Bhj = vij
b,

(2.41)

where
vij =[hi1 hj1 , hi1 hj2 + hi2 hj1 , hi2 hj2 ,
hi3 hj1 + hi1 hj3 , hi3 hj2 + hi2 hj3 , hi3 hj3 ]T ,
and b contains the six unknowns of B, b = [b11 b21 , b22 , b31 , b32 , b33 ]. Using the
two constraints (2.39) and (2.40), the following system of equations is obtained
#
"
T
v12
b = 0.
(2.42)
(v11 − v22 )T
Each observation gives two rows in the system. Therefore, a minimum of three
views are needed to solve the six unknown elements in b. In general, the usage
of more views improves the estimate of K. Once b is calculated, it is straightforward to extract the camera parameters because the structure of B is known.
And finally, the extrinsic parameters are calculated from Equation (2.38). Again,
the obtained camera parameters can be further refined by using the following
non-linear minimization
n X
m
X
i=1 j=1

||mij − m̂(K, Ri , ti , Mj )||2 ,

(2.43)
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where m̂(K, Ri , ti , Mj ) is the projection of the point Mj in the image i using the
estimated parameters K, Ri and ti . This projection is defined by Equation (2.44)
and the projected points are converted to non-homogeneous coordinates by dividing by their third component


 Xj 


m̂ij = K[Ri ti ]Mj = K[ri1 ri2 ti ]  Yj  .


1

(2.44)

Other calibration methods exist. For example, self-calibration techniques do
not require any calibration pattern. The parameters are estimated just by moving
the camera in the scene [40]. However, these techniques lead to less reliable
results.

2.4

Related work

The goal of fusing color data with depth measurements is to create a RGB-D
sensor. D stands for depth and means that, additionally to a color triplet, each
pixel has also a depth value. As mentioned in Section 2.1, different methods can
be employed to capture this depth. The case of time-of-flight cameras have been
studied in previous works.
The simplest combination gathers one camera of each type. Reulke et al. [47]
used a method called orthophoto generation. The distortion of the color image
is corrected and its perspective is removed in order to get an orthographic view
of the scene. Finally, this ortho-image is mapped on the point cloud using the
collinearity equations of the pinhole model and a color is associated to each point.
Their solution requires a calibration of the two cameras, which was performed
with the Australis software which uses a model similar to the one presented in
the previous section.
Lindner et al. [35] presented a method where a point cloud of the scene is first
extracted from the depth information captured by the ToF camera. This point
cloud is then transformed into the RGB camera coordinate system and projected
onto the image plane, using the camera calibration parameters. Finally, the color
corresponding to each point is determined using a bilinear interpolation. The
total transformation of a 3D point acquired by the time-of-flight camera to the
RGB image is the following
XRGB = KRGB TT OF→RGB XT OF ,

(2.45)

where XT OF is a 3D point expressed in the coordinate system of the ToF camera using homogeneous coordinates, KRGB is the calibration matrix of the color
camera, TT OF→RGB is the affine transformation determined by the pose estimate
of the two cameras and XRGB is the point in the image plane. Its coordinates
are obtained after normalization by its z-component. In this work, the required
intrinsic, extrinsic and distortion parameters are determined with a calibration
method based on Zhang’s work. Haase et al. [25] developed a similar system used
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for 3D endoscopy. Unlike traditional calibration patterns, they used self-encoded
markers. This facilitates their detection and identification.
In the previously mentioned methods, the fusion is done in the image space,
after having transformed the 3D points. Hastedt et al. presented a method called
dense monoplotting, where the fusion is performed in the world space [28]. It
can be seen as a reversed approach because the color image is projected into the
world and intersects with the 3D object. Unlike previous methods, this one is
not limited by the resolution of the time-of-flight camera. However, it requires to
create a mesh from the scene point cloud.
All these approaches require an alignment step because the two cameras are
placed side by side. For their part, Prasad et al. [46] developed a new imaging
system which integrates a time-of-flight camera and a RGB camera in the same
monocular device. This solution facilitates the fusion and gets rid of the alignment necessity. However, this approach has some noticeable drawbacks, such as
the reduction of the signal power.
Combining a time-of-flight camera with a color camera have also been used
in commercial products, such as the Microsoft Kinect V2 and the SoftKinetic
DS311/DS325. They both incorporate these two types of camera in the same
device, separated by a few centimeters.

3

Super-resolution

This chapter contains a description of the concept of super-resolution. Existing
work on this subject is first presented for both color and depth images, and then,
the different steps involved in the super-resolution approach addressed in this
thesis are described.
Super-resolution is the process which consists of increasing the resolution of
an image in order to enhance its level of details. It has been largely studied over
the last decades and applied, for example, in medical or satellite imagery. Both
hardware and algorithmic approaches can be used to improve the resolution of
a capturing system. Hardware-based solutions usually consist of decreasing the
cells size in a sensor or increasing the sensor size. However, these approaches
can be quite expensive and tend to reach physical limits. That is why, softwarebased solutions are generally preferred. The general idea of these algorithmic
approaches is to invert the image formation model which describes how a low
resolution image is captured from the scene

g(u, v) = d(h(w(f (x, y)))) + e(x, y),

(3.1)

f is the high resolution scene which is captured and g is the obtained low resolution image. d corresponds to the decimation process which represents how
the scene is down-sampled. h is a blurring operator and w is a warping function which gives the transformations between the scene and the final image; e is
an additional noise. Super-resolving an image corresponds to finding f from g.
However, due to the down-sampling and the fact that all the parameters are usually unknown, solving this problem is not straightforward. As a very attractive
research subject, algorithmic super-resolution has led to many scientific papers
in which different methods have been proposed.
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3.1.1

Color images

Super-resolution

One of the first super-resolution methods was proposed by Tsai and Huang [59],
who solved the problem in the frequency domain. Different transformations have
been used to go from the spatial to the frequency domain, where the higher resolution image is reconstructed. For example, Gerchberg [22] used the Fourier
transform whereas Demirel et al. [9] chose the wavelet transform. Nevertheless,
most of the recent super-resolution techniques perform in the spatial domain.
They can be divided into two categories.
In the first category, higher resolution can be reached by merging the information of several images of the scene. Chiang and Boult [7] decomposed the
super-resolution process into four steps:
• Registration: choose a reference image and estimate the motion between it
and each image.

• Warping: transform all images by the motion estimated in the previous
step.

• Fusion: merge the aligned images into a higher resolution image.

• Deblurring: filter the resulting image to enhance it.
Sometimes, the registration and the warping are merged and the complete process is described in three steps: registration, reconstruction and restoration. Figure 3.1 explains the principle of super-resolution based on multiple observations
for a 1-dimensional signal. Each capture consists of a sub-sampling of the scene
(the continuous signal) which induces a large signal loss. A second capture is
recorded after translating the camera. By estimating this motion, it is possible
to realign the two sub-sampled signals. And, finally, a reconstruction step is applied in order to recreate a signal with a higher sampling (or resolution, in case
of images). The same principle can be applied to standard 2D images.
In the second category, it is possible to increase the resolution of a single image. It generally uses learning techniques to find correspondences between lowresolution and high-resolution patches in a large set of images. Then, a superresolved image can be reconstructed from this learned data. Tang et al. [58]
used, for example, a nearest neighbour-based learning algorithm to reach superresolution and Huang et al. [30] explored neural network-based approaches.
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Figure 3.1: Super-resolution for a 1-dimensional signal

3.1.2

Depth images

The recent emergence of time-of-flight cameras has pushed researchers to take an
interest in this domain and few papers about super-resolving depth maps have
been published. Among them, three main categories can be distinguished.
• using multiple depth maps
• using a depth map and a RGB image
• using machine learning
Rosenbush et al. [48] applied the three step process (registration, reconstruction and restoration), already used for standard images. They registered the
images in the frequency domain and used the non-uniform cubic interpolation
method presented by Vandewalle et al. [60] to reconstruct the final depth map.
Schuon et al. [51] first proposed a method derived from the work of Farsiu
et al. [18] on color images. They used the image formation process described
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by Equation (3.1) to transform the super-resolution problem into a problem of
simultaneous minimization of a data term and a regularization term. They further proposed a method called LidarBoost [52] which outperforms previous approaches in term of reconstruction quality and accuracy. Additionally to combining slightly displaced images, Gevrekci and Pakin [23] proposed to also modify
the integration time of the camera. They showed that their approach can produce
high-resolution point clouds. Similarly to the work of Schuon, Wetzl et al. [63]
exploited the image formation model to reduce super-resolution to a minimization problem. Their contribution enables to solve this optimization problem in a
time efficient manner by running it on a GPU.
Hybrid methods using an additional intensity image have been developed.
These methods assume that depth and intensity discontinuities are located at the
same place in the images. This enables better edge preservation and reconstruction. Diebel and Thrun [11] applied Markov Random Fields to integrate these
two data sources in order to create a high resolution depth image. Yang et al.
[64] used one or two higher resolution color images and applied a cross bilateral
filter in order to produce a high resolution range image. Chan et al. [5] extended
this approach with an adaptative bilateral filter. They also tried to overcome
the frequent problems of edge blurring and texture copying. Edge blurring occurs when the assumption of co-location of discontinuities is no more valid and
leads to smoother depth changes. For example, in the case of a foreground object
with the same uniform color as the background, discontinuities will appear in
the depth image but not in the color image. The phenomena of texture copying
happens on highly textured regions in the color image which affect the resulting
depth map. Even if the initial surface is flat, the strong color patterns introduce artifacts in the super-resolved depth map. Therefore, they proposed a noise-aware
filter which takes these artifacts into consideration. Park et al. [43] extended
previous works with confidence weighting for edges and outliers detection.
Mac Aodha et al. [39] used a patch based approach to super-resolve a single depth map. Similarly to the methods for standard intensity images, they try
to match low resolution patches with high resolution patches from their database.
However, their method differs from previous ones by performing the patch matching at a low resolution. By doing it this way, they avoid blurring and they reduce
the search space. Also, they use non-overlapping patches and train their highresolution database on synthetic data. They showed that their method gives a
perceptually very good reconstruction of depth discontinuities. Liu et al. [36]
extended this learning-based approach by using a joint dictionary trained with
both low and high resolution depth maps. More recently Riegler et al. [2] and
Tseng et al. [62] used deep convolutional neural networks to super-resolve depth
maps.

3.2
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On the one hand, the super-resolution methods based on an additional color camera have several deficiencies, such as edge blurring and texture copying. One the
other hand, the methods which use machine learning require the creation of a
large data set for training. These two observations motivated the choice of focusing only on the combination of multiple depth maps. The different steps involved
in this super-resolution process are described in the next sections.

3.2.1

Registration

Image registration consists of estimating the motion between two frames. Different approaches exist: pixel-based, feature-based and hybrid methods.
3.2.1.1

Pixel-based

Pixel-based methods, also called direct or dense, consist of directly recovering
the motion at each pixel from spatio-temporal image intensity variations. Optical flow, which was first introduced by the psychologist J. Gibson, is the motion
perceived between two consecutive frames. It is based on the assumption that a
point (x, y) in the image at time t has the same intensity at the position (x + ∆x,
y + ∆y) in the next image, at time t + ∆t. This assumption defines the following
brightness constancy constraint
I(x, y, t) = I(x + u, y + v, t + ∆t).

(3.2)

Taylor series can be used to expand I. A second assumption is that the motion
(u, v) is small, which enables us to discard the higher order terms
I(x + ∆x, y + ∆y, t + ∆t) ' I(x, y, t) +

δI
δI
u+
v.
δx
δy

(3.3)

By combining the two previous equations (3.2) and (3.3), we get
I(x, y, t + ∆t) +

δI
δI
u+
v ' I(x, y, t).
δx
δy

(3.4)

δI
δI
This equation can be rewritten by replacing δx
and δy
by respectively Ix and Iy .
Also I(x, y, t + ∆t) − I(x, y, t) is changed into It . The final optical flow equation is

Ix u + Iy v + It = 0.

(3.5)

This final equation contains two unknowns and cannot be directly solved. More
constraints are required. A common assumption is to suppose that the motion is
smooth or even uniform in the pixel neighbourhood.
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assumes that the motion is uniform over the images
and estimates it by minimizing the following error

Basic differential method

ESSD =

X
x,y

δf
δf
u+
v − g(x, y)
f (x, y) +
δx
δy

!2
.

(3.6)

The minimum is found by cancelling the derivatives by u and v
!
X
δf
δf
δf
δE
=0⇒
2 f (x, y) +
u+
v − g(x, y)
= 0,
δu
δx
δy
δx
x,y
!2
X δf
δf δf
δf
δf
u+
⇒
f (x, y) +
v−
g(x, y) = 0,
δx
δx
δx δy
δx
x,y
!
X δf !2
δf δf
δf
(f (x, y) − g(x, y)) = 0,
u+
v+
⇒
δx
δx δy
δx
x,y

(3.7)

!2
X δf δf !
δf
δf
δE
(f (x, y) − g(x, y)) = 0.
v+
=0⇒
u+
δv
δy δx
δy
δy
x,y

(3.8)

Finally, the following equation is obtained and solved
 P  2
δf

x,y δx

 P  δf δf 

x,y

δy δx

 δf

 "

 u #  P

x,y
=  P

 v
x,y

δf
δx δy
P  δf 2
x,y δy

P

x,y

δf
δx
δf
δy


(g(x, y) − f (x, y)) 
 .
(g(x, y) − f (x, y)) 

(3.9)

Lucas–Kanade [38] is also a well-known differential method to estimate the optical flow. It is essentially identical to the basic differential method but differs in
the region considered for the computation of the error (3.6). The basic differential
method uses the entire image whereas Lucas-Kanade does the computation over
smaller regions. The motion is considered constant in a local neighbourhood.

was proposed by Evangelis and
Psarakis. This method differs by the new correlation coefficient used instead of
the sum of squared differences (SSD). It shows two desirable properties: illumination changes do not affect the motion estimation and the computation complexity
is reduced with an iterative calculation.
ECC (Enhanced Correlation Coefficient) [16]

used quadratic polynomial expansion to approximate the neighborhood of each pixel and proposed a method to estimate a displacement field
from it. The coefficients of these polynomials are estimated from the pixels values in the neighbourhood a pixel using a weighted least squares method. This
method provides a dense motion field, a motion estimate to each pixel.
Farnebäck [17]
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An important improvement in optical flow estimation is the multi-scale approach. It consists of reducing the image resolution several times and estimating
the flow from a coarser scale to the initial one. It makes the method applicable
for larger displacements. A multi-scale version exists for most of the optical flow
estimation methods.
Image alignment based on pixels has also been implemented in the frequency
domain, when simple transformations such as scaling, translation and rotation
are considered. Kuglin [33] applied the phase correlation to estimate translational motion. The phase correlation between two shifted images, produces a
single peak which corresponds to the motion estimate.
And finally, block matching algorithms exist for motion estimation. It consists
of dividing the current image into blocks and, for each block, defining a search
area in the reference image. Each block in this area is compared to the current
block and the position which minimizes a score is retained. Motion vectors can
then be calculated. The Mean Absolute Difference (MAD) or the Mean Squared
Difference (MSD) are usually used as a measure of correlation between blocks.
This block-matching algorithm is, for example, used in the video compression
standards H.264 and MPEG-2.
3.2.1.2

Feature-based

The other major approach consists of extracting visual features like corners or
textured areas and track or match them over the images. It produces sparse
motion fields, but is more robust than dense methods. It is also more suitable
when the motion is large. This kind of approach is largely used for stereo matching or image stitching (Zoghlami and Faugeras 1997 [66], Capel and Zisserman
1998 [4], McLauchlan and Jaenicke 2002 [41]). Moravec [42] proposed one of the
first corner detection algorithm in 1980 which was then improved by Harris and
Stephens [26]. More recent methods can be used such as Scale-Invariant Feature
Transform (SIFT) proposed by Lowe [37], Binary Robust Independent Elementary Features (BRIEF) by Calonder et al. [3] or Oriented FAST and Rotated BRIEF
(ORB) by Rublee et al. [49].
are used in this work. Once the features are detected
on both images, they are matched in order to determine the transformation. To
perform the matching, a window of pixels around each keypoint is used and a
correlation coefficient is calculated for each keypoint in order to select the corresponding one. The matching can reveal outliers and methods like RANSAC [19]
are used to improve the result. Finally, based on the motion model that is considered (translation, rotation, scaling, affine, projective), its parameters can be
calculated.
ORB and Harris features

3.2.1.3

Hybrid registration

As previously described, the original version of Lucas-Kanade was pixel-based.
However, this method has been modified and a hybrid version also exists.

26

3

Super-resolution

Hybrid Lucas-Kanade is based both on features and pixels. Indeed, keypoints
are first detected using the Shi–Tomasi corners algorithm and then tracked over
the frames using a pixel-based optical flow. A uniform motion is assumed over
the neighbouring pixels of each keypoint.

3.2.1.4

Cumulative or direct registration

Image registration is usually done with respect to a reference image. This can
be implemented in a cumulative way or in a direct approach. Cumulative registration determines the motion between each consecutive image and the total
motion from the reference is estimated by adding the successive small motions.
In case of direct registration, the motion is always estimated between the current
frame and the reference. Cumulative registration has the advantage that larger
displacements can be estimated. However it also includes a risk of accumulating
estimation errors. On the other hand, a direct registration appears more limited
in term of displacement length but does not accumulate errors.

3.2.2

Reconstruction

Figure 3.2: Reconstruction principle
Once the motion between each image has been estimated, they can be aligned
and combined to form an image with a higher resolution. This is the purpose of
the reconstruction phase (see Figure 3.2). Again, a wide range of methods can be
used, from basic interpolation to more complex probabilistic approaches.
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Average method

One of the most basic methods to solve the reconstruction problem is presented
on Figure 3.3. It consists of upscaling each image by the factor corresponding
to desired resolution increase and aligning them with the motion previously estimated. Finally the resulting image is obtained by taking the average or median
image.

Figure 3.3: Average reconstruction method
3.2.2.2

Non-uniform Interpolation

A second method is the non-uniform interpolation. In this approach, each pixel
is shifted back by the subpixel motion estimated during the registration. This
leads to a non-uniform grid with pixels placed at non-integer positions (see Figure 3.4). Different types of interpolation can then be applied in order to approximate a continuous surface of depth data. Finally, query points corresponding to
a high-resolution grid are used to sample it and construct a resulting image. The
interpolation used can be, for example, linear, cubic, or even correspond to the
nearest neighbour.

Figure 3.4: Subpixel alignment. Each small square is a pixel.
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Iterative Back Projection

These two previous methods are called direct methods. On the other side, an
iterative approach is also conceivable. Iterative Back Projection was proposed by
Irani and Peleg in 1991 [31]. This method tries to minimize ||Af − g||22 which
uses the image formation model presented in Equation (3.1). Here, A stands
for the successive warping, blurring, decimation operators and noise operators.
As initial guess, the low-resolution images are usually registered over a highresolution grid and averaged. Then, the imaging model is used to simulate lowresolution observations from the current high-resolution estimate. The error between these and the effectively captured low-resolution images is calculated by
q
(i) 2
1 PN
k=1 ||gk − gk ||2 . Here, N is the number of initial low-resolution observaN
(i)

tions, gk is the k th low-resolution image and gk is the k th low-resolution image
simulated from the high-resolution estimate at the i th iteration. The obtained
error is then back projected onto the high-resolution estimate

f (i+1) = f (i) +

N
1 X −1 −1 −1
(i)
w (h (d (gk − gk ))).
N

(3.10)

k=1

where f (i) is the high-resolution image estimated after the i th iteration. w−1 , h−1
and d −1 correspond respectively to the inverse warping, blurring and decimation
operators. The process is repeated until the improvement between two iterations
is very small.

3.2.2.4

Projection Onto Convex Sets and Papoulis-Gerchberg

The Papoulis-Gerchberg algorithm [6, 22] and the Projection onto Convex Sets
(POCS) [55] are two similar methods. Papoulis-Gerchberg first upsamples and
aligns each low-resolution image. Here, the upsampling is done by zero padding
which corresponds to unknown values. As initialization, all the known pixel
values from the upsampled and aligned images are set on a high-resolution grid.
Then, the method consists of iteratively setting the high frequencies of the grid
to zero and setting again the known pixel values. To annul the high-frequency
components, the Fourier transform is used. This process is repeated until no
more improvement is achieved. The POCS method differs slightly, instead of
transforming the image into the frequency domain, a low-pass filter such as a
Gaussian filter is used.
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Figure 3.5: POCS and Papoulis-Gerchberg approaches
3.2.2.5

3D Fusion

Another method called 3D fusion is proposed and illustrated on Figure 3.6. Instead of fusing the depth maps into a higher resolution grid, this method combines point clouds. From each depth map, the corresponding point cloud is first
obtained. Then, the calibration parameters of the camera are used to transform
the estimated shifts (in pixels) into displacements in the scene metric unit. The
resulting, more dense, point cloud is obtained by re-aligning each initial point
cloud. Finally, a depth map can be produced by projecting this point cloud onto
the image frame. Compared to the initial imaging model, a finer sampling is
possible because of the higher density of the point cloud.

Figure 3.6: Reconstruction method: 3D Fusion
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Probabilistic methods

Finally, probabilistic methods exist. They take into consideration the noise e(x, y)
introduced in the image formation model (3.1). It is assumed that this noise has
a Gaussian form and a zero mean. The total probability that the low-resolution
gk is formed from the high-resolution estimate fˆ becomes
p(gk |fˆ) =

Y
∀x,y

!
(ĝk − gk )2
1
.
√ exp −
2σ 2
2 π

(3.11)

The Maximum likelihood method estimates the super-resolved image by maximizing its log-likelihood which is equivalent to the following minimization problem
N

X

2

ˆ
fML = arg min 
||ĝk − gk ||2  .
f

(3.12)

k=1

The least square solution to the problem is
fˆML = (AT A)−1 AT g,

(3.13)

where A corresponds to the degradation factors in the imaging model g = Af + e
(see Equation 3.1). The Maximum a posteriori improves this method by introducing an a priori knowledge. As a minimization problem can have several solutions,
this additional knowledge helps the solver to converge towards the best solution.
It appears as a penalizing term in the minimization problem (Γ (f ))
fˆMAP

N

X

2

= arg min 
||ĝk − gk ||2 + λΓ (f ) ,
f

(3.14)

k=1

where λ is called the regularization parameter and is used to adjust the strength
of the regularization. A common regularization method is called Tikhonov regularization. In this case, Γ is a matrix, wisely chosen according to the form of
the desired solution. The regularization term becomes ||Γ f ||2 . Schuon et al. [52]
proposed another regularization in their LidarBoost method. Their prior, called
Bilateral total variation, uses finite spatial gradient approximations at different
scales and computes their norm at each pixel

 Gx,y (0, 1)
X  Gx,y (1, 1)

Γ (f ) =
..


.
x,y 

Gx,y (l, m)










,

(3.15)

2

where Gx,y (l, m) corresponds to the finite difference at scale (l, m)
Gx,y (l, m) =

f (x, y) − f (x + l, y + m)
.
√
l 2 + m2

(3.16)
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Restoration

Restoration is the last step in the super-resolution process. During this phase,
post-processing algorithms are applied to the image obtained after the reconstruction. It aims at reducing the noise of the system and enhancing the final result.
Deblurring algorithms are generally used to remove the effect introduced by the
imaging model. The Wiener filter is an example of algorithm which can be used.
However, this final step is not considered in every work on super-resolution.

4

Method

This chapter first presents the method used to do the fusion of the time-of-flight
and the color cameras. The required step of cameras calibration is first described
and the mapping of colors on the 3D points is then explained, as well as the
strategy used to handle hidden surfaces. The second part of this chapter is about
the different components of the super-resolution framework which were used and
compared.

4.1

Color fusion

The following flowchart gives an overview of the fusion approach used in this
thesis. The method is similar to the work of Lindner et al. [35] and Haase et al.
[25]. As shown on the flowchart, the cameras parameters are required, and thus,
the calibration of the system is necessary.

Figure 4.1: Color and depth images fusion
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Cameras calibration

The alignment of the two cameras requires estimates of their relative positions
and orientations. Also, to be able to project the 3D points onto the image frame
and to reproject the 2D points into the 3D world, the intrinsic parameters of the
two cameras are needed. Estimating all these parameters requires a calibrated
system. A calibration toolbox was provided by SICK, which is mainly based on
Zhang’s work (Section 2.3.4). The first step consists of estimating the intrinsic
parameters of both cameras. As seen in Section 2.3.4, at least three images are
required for the calibration. Here, ten grayscale images of a checkerboard were
taken because it enhances the estimate of the calibration matrix. The checkerboard is moved and tilted in different directions for each image (see Figure 4.2).
The same procedure has to be repeated with the time-of-flight camera (see Figure
4.3). However, as the checkerboard is not easily visible in the depth map, the
intensity map provided by the camera is used. This intensity map corresponds to
the power of the received light signal and can be seen as a gray-scale image of the
scene. The checkerboard is visible in it because the black squares do not reflect
as much light as the white squares.

Figure 4.2: Checkerboard used for the RGB camera calibration
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Figure 4.3: Checkerboard used for the ToF camera calibration
This first calibration step provides, for both cameras, the calibration matrix in
Equation (4.1) and estimates of the lens parameters k1 and k2 in Equation (2.22),
which are then used to compensate for the distortions. Only radial distortions up
to the fourth degree were considered

 fx
 0


0

s
fy
0

x0
y0
1




 ,


lens_parameters = [k1 , k2 ].

(4.1)

(4.2)

A second calibration step is necessary to estimate the extrinsic parameters of
the cameras. As the calibration process is done separately for both cameras, the
position and orientation of each camera are calculated with respect to the same
"world" coordinate system, defined using three black dots on the checkerboard.
Two images are taken of the same checkerboard (see Figure 4.4) and the extrinsic
parameters of each camera (Trgb , Ttof , Rrgb and Rtof ) are estimated using the
corresponding image and the calibration toolbox.
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Figure 4.4: Extrinsic calibration

4.1.2

Color mapping

Once the different parameters of the two cameras are known, the fusion can be
done using the following three steps:
1. Get the 3D point cloud from the depth map.
2. Transform the point cloud to the color camera coordinate system.
3. Project the points onto the image.
The first step consists of extracting a point cloud of the scene from the depth
map. It is done by inverting the process of projection established by the pinhole
model (Section 2.3). First, the pixels coordinates are shifted back by the center
of the image. These points are situated on the image plane, at a distance f from
the camera center, where f is the focal length. Their coordinates are transformed
into world units and divided by the the focal length in order to obtain points
situated on a plane at a unit distance from the center of the camera
xp0 =

x − x0
,
f

(4.3)

yp0 =

y − y0
.
f

(4.4)

Similarly to the standard projection, the distortions were then handled. Only the
radial distortion up to the fourth degree was considered because only k10 and k20
were available. Here, k10 and k20 are not the distortion coefficients described in
Section 2.3.3. They corresponds to the "inverse" coefficients used to correct the
radial distortions. In practice, these coefficients are provided by the calibration
toolbox
xp = xp0 × (1 + k10 r 2 + k20 r 4 ),
yp = yp0 × (1 + k10 r 2 + k20 r 4 ),

(4.5)
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with r 2 = xp02 + yp02 and (xp , yp ) corresponds to the previously obtained points.
Finally, the 3D coordinates (X, Y , Z) of each point can be calculated using the
similar triangles rule from the depth D measured by the camera, as presented on
Figure 4.5. This reprojection is applied to every pixel in the depth map provided
by the ToF camera
xp
S
D
=
=⇒ X = xp · ,
D
X
S
yp
D
S
=
=⇒ Y = yp · ,
D
Y
S
1
D
S
=
=⇒ Z = ,
D
Z
S
q
with S =

(4.6)

xp2 + yp2 + 1.

Figure 4.5: Reprojection from 2D to 3D
Secondly, the generated point cloud is transformed to the RGB camera coordinate system using the extrinsic parameters (Rrgb , Trgb and Rtof , Ttof ) provided by
the calibration. These parameters describe the transformation needed to go from
their coordinate system to the world coordinate system. Therefore, the complete
transformation can be decomposed into two successive transformations. The generated point cloud is expressed in world coordinates by the following transformation
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(4.7)

Then, the inverse transformation for the RGB camera is used to get the point
cloud in its coordinate system

Xrgb = RTrgb Xworld − RTrgb Trgb .

(4.8)

The two successive transformations can be simplified using the homogeneous
coordinates and merged into one matrix. This matrix T is computed only once,
which speeds up the computations

Xrgb =

h

RTrgb

|

−RTrgb Trgb
{z
T

i

"

Rtof
0



#  X 
Ttof  Y 

.
 Z 
1

} 1 
|{z}

(4.9)

Xtof

This transformation is applied to every point in the point cloud and the transformed point cloud is projected onto the color image in order to associate a color
to each point. It is done using the calibration matrix of the RGB camera, as presented in Equation (2.16), after having corrected the distortion of the color image. Each point which falls inside the image gets the corresponding pixel color.
In case of non-integer coordinates, nearest-neighbour or bilinear interpolation
can be used. However, as the color image resolution is very large compared to
the number of 3D points, bilinear interpolation does not give any significant improvement.

4.1.3

Hidden surfaces

The two cameras are placed so that their viewing directions are as similar as
possible. However, inevitable occlusion happens, especially for objects close to
the cameras. Figure 4.6 describes this phenomena with the example of an object
placed in front of a plane. For some parts of the plane, the RGB camera is unable
to provide a color information because the surface is hidden behind the object.
This leads to wrong color mapping because the basic method would associate the
same color for the object and the hidden surface.
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Figure 4.6: False color association: some background points are not visible
by the RGB camera because of the blue object. These points get the wrong
color.
In order to handle these hidden surfaces, a method similar to the z-buffer
technique in computer graphic [56] is used. The color association of a pixel is
only done for the closest corresponding point, i.e. the point with the smallest z
coordinate. In the example of Figure 4.6, only the points on the objects would get
the color and not the hidden points on the plane, even if they are projected onto
the same image pixel. This is implemented using a z-buffer which keeps, for each
pixel, the depth of the closest corresponding point. One difference compared to
the z-buffering technique in computer graphics is that the color is not overwritten
when a closer object is drawn. In our case, the previous associations of the same
pixel should be erased when a closer point is processed. A solution is to sort
the points in a z-coordinate ascending order to be sure that the first point-pixel
association is the correct one. Also, because of the high resolution of the color
image, a 3D point is associated to a block of pixels. Otherwise, the z-buffering
would fail because of the sparsity of the 3D points.

4.2

Super-resolution

This section focuses on super-resolution and describes the two-step framework
developed as part of this thesis. Registration and reconstruction can be implemented by different methods which are described in the next paragraphs.

4.2.1

Registration

Image alignment constitutes a crucial step in the super-resolution process. In
order to have a large overview, different methods of motion estimation were used
in the evaluation and compared:
• Basic differential method
• Lucas-Kanade
• Farnebäck
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• ECC
• Harris corners
• ORB features
The basic differential method implemented is based on optical flow and assumes
a uniform motion over the images (see Section 3.2.1.1). The version of LucasKanade used in this work is the hybrid one, based both on pixels and features
(Section 3.2.1.3). As described in Section 3.2.1.1, Farnebäck’s method provides
a dense motion field. As the motion is assumed to be uniform over the images,
the pixel motions are averaged. The Enhanced Correlation Coefficient method
(ECC) was also tested in this work. Finally, feature-based approaches were implemented using Harris corners and ORB features as described in Section 3.2.1.2.
The correlation coefficient used for the matching is the l2 norm for Harris corners
and the Hamming distance for ORB features.
Depending on the method used, the result is either a sparse or a dense motion
field. In both cases, the motion is averaged and the mean motion is used in the
next steps of super-resolution. This is done because the motion is assumed to be
uniform over the images.

4.2.2

Reconstruction

The following four reconstruction algorithms were implemented based on their
descriptions given in Section 3.2.
• Non-uniform interpolation
• Average
• Iterative Back Projection (IBP)
• Projection Onto Convex Sets (POCS)
• 3D Fusion
It was decided not to use the Papoulis-Gerchberg method because of its high similarity with POCS. Also, probabilistic approaches were not further investigated.
Only a few tests were done with these methods and the optimization toolbox
CVX [24] was used to solve the minimization problem. Even with relatively small
images (144x176), the computation time was huge. Moreover, the necessity of dividing the images into patches to reduce the number of unknowns during the
optimization process introduced errors.

5

Evaluation and results

This chapter gathers the different experiments carried out during this work. Section 5.1 is focused on the time-of-flight and color cameras fusion. It starts with a
short description of the system setup and the programming tools used. Then, the
evaluation and both the qualitative and quantitative results are explained. The
work on super-resolution is addressed in Section 5.2 which describes the system
used, the evaluation criteria and the results obtained.

5.1
5.1.1

Depth and color fusion
System setup and environment

For this part of the work, two cameras were mounted in a common camera rig as
shown on Figure 5.1. The time-of-flight camera Visionary-T AG from SICK [54]
was used to record depth measurements and the color camera picoCam 303C
[53] was used to get color images. The color camera was fixed on the top of the
time-of-flight camera and was slightly oriented downward so that both cameras
see approximately the same scene. They were placed as close as possible in order
to limit the problems due to occlusion and a lens was added on the RGB camera
to widen its field-of-view. However, the field-of-view of the time-of-flight camera remains larger (69.98°×56.02° against 58.3°×44.7° for the color camera). The
development of the fusion algorithm and the evaluation was done using Matlab
because both cameras can be directly interfaced with it. Also, it enables fast prototyping. The calibration was done with SICK’s own development environment
in the programming language Lua. Finally, a 3D viewer was also developed in
order to see the resulting color fusion in real-time.
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Figure 5.1: System setup

5.1.2

Evaluation criteria

The fusion of the two camera sensors was assessed both in a qualitative and a
quantitative manner. The qualitative evaluation was done by checking visually,
that the color association matches with the reality. For example, this can be verified with colored objects placed in the scene.
The quantitative approach aims to assess the error between the projection of
a 3D point and its corresponding point on the image. In order to do that, the selected point should be easily and precisely identifiable in the image. That is why
the usage of a box corner as point of interest was chosen. This type of structure
has the advantage of being recognizable both in the image and in the point cloud.
For the experiments, the cube was placed with a corner facing the two cameras.
Only the projection of this corner is verified in the evaluation process, but, in
order to get a more significant evaluation, several images with the cube placed
at different positions were captured. All combinations of three different depths,
five horizontal shifts and three vertical shifts were used, as shown in Figure 5.2,
for a total of 45 images.
The coordinates of the corner in each rectified color image were manually determined. These points are then used as ground truth in the following evaluation.
However, due to the low resolution of the time-of-flight camera, manually selecting the corner in the depth map was not possible. To improve this step, the corner
was automatically extracted from the point cloud of the scene. It was done by fitting three planes on the visible faces of the cube and calculating their intersection.
In order to estimate a plane equation for each face, the cube was isolated in the
point cloud by manually selecting a region of interest in the depth map. Then,
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Figure 5.2: Box corner used during the evaluation
the 3D points were separated in three groups using the clustering algorithm DBSCAN (Density-Based Spatial Clustering of Applications with Noise [14]) applied on
the normals of the points. This algorithm was chosen because it showed better
results than the K-means algorithm, especially concerning noisy data, i.e. when
some points do not belong to one of the three faces. Figure 5.3 shows this clustering. The function dbscan was used from Peter Kovesi’s Matlab toolbox [32].

Figure 5.3: Clustering of the cube faces
As the clustering was done on the normal of each point, they had to be estimated.
To compute the normal of a point, the twenty nearest neighbouring points were
selected and used to fit a plane. This plane gives the normal coefficients. After
having separated the 3D points into three groups, each corresponding to a face,
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a plane was fitted on each of them. Finding the intersection of these three planes
comes down to solving the following system of linear equations


b × Xc + b12 × Yc + b13 × Zc + b14 = 0,


 11
b

21 × Xc + b22 × Yc + b23 × Zc + b24 = 0,


 b31 × Xc + b32 × Yc + b33 × Zc + b34 = 0,

 b11

=⇒  b21

b31

b12
b22
b32

b13
b23
b33










 Xc 
 b14
 Y 

·  c  = −  b24



Zc
b34

(5.1)
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(5.2)

Once the 3D corner is located, it was projected onto the color image with the
method described in Section 4.1.2 and the Euclidean distance (in pixels) between
it and the "ground truth" corner was measured.
Finally, instead of considering only one 3D point, estimated as the corner,
neighbouring points (located up to 10 mm around the corner) were also used
(see Figure 5.4). This was done because a small offset in the position of the corner
in the point cloud can cause a noticeable shift in the final projection. Also the
point cloud is not dense enough to have a very accurate positioning of the box
corner. So, the cube represents a "zone of confidence", in which the real box
corner should be. Identically to the previous process, the cube is projected onto
the color image. The use of a cube of size 10 mm seems acceptable. Indeed, the
time-of-flight camera used has, for example, a vertical field-of-view of 56◦ with a
vertical resolution of 144 pixels. This means that at a depth between 2 m and 4 m,
the vertical distance between the 3D points ranges from 13.6 mm to 27.2 mm.

Figure 5.4: Zone of confidence around the corner

5.1.3

Qualitative results

The visual evaluation was done on the two following figures using Meshlab [8]
which facilitates the visualization of the colored point clouds. In Figure 5.5, the
points which appear in black do not have any corresponding colors. This was
caused by the fact that the field-of-view of the color camera is not as large as the
field-of-view of the time-of-camera. It would also be possible to not display these
points. Figure 5.6 is the result of a second scene which was taken in an open area
without near backgrounds. Only relatively close objects are captured and those
too far are not visible. For this scene, the points outside the field-of-view of the
color camera were removed.
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Figure 5.5: Scene 1: Resulting colored point cloud. Image from the color
camera shown at lower right.

Figure 5.6: Scene 2: Resulting colored point cloud. Image from the color
camera shown at lower left.
The following images in Figure 5.7, show the importance of considering hidden
surfaces and the improvement reached. The first image, on the left, shows the
initial point cloud obtained. The second image illustrates the hidden surfaces
detected by our algorithm. Finally, these surfaces are removed in the third image.
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Figure 5.7: Hidden surfaces: visible on the left, green in the middle and
removed on the right

5.1.4

Quantitative results

The results of the qualitative evaluation are presented in this section and the
following table summarizes the accuracy reached.
Distance from the camera Mean error Median error
Far (' 105 cm)
6.50
5.75
Middle (' 85 cm)
10.91
10.44
Near (' 60 cm)
11.74
12.09
Table 5.1: Projection error (in pixels) of the corner onto the color image

Four corner projections on the rectified color images are shown on Figure 5.8
with the true positions marked in green and the projected ones in red.

Figure 5.8: Results of the projection ("true" corners in green and projected
corners in red)

Figure 5.9 gathers all the manually selected corners ( · ) and the projections (+)
for the different positions. Red points correspond to the situations where the
box is close to the camera, green points are the farthest and orange points are in
between. The two axis represent the pixel coordinates in the color image.
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Figure 5.9: All the corner projections
The projection error was calculated as the Euclidean distance, in pixels, between
the projected point and the manually selected one which is considered as the
ground truth. The following figure shows this error with mean and median values for the three different depths. The color code remains the same with green,
orange and red ordered by decreasing depth.

Figure 5.10: Projection error for the three different depths
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Finally, Figure 5.11 shows the results obtained after creating a cube around each
corner. The projection of these cubes on the color image are represented in blue
and the manually selected corners are marked with a red cross.

Figure 5.11: Projection of the corner and its neighbourhood

5.2
5.2.1

Super-resolution
System setup and environment

In this part of the work, only the time-of-flight camera Visionary-T AG was involved. For all the test scenarios, the camera was facing a scene at a distance
between one and two meters. During the capture process, the camera was moved
horizontally by a few millimeters. This translation was done manually and was
not precisely measured. The different algorithms tested in this part of the thesis were mainly developed in Python using libraries such as NumPy, SciPy and
OpenCV (for Lucas-Kanade and Farnebäck methods). The Enhanced Correlation
Coefficient was provided by the Image Alignment Toolbox (IAT) [15] and the
functions from Peter Kovesi’s toolbox [32] were used for Harris corners detection
and matching. ORB features extraction and matching were also implemented
with OpenCV.

5.2.2

Evaluation criteria

The objective of depth map super-resolution is threefold. Indeed, a first desired
effect is the increased level of details. A second aspect is the sharpness of the
resulting depth map and, finally, the reduction of the noise is also sought-after.
The level of details and sharpness criteria are related, but the first is more general.
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It consists of visually assessing how small objects are visible in the image. Then,
the sharpness enables us to evaluate the results quantitatively. In the evaluation
process, all these three criteria were assessed on the depth images because the
main purpose of a time-of-flight camera is to capture depth, not intensity images.
The different experiments are described in the next sections.
Regarding the registration, only direct approaches were considered (Section
3.2.2). This choice was done because the displacements remain small and also
because the cumulative manner did not give better results. As the time-of-flight
camera produces a depth map and an intensity map, both were available to estimate the motion. The intensity images were chosen, as they contain more details
and are less uniform than the depth maps.
For all the experiments where several depth maps are captured and combined,
the reference is chosen as the one in the middle. This choice was made because
it reduces the motion that have to be estimated, and thus, the error is minimized.
When the number of observations used increases, the closest ones surrounding
the reference are used. It means that, for successively captured depth maps indexed from 1 to 9, the reference is chosen at index 5. When merging more and
more observations, the following pattern is respected:

• [5] for a single observation

• [5,6] for 2 observations

• [5,6,4] for 3 observations

• [5,6,4,7] for 4 observations

• [5,6,4,7,3] for 5 observations

As many registration and reconstruction methods are described, selecting
only one method to estimate the motion was necessary. Also, comparing the
reconstruction methods on the same data and with the same motion estimate
is more relevant. In order to use the most suitable method, their performances
were assessed on synthetic data, illustrated in Figure 5.12. This initial depth map
was shifted horizontally and vertically by non-integer coefficients and each algorithm was applied to estimate this shift. Seven horizontal shifts from -1 to +1
with a step of 0.33 pixel were used and the same was done vertically. This evaluation on synthetic data enables a direct comparison with the "true" value. For all
the following experiments on reconstruction methods, only the best registration
approach was considered.
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Figure 5.12: Depth map used to evaluate the registration methods
Super-resolution samples an image with a finer rate and thus produces an
increase in the number of pixels. This scale factor has to be defined before doing
the reconstruction. In order to get comparable results, a factor of 2 was used in
every experiment, except one which investigates the impact of this factor.
Finally, the computation time of every registration and reconstruction method
was measured. The registration time corresponds to the time needed by each
method to estimate all the synthetic shifts. The reconstruction time was measured on a single execution, but for different numbers of observations. The duration of the motion estimation is only given for information purpose. Indeed, all
the methods cannot be compared because two of them (Harris corners and ECC)
were run in Octave and the others in Python. Regarding the reconstruction, every
method was run in Python. Therefore, their duration for an increasing number
of observations can be compared.
The following registration methods, described in 3.2.1, were evaluated:
• Basic differential method
• Lucas-Kanade
• Farnebäck
• ECC
• Harris corners
• ORB features
The following reconstruction methods were evaluated:
• Non-uniform Interpolation (3.2.2.2)
• Average (3.2.2.1)
• Iterative Back Projection (3.2.2.3)
• Projection Onto Convex Sets(3.2.2.4)
• 3D Fusion (3.2.2.5)
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Level of details

The improvement reached by super-resolution in term of details in the depth image was assessed. The idea is to verify that this level of details is enhanced in
the reconstructed depth map. The two scenes composed of everyday items are
depicted on Figure 5.13 and 5.14. The different items are mainly composed of
vertical strips and gaps and are placed at a distance around one meter from the
camera. Their dimensions were measured on the second scene. The four strips
on left have an increasing width of 2.5 mm, 5.0 mm , 7.5 mm and 10.0 mm. The
round holes in the left utensil have a diameter of 10 mm. The prongs and the
gaps of the fork have a width around 7 mm. The gaps in the third utensil are
thinner with only 5 mm. Finally, the chopsticks on the right have a width around
7 mm at the bottom and 4 mm at the top. The increased level of details was evaluated visually, based on the clear visibility of the objects. The known dimensions
also permitted to estimate until which size the object is still visible on the depth
map captured by the camera and how does it changes with super-resolution. The
experiments consisted of capturing several depth maps while shifting the camera between each of them. Different reconstruction methods were then used and
different number of observations were combined.

Figure 5.13: First scene used to evaluate the level of details

Figure 5.14: Second scene used to evaluate the level of details
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Sharpness

The evaluation of the sharpness enhancement focuses on edges. As the movement
of the camera is only horizontal, the scene recorded was mainly made of vertical
edges. Before being compared, the super-resolved depth maps were cropped to a
region of interest. An object similar to a fork was designed (see Figure 5.15). The
size of the prongs are 10 mm on the left part and 5 mm on the right.

Figure 5.15: Object used to evaluate the sharpness
A good indicator of sharpness, is the intensity of the gradient. On one hand,
blurry images usually contain smooth edges and have a small gradient. On the
other hand, the gradient is much higher for sharp edges. The mean absolute
horizontal gradient was computed on the super-resolved depth maps as
P
G˜H =

u,v

|I(u + 1, v) − I(u, v)|
,
h×w

(5.3)

where I is the depth image, h is its height and w its width. The different reconstruction methods were tested with different numbers of observations in order
to see its impact on the resulting sharpness. These super-resolution methods are
also compared with the linear upscaling of the initial depth map.
It is also interesting to observe the profile of the depth change of the scene for
the qualitative evaluation of the methods. This permits a comparison of the demarcation between an object and the background. This was done by scanning the
scene horizontally and plotting the depth measured at each pixel. Again, this experiment was repeated for the different reconstruction methods with an increasing number of observations. For each scene, a series of depth maps (around 10)
were captured. Between each acquisition, the camera was horizontally shifted by
a few millimeters.

Figure 5.16: Regions of interest for the evaluation of sharpness
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Noise reduction

Another aspect of super-resolution that is sought-after is the noise reduction. It
is noticeable that the time-of-flight camera suffers from noise in its depth measurements. Some causes were described in Section 2.2.3. This noise is reinforced
at depth discontinuities and in dynamic scenes, but also occurs on planar static
surfaces. Applying super-resolution should reduce this effect. In order to evaluate the improvement reached, a vertical planar surface was used. The plane was
placed facing the camera and several depths maps were successively captured by
shifting it horizontally. Each super-resolved depth map was cropped to a window
containing only the plane and a point cloud was created for each of them. Ideally,
those points should constitute a perfect planar surface, but it is clearly not the
case in reality. In order to evaluate the noise, a plane was fitted on the points and
the mean distance from the points to the plane was computed. This measure is
a good indicator of flatness for the point cloud and is compared for the different
methods used. The evaluation is repeated for an increasing number of observations in order to assess its influence. The results are also compared to the plane
obtained with the initial depth map.

Figure 5.17: Region of interest for the evaluation of the depth noise

5.2.3

Registration on synthetic data

The different registration methods were applied on synthetic data and their results were compared with the ground truth. Their performances are depicted in
figure 5.18 where the motion estimate is plotted for each method. The red crosses
mark the "true" shift and the blue dots correspond to the estimate. Table 5.2 gives
the mean estimation error and the computation time for each method. The error
is calculated as the mean Euclidean difference for each estimate. It is important
to note that the ECC and Harris-based methods are run in Octave and the others
in Python. That is why the computation time is given for information purpose
only.
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Figure 5.18: Motion estimation with different methods

Method
Estimation error Time (in s)
Basic differential method
0.0021
8.297
Lucas-Kanade
0.0031
0.096
Farnebäck
0.0110
59.717
ECC
0.0085
422.356
Harris corners-based method
0.0300
198.224
ORB features-based method
0.0624
2.459
Table 5.2: Comparison of the registration methods
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The results obtained during the experiments on the two scenes in figures 5.13
and 5.14 are presented here. On each figure, the first depth map is the original
frame upscaled. The second and third depth maps are respectively the results
of the super-resolution from two and six observations with the non-uniform interpolation method. The results obtained with the other reconstruction methods
are available in the appendix.

Figure 5.19: Non-uniform interpolation of images from the scene in Figure
5.13: Single depth map upscaled (top), SR from 2 observations (middle) and
SR from 6 observations (bottom).
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Figure 5.20: Non-uniform interpolation of images from the scene in Figure
5.14: Single depth map upscaled (top), SR from 2 observations (middle) and
SR from 6 observations (bottom).
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5.2.4.2

Sharpness

Figure 5.21 shows a region of interest in the super-resolved depth map obtained
by the different methods. Here, the registration was performed with Lucas-Kanade
method. The choice of this registration method is motivated in Subsection 6.2.1.
A scale factor of two is used and three observations were combined.

Single depth map (upscaled)

Average

Non-uniform interpolation

3D fusion

Iterative back projection

POCS

Figure 5.21: Sharpness enhancement for different reconstruction methods

To get a quantitative metric of the sharpness, the mean absolute horizontal gradient was measured on each result. The following graph in Figure 5.22 illustrates
the method influence and the impact of the number of observations on this value.
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Figure 5.22: Influence of the reconstruction method and the number of
depth maps combined on the mean absolute horizontal gradient.

The depth change along the horizontal axis in the same region of interest is
illustrated in the following figures. First, a visual comparison between a simple
upscale of the initial depth map and a super-resolved depth map is shown in Figure 5.23. The super-resolved frame was obtained with the non-linear interpolation on three observations and with the method of Lucas-Kanade for registration.
Then, the depth change is shown for every reconstruction method in Figure 5.24.
Finally, the influence of the number of observations used is depicted on Figure
5.25.

Figure 5.23: Initial and super-resolved strips
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Figure 5.24: Depth profile for the different reconstruction methods

Figure 5.25: Influence of the number of observations on the depth profile
The last experiment focuses only the vertical edge of a box, visible in the first
image in Figure 5.16. A visual result is given with a strong zoom on this edge in
Figure 5.26. In this example, the non-uniform interpolation was used to combine
four depth maps with a scale factor of 2. This intensity change of the depth is
also depicted for the different reconstruction methods and different numbers of
observations on Figure 5.27.

60

5

Evaluation and results

Figure 5.26: Initial and super-resolved edges
The following graphs depict the horizontal variation of the depth around the
edge.

Figure 5.27: Shape of the edge with different reconstruction methods and
different numbers of observations.

5.2.4.3

Noise reduction

The results obtained in term of noise reduction are presented in this section. The
following figure 5.28 depicts the mean distance of the 3D points to the fitted
plane as described in Section 5.2.2.3. This value is given for each method and
for an increasing number of observations. The theoretical reduction is also plotted and represents the standard deviation of the measurement (σ̄ ) when more
and more observations are averaged, without moving the camera. The noise is
assumed to be Gaussian and independent for each observation. The curve is described by the following equation, where n is the number of observations
v
t

q
σ̄ =

V ar(X̄) =


 r
n
 1 X

σ2
σ
V ar 
Xi  =
=√ .
n
n
n
i=1

(5.4)
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Figure 5.28: Influence of the number of observations on the depth noise

5.2.5

Impact of the scale factor

Figure 5.29 depicts the influence of the scale factor on the horizontal gradient.
Here, the gradient still means the intensity variation per absolute length unit.
The 25% highest gradient values were averaged so that the measure is not affected
too much by noise.

Figure 5.29: Mean of the 25% highest horizontal gradient values for different
scales and different numbers of observations.
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Figure 5.30 shows two results obtained with the non-uniform interpolation method
from six observations and with a scale of 8.

Figure 5.30: Super-resolved depth maps obtained with a scale factor of 8.
Artifacts appear at edges. These images can be compared to the results obtained in figures 5.19 and 5.20

5.2.6

Computation time

Finally, the computation time of each reconstruction method is presented on Figure 5.31.

Figure 5.31: Computation time of the different reconstruction methods.
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Discussion

In this chapter, the results previously presented will be analyzed and the issues
observed in the chosen methods will be described. Finally, we will try to answer
the initial research questions and to discuss possible continuations of this work.

6.1

Results related to color and depth fusion

The qualitative evaluation shows visually satisfying results. The colored point
clouds shown in Figure 5.5 and 5.6 give visually reliable representations. Also, it
helps to understand the scene compared to a point cloud without color information. More precisely, in Figure 5.5 the demarcation between the boxes (red, blue
and pink) placed on the shelf are clear. The correct color association is done and
the color is not spread on the background points around the boxes. This reveals a
good accuracy in the color association. The improvement reached by considering
the hidden parts of the scene are shown in Figure 5.7. We can see that, initially,
the color association is wrong in some region. The second and third images show
that our solution to handle hidden surfaces provides a significant improvement.
Indeed, the points with wrong colors are detected and removed. This confirms
the importance of considering hidden surfaces.
The quantitative evaluation reveals a varying accuracy. It can be clearly noticed that the projection error tends to increase when the box corner is brought
closer to the cameras. The inherent geometry induces that shifting a 3D point far
from the camera will not result in a big change on the projection plane, whereas
the influence is stronger for close points. This explains why the error introduced
during the change of coordinates system and the projection onto the color image
is stronger for the points near the cameras. A second observation is that the error
seems to be slightly higher when the corner of interest is situated far from the
center of the image and closer to the borders, which could reveal lens distortion
63

64

6

Discussion

effects. Although these distortions introduced by both cameras were considered,
they might not be perfectly corrected. Indeed, only the radial distortions with
two coefficients were estimated during the calibration phase. Figure 5.11 gives a
mean error around 6, 11 and 12 pixels at the three different depths considered.
Also, the maximal error grows up to 15 and 25 pixels. Compared to the high resolution of the color image, the maximal error only represents between 0.78% and
1.30% of the image width and between 1.23% and 2.1% of the image height. For
most of the points, such shift does not affect the color association strongly. However, for points situated on a demarcation, the wrong color could be associated.
Finally, the problem of accurately locating the box corner was also considered. The results obtained by using a "zone of confidence", represented by a cube
around each corner, are shown on Figure 5.11. In almost all cases, the "true" corner matches with the projection and is situated inside the zone defined by the
corner neighbourhood.
Both the qualitative and quantitative evaluations show a good accuracy, sufficient for visualization applications for example. Also, all the experiments carried
out during this thesis work revealed that the results depend highly on the system
calibration. The intrinsic parameters of both cameras and their relative pose have
to be precisely estimated. An inaccurate calibration is the major factor for erroneous color association.

6.2
6.2.1

Results related to super-resolution
Registration

The evaluation of the registration algorithms on synthetic data shows that both
the basic differential method and Lucas-Kanade method perform very well (see
Figure 5.18 and Table 5.2). Enhanced Correlation Coefficient and Farnebäck
methods result in a higher error but remain reliable. Their mean error is around a
hundredth of pixel. It is noticeable, in Figure 5.18, that their loss of performance
happens only when the shift is not integer. In case of a shift of one pixel in any direction, the accuracy is as good as the previous methods. The last two approaches,
only based on features, show bad performances, in particular the ORB method.
The estimation for integer shifts is better but still flawed. This tends to confirm
that they are less suited for small subpixel motions and should be used for larger
transformations.
This evaluation helped to choose the registration method to use in the complete super-resolution process. The different methods, except those based exclusively on features, were integrated in the super-resolution process. No significant
differences were noted between the super-resolved depth maps obtained with
the basic differential registration, Lucas-Kanade and Farnebäck. The accuracy of
these three methods seems to be sufficient for super-resolution, but we chose to
use Lucas-Kanade for the comparison of reconstruction techniques because this
method shows better results than Farnebäck on synthetic data. This choice is
also motivated by the fact that Lucas-Kanade method from OpenCV is faster and
probably more robust on real data than the basic differential method.
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Level of details

The first scene recorded shows a real gain in the level of details (see Figure 5.19
and all the figures in the appendix). For example, the pair of scissors is hardly
visible on the initial depth map, whereas it is clearly identifiable in the superresolved outputs. Another interesting region is around the two screwdrivers at
the middle and, especially, the gap between them. On the original depth map,
only a very small gap is visible at the top but the area is too blurry to be able
to identify two distinct objects. The gap is much more discernable in the superresolved depth map. For this scene, no real improvement is noticeable between
the combination of two and six observations.
The second scene also depicts promising results. A real enhancement can be
noted for the four strips on the left. It is interesting to see that only three of
them are even visible on the initial image. The thinner one, with a width of 2.5
mm, was not captured by the camera. Also, the three visible strips seem to have a
similar width, which does not fit with the reality. These two aspects are improved
with the combination of two observations and even further with six observations.
The utensils in the middle are also enhanced. It is interesting to note that the
prongs of the fork appear very deteriorated on the initial frame and that it is
possible to reconstruct them with only two images. Finally, the chopsticks on
the right, which seem partially erased on the first image, are also improved with
super-resolution.
By analyzing the results obtained with the other reconstruction methods (see
all the figures in the Appendix), similar observations can be made with an exception for the average method. Although an improvement is achieved in term of
visibility, this method remains less successful. A clear flaw is visible on the left
of the depth maps, where the vertical strips are not discernable.

6.2.3

Sharpness

The sharpness of the resulting depth maps is first assessed visually. In Figure
5.21, no improvement can be observed in the super-resolved image obtained with
the average method compared to the initial depth map upscaled. However, significant enhancements are visible between the single depth map upscaled and
the super-resolved images in the second and third rows. The strips obtained by
super-resolution appear much sharper, clearer and with a better shape in these
images. In the single depth map upscaled, the strips on the left seem to have
different widths which is obviously not the case on the real object. The thinner
strips on the right are also less visible on the single frame. The use of the mean absolute horizontal gradient as a quantitative metric in Figure 5.22, facilitates their
comparison. It is noticeable that the gradient is improved with every reconstruction approach except for the average method. Visually, no significant difference
can be noted in the result of the average method. The quantitative measure even
shows that this result is more blurry than the single depth map upscaled. This
phenomena is understandable because the method includes two steps likely to
introduce blur. Indeed, the depth maps are first upscaled and then averaged.
The real gain with POCS method is achieved with two observations. Similarly,
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the gradient obtained with IBP method is significantly improved by the second
observation and slightly further with three frames. However, it tends to stagnate or even decrease when more observations are used. The sharpness in the
results of the non-uniform interpolation and the 3D fusion increases until four
observations. From a global point of view, it can be noticed that the non-uniform
interpolation outperforms the other methods.
The zoom on the strips in Figure 5.23 shows that the contrast is much higher
on the super-resolved depth map. Black strips are separated by a light intensity,
whereas grey strips appear on the initial depth map. Moreover, the thinner strips
on the right of the depth map appear completely grey. Figure 5.24 and 5.25
compare this depth change respectively for different methods and for different
numbers of observations. It is clearly visible that the depth on the single frame
upscaled is flattened, especially for the thinner strips on the right. The peaks are
wider and less high compared to the other results. This shows the blurred aspect
of the initial depth map which is reduced by super-resolution. Another important
improvement is achieved regarding the depth measured for the thinner strips on
the right. In the scene, they are placed at the same depth as the larger strips,
however the depth measured differs, as it can be seen in Figure 5.24. This is
obviously caused by their smaller width. Super-resolution contributes to improve
this measurement, as it can be seen on the depth profiles described in Figure 5.24.
The same depth as the larger strips is not reached, but it is enhanced. The average
method is again much less reliable than the other super-resolution approaches. It
can also be noted that the number of observations used has an influence, as seen
in Figure 5.25. The profiles obtained after super-resolution are much closer to
reality. Especially, the improvement is clear for the thin strips on the right.
Finally, Figure 5.26 shows the depth change around a vertical edge. Visually, the gain of super-resolution is significant. The transition between black and
white is smooth on the initial depth map whereas it is much faster and more
abrupt on the super-resolved one. The comparison of the different reconstruction methods on Figure 5.27 reveals that POCS, 3D fusion and non-uniform interpolation produce the best results. IBP is slightly less efficient and, again , the
average method produces the worse results. The influence of the number of observations depicted on the second graph is also significant. The slope of the change
with only one observation is similar to the single frame upscaled and increases as
more observations are incorporated. Similarly to previous observations, no real
improvement is obtained after four frames.

6.2.4

Noise reduction

The performance of each method in term of noise reduction are depicted in Figure 5.28 which represents the mean distance to the plane, calculated for each
3D point captured. It is clear that the average method outperforms the other
approaches. Indeed, this method even follows the theoretical improvement (the
dashed line) which shows that the gain is significant when the number of observations is small but declines as this number increases. The results obtained with the
iterative back projection show a similar influence but always with a higher level
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of noise. This is probably due to the back projection of the difference between
the simulated and the captured low resolution depth maps. The non-uniform
interpolation and the 3D fusion perform less well at reducing the noise. An explanation is that the values are not spread and averaged as is the case in the other
methods. Indeed, every pixel value is set on a "continuous" surface and resulting
pixels are then interpolated. Finally, the noise reduction achieved with POCS differs a lot. A low noise level when only one observation is used can be explained
by the blur introduced during the iterations. Then, a higher noise is measured
with two observations. This effect reveals that the known values in the two observations are probably shifted by one pixel and are set on the resulting image
without any averaging. Incorporating more observations enables this average of
known values and, thus, the noise is reduced.

6.2.5

Increased scale factor

The experiments carried out with a scale factor higher than 2 show, in Figure
5.29, that the gradient peaks are lowered as the scale is increased. In general, the
curves first increase, reach a maximum and then stagnate or decrease. This maximum is reached for three observations for scales 2 and 3, four observations for
scales 4 and 5 and five observations for scales 6 and 8. The trend is that the maximum is reached with more observations when the scale factor used is higher. This
seems understandable by the fact that the sampling rate of the resulting depth
map is much finer when the scale factor used is higher. For example, instead of
sampling at every half pixel for a scale of 2, the image is sampled at every fourth
pixel for a scale factor of 4. This finer sampling could explain why the incorporation of more than three observations still improves the results when the scale
factor is higher than 2. This finer sampling has also the drawback that small
errors in the motion estimation can have more significant impacts on the result.
The right depth map in Figure 5.30 is an example where the motion was not accurately estimated. Artifacts appear near edges, for example at the bottom of the
scissors. The left depth map in Figure 5.30, also obtained with a scale factor of
8, is much better. This is probably due to a better motion estimation between the
different images.

6.2.6

Computation time comparison

Finally, the computation time of every reconstruction method was measured and
plotted in Figure 5.31. It is possible to compare them, because each method was
implemented and run in Python. Obviously, these methods could be speeded up
with an implementation in C++. For this thesis, no particular effort was made
on optimization. The average and POCS methods are the fastest and seem likely
to be used in real-time. The combination of more observations increases very
slightly the computation time for these two methods. Such performances can
be explained by the fact that both methods only upscale and average the lowresolution depth maps. The slight difference is certainly due to the blurring used
in POCS. Then, the iterative back projection needs between one and two seconds
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depending on the number of observations. This result is also understandable
because, for each back projection, several shifting, downscaling and upscaling
are needed. The graph shows that the non-uniform interpolation requires much
more computations. The impact of incorporating more observations is also considerable. Finally, the 3D fusion is the worst method in term of computation
time. Around ten seconds are needed to combine nine depth maps. The transformations from 2D data to 3D points and then back to 2D explain this lack of
performance.

6.3

Method issues

Regarding the work on depth and color fusion, the strategy of projecting the 3D
points onto the color image was chosen. This method is direct and seems more
intuitive than the inverse method, as the point cloud contains much less points
than the high-resolution color image. The opposite method is conceivable but
was not addressed in this work due to time limitations. The method would consist of creating a mesh from the scene point cloud and project the pixels of the
color image on it. Regarding the calibration of the time-of-flight camera, existing
functions were used to avoid spending too much time on it. The method uses
a checkerboard and is similar to Zhang’s method. Because of the importance of
the calibration in the fusion process, it could have been interesting to use different methods and compare them. For example, calibration techniques specially
designed for time-of-flight cameras could have been studied. However, this goes
beyond the scope of this thesis.
In the work on super-resolution, the main issue comes from the limited motion considered between frames. A purely translational movement of the camera
was assumed in the developed algorithms. In practice, an almost only horizontal motion was used. The reason is that, in order to assure a purely translational
movement, a convenient way is to place the camera on a table and shift it between
each capture. Manually holding the camera and moving it horizontally and vertically would certainly introduce a rotation or even a movement in the depth
direction. A mostly horizontal motion in the experiment explains why vertical
edges were chosen in the evaluation. However, it seems reasonable to assume
that a vertical shift would give the same improvements in this direction.
Another limiting assumption is that the motion is uniform over the entire
depth map. This is conceivable only if most of the the scene is situated at the
same depth. To address this problem, the alignment should be calculated for
each pixel separately. The motion estimation of Farnebäck could then be used
because it computes a dense motion field.
In term of reconstruction, probabilistic methods were not evaluated, even if
they produce good results according to their authors. The main reason is that
the minimization problem is not explained precisely enough in the papers. They
only give a brief description of the problem but do not mention how the different
matrices are constructed. An attempt of implementation of the method called
LidarBoost [52] was made with the CVX toolbox [24], but it did not lead to a good
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result. Also, the computation time was huge and the necessity of processing the
images by small patches introduced artifacts.
Regarding the evaluation of super-resolution, the different methods were assessed based on the improvement they provide. Another way to evaluate the
resulting depth maps is to compare them to a high-resolution ground truth. However, such data were not available and would have been very difficult and timeconsuming to measure.
Finally, the initial choice of evaluating the level of details on 3D printed items
has not been possible due to technical reasons. Instead, everyday items and cardboard cutouts were used, even if 3D printing would have permitted to do the
evaluation on more specific and precise patterns, edges and shapes.

6.4

Conclusion and future work

To conclude, the initial questions in Section 1.3 will be answered and ideas of
future work will be presented.
1. How can a time-of-flight camera and a color camera be fused?
By fixing them close enough, they can be aiming at the same scene from
a similar point of view. Then, to be able to fuse their data, a mathematical
relation has to be deducted between them. For that, a calibration phase is required, for example, the method proposed by Zhang [65] can be used. Once
these parameters are known, the combination can be achieved by projecting
the 3D points onto the color image.
2. How precisely can the fusion between depth and color be implemented?
The evaluation reveals that the accuracy varies over the scene. For example, larger errors can occur when the objects are very close to the camera.
Also, areas situated near the borders of the camera can be affected by distortion, in spite of its correction. The work also shows that a precision around
10 mm in 3D space is achieved. It means that the 3D point associated to a
specific pixel in the color image is known with a maximal error of 10 mm
in the scene. These results are highly dependent on the assumptions and
circumstances used in the experiments. For example, it is assumed that the
scene has a depth between 0.5 m and 7.0 m, the ToF camera has a resolution
of 144×176 and the color camera has a resolution of 1936×1261. In general
terms, the experiments carried out show that the calibration is the major
factor for an inaccurate color association.
3. How can multiple depth maps be combined into a super-resolved one?
The work describes a two-step framework which combines multiple observations. The fusion is achieved by first aligning the frames and then constructing the result with a higher resolution. Pixel-based and feature-based
alignment approaches are discussed and compared in the thesis: basic differential method, Lucas-Kanade, Farnebäck, Enhanced correlation coefficient, methods based on Harris corners and ORB features. As a result, the
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experiments show that Lucas-Kanade optical flow method is a good choice.
Five different reconstruction methods were implemented: non-uniform interpolation, 3D fusion, average, iterative back projection and projection
onto convex sets. Also, probabilistic methods were described but not implemented in this thesis. The different experiments carried out in this thesis
show that the non-uniform interpolation gives the best results.
4. Which improvements can be achieved with super-resolution?
Depth map super-resolution gives three main improvements. The first relates to the level of details in the resulting depth map and was qualitatively
assessed based on visual appearance. It was shown that the combination of
several observations makes small objects more visible. The sharpness of the
result is also enhanced and was studied for vertical edges. Finally, the noise
of the depth measurement is reduced. The gain reached on these aspects
were compared for every method. It can be observed that the objective of
sharpness and noise reduction are more or less antagonistic. An illustration
is the average method which performs very well in term of noise reduction
but struggles to have a good sharpness. The non-uniform interpolation constitutes a good compromise between sharpness, level of detail and noise
reduction. Also, this method produces the best results in term of visual
perception, as it can be seen in the figures 5.19 and 5.20.
The work done during this thesis could be extended in various ways. Regarding the fusion of the time-of-flight and the color cameras, the method could be
enhanced by using the fact that more data are available in the color image. Instead of only associating a color to the sparse 3D points, a method which incorporates every pixel of the color image in the scene point cloud could be elaborated.
Knowing that, the most crucial part of the method is indisputably the calibration,
an interesting continuation would be to improve this step. This would have a
certain impact on result of the fusion. A limitation of this work is the occlusion
between the two cameras. This could be studied if more material resources are
available. The usage of several color cameras placed at different positions can,
for example, remove this phenomena. Finally, it is conceivable to use the RGB-D
system simulated in this work to do scene reconstruction. Colored point clouds
could be captured from different point of view and combined.
Future work on super-resolution would certainly include more complex movements of the camera or the scene. Only translational motion is too restrictive for
some applications. A conceivable enhancement is to consider rotations or even
3D motions in the registration phase. The case of rotation around the center of
the camera is particularly interesting because the images are related by a homography transformation which can be estimated. Non-uniform motion should also
be studied, for example, if only an object is moving in the scene. Another idea
to improve the result of super-resolution would consist of using fixed displacements between the observations. This would require special material, but, if this
motion is precisely known, the result could be highly improved. Also, this thesis
only focuses on super-resolution methods based on multiple images, but it can be
interesting to see how methods based on machine learning perform. This would
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include to verify if recognizing high-resolution patches in a learned database produces better results than using several views of the scene. Another continuation
would be to integrate the super-resolution in different tasks performed by the
time-of-flight camera. For example, detection or measurements on objects could
be executed after super-resolution to verify the improvement reached.
Finally, it is also possible to connect the two parts of the thesis. A future work
could consist in applying super-resolution and then fusing the result with the
color image. This would certainly improve the result with a more dense scene
point cloud.

Appendix

This appendix contains the super-resolved depth maps obtained during the
experiments on the level of details increase. In each set of three depth maps,
the first is the reference frame simply upscaled, the second is the super-resolved
depth map from two observations and the third is the output obtained from six
observations. Here, the results for the following methods are presented: 3D
fusion, average, iterative back projection (IBP) and projection onto convex sets
(POCS).
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Figure 6.1: 3D fusion of images from the scene in Figure 5.13: Single depth
map upscaled (top), SR from 2 observations (middle) and SR from 6 observations (bottom).
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Figure 6.2: Average of images from the scene in Figure 5.13: Single depth
map upscaled (top), SR from 2 observations (middle) and SR from 6 observations (bottom).
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Figure 6.3: IBP on images from the scene in Figure 5.13: Single depth map
upscaled (top), SR from 2 observations (middle) and SR from 6 observations
(bottom).
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Figure 6.4: POCS on images from the scene in Figure 5.13: Single depth map
upscaled (top), SR from 2 observations (middle) and SR from 6 observations
(bottom).
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Figure 6.5: 3D fusion of images from the scene in Figure 5.14: Single depth
map upscaled (top), SR from 2 observations (middle) and SR from 6 observations (bottom).
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Figure 6.6: Average of images from the scene in Figure 5.14: Single depth
map upscaled (top), SR from 2 observations (middle) and SR from 6 observations (bottom).
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Figure 6.7: IBP on images from the scene in Figure 5.14: Single depth map
upscaled (top), SR from 2 observations (middle) and SR from 6 observations
(bottom).
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Figure 6.8: POCS on images from the scene in Figure 5.14: Single depth map
upscaled (top), SR from 2 observations (middle) and SR from 6 observations
(bottom).
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