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ABSTRACT 
This is a study exploring how robust one feature descriptors, scale invariant feature transform (SIFT), and one feature detector, 
feature accelerated segmentation test (FAST), are in terms of handling fetoscopic acquired data when mosaicing. Today’s 
treatment of severe Twin-to-Twin Transfusion Syndrome at Karolinska University Hospital is fetoscopic guided laser occlusion 
of chorioangiopagous vessels (FLOC) where intersecting blood vessels causing a transfusion (Anastomoses) in between the 
fetuses are occluded. These blood vessels are located somewhere on the placenta. The fetoscopy includes navigation of a 
relatively large area where the field of view (FOV) is limited. The limited FOV during the fetoscopy makes it cumbersome to 
navigate and identify intersected blood vessels. The motivation of this study is to explore ways of dealing with the 
complications during FLOC by mosaicing an overview of the placenta that can be used as an assisting map to make the 
procedure safer by improving navigation of the fetoscope and identification of blood vessels during FLOC. In this study, the 
steps of mosaicing are defined based on mosaicing frameworks to explore how these methods perform in terms of being able 
to mosaic a map of the placenta. The methods have been tested on non-fetoscopic acquired data as well as fetoscopic acquired 
data to create a relative measure in between the two. Three tests on non-fetoscopic data were performed to explore how well 
the methods handled mosaicing of data with distinctive characteristics.  The same methods were then tested on unprocessed 
fetoscopic data before being tested on preprocessed fetoscopic data to see if the results were affected by external preprocessing. 
The results showed that there were differences in between the methods. SIFT and FAST showed that they have potential of 
mosaicing non-fetoscopic data of varying extent. SIFT gave an impression of being more robust during all of the tests. SIFT 
especially performed better during the tests on data with few potential keypoints which is an advantage when speaking of 
fetoscopic acquired data. SIFT also managed to mosaic a larger area than FAST when mosaicing preprocessed fetoscopic data. 
Preprocessing the data improved the mosaicing when using SIFT but further improvements are needed. 
 

SAMMANFATTNING 
Denna studie utforskar hur robust en intressepunktsbeskrivare, scale invariant feature transform (SIFT), och en 
intressepunktsdetektor, feature accelerated segmentation test (FAST), hanterar digitala bilder insamlade av ett fetoskop med 
syfte att sy ihop dessa till en översiktskarta. Dagens behandling av tvillingtransfusionsyndrom vid Karolinska 
Universitetssjukhuset är fetoscopic guided laser occlusion of chorioangiopagous vessels (FLOC). Under denna fetoskopi 
bränner man och därmed blockerar korsande blodkärl som orsakar en transfusion (anastomoses) och obalans i blodomloppet 
mellan två tvillingfoster. Dessa blodkärl är lokaliserade på placentan. Fetoskopin omfattar navigering av en relativt stor area 
med ett begränsat synfält. Det begränsade synfältet under FLOC gör det svårt att orientera fetoskopet och identifiera korsande 
blodkärl som orsakar transfusionen. Syftet med studien är att utforska ett sätt att hantera komplikationerna med FLOC igenom 
att utforska sätt att skapa en översiktskarta av placentan under FLOC. Denna översiktskarta kan nyttjas under FLOC och därmed 
göra proceduren säkrare igenom att kartan underlättar orienteringen av fetoskopet och identifiering av orsakande blodkärl. I 
denna studie är stegen för att skapa en översiktskarta baserade på olika datorseende ramverk för att se hur dessa 
tillvägagångssätt presterar när det gäller att skapa en översiktskarta. Metoderna för att skapa en översiktskarta har testats på 
data insamlad med webkamera och data insamlad med fetoskop för att skapa en relativ uppfattning om hur de står sig beroende 
på indata. Tre tester på data insamlad med webkamera genomfördes för att utforska hur väl metoderna hanterade data med 
många potentiella intressepunkter, rörelse orsakad av handhållen enhet/kamera, repetitiva mönster, översiktskartor som 
resulterande i större upplösning, och liten möjlighet att hitta intressepunkter. Samma metoder testades sedan på icke behandlad 
data insamlad med fetoskop innan den testades på förbehandlad data insamlad med fetoskop för att se förbehandlingens 
nödvändighet och prestation. Resultaten visar att det är skillnader mellan de två metoderna använda i denna studie, både när 
det gäller data insamlad med fetoskop och webkamera. SIFT och FAST visar potential av olika grad när det gäller att skapa en 
översiktskarta med data insamlad av webkamera. SIFT visade sig vara mer robust under alla tester inklusive data insamlad med 
fetoskop. SIFT presterade speciellt bättre under testen som omfattade få antal möjliga intressepunkter vilket är en fördel när 
det gäller data insamlad med fetoskop. SIFT lyckades också skapa översiktskartor med större area än FAST när förbehandlad 
fetoskopisk data testades. När det gäller SIFT så visade resultaten en förbättring när data insamlad med fetoskop förbehandlades 
men att ytterligare förbättringar är nödvändiga. 



 

ABSTRACT 
This is a study exploring how robust one feature descriptors, scale 
invariant feature transform (SIFT), and one feature detector, feature 
accelerated segmentation test (FAST), are in terms of handling 
fetoscopic acquired data when mosaicing. Today’s treatment of 
severe Twin-to-Twin Transfusion Syndrome at Karolinska 
University Hospital is fetoscopic guided laser occlusion of 
chorioangiopagous vessels (FLOC) where intersecting blood 
vessels causing a transfusion (Anastomoses) in between the fetuses 
are occluded. These blood vessels are located somewhere on the 
placenta. The fetoscopy includes navigation of a relatively large 
area where the field of view (FOV) is limited. The limited FOV 
during the fetoscopy makes it cumbersome to navigate and identify 
intersected blood vessels. The motivation of this study is to explore 
ways of dealing with the complications during FLOC by mosaicing 
an overview of the placenta that can be used as an assisting map to 
make the procedure safer by improving navigation of the fetoscope 
and identification of blood vessels during FLOC. In this study, the 
steps of mosaicing are defined based on mosaicing frameworks to 
explore how these methods perform in terms of being able to 
mosaic a map of the placenta. The methods have been tested on 
non-fetoscopic acquired data as well as fetoscopic acquired data to 
create a relative measure in between the two. Three tests on non-
fetoscopic data were performed to explore how well the methods 
handled mosaicing of data with distinctive characteristics.  The 
same methods were then tested on unprocessed fetoscopic data 
before being tested on preprocessed fetoscopic data to see if the 
results were affected by external preprocessing. The results showed 
that there were differences in between the methods. SIFT and FAST 
showed that they have potential of mosaicing non-fetoscopic data 
of varying extent. SIFT gave an impression of being more robust 
during all of the tests. SIFT especially performed better during the 
tests on data with few potential keypoints which is an advantage 
when speaking of fetoscopic acquired data. SIFT also managed to 
mosaic a larger area than FAST when mosaicing preprocessed 
fetoscopic data. Preprocessing the data improved the mosaicing 
when using SIFT but further improvements are needed. 

Keywords 
Mosaicing, Image stitching, Twin-to-Twin Transfusion Syndrome, 
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1. INTRODUCTION 
Twin-to-Twin Transfusion syndrome (TTTS) is a complication 
where a twin (donor) donates blood to a recipient twin (recipient). 
This can only occur if the twins are monozygotic (identical) and 
have a monochorionic placenta. TTTS does not occur in all cases 
of monozygotic twins with monochorionic placenta, it can only 
occur if the blood vessels, that are connected directly in between 
the twins (Anastomoses), are unevenly balanced and therefore 
causing an imbalanced blood flow such that the recipient receives 
more blood than the donor. 

The mortality of untreated TTTS is approximately 100%. The 
preferred treatment today is fetoscopic laser occlusion of 
chorioangiopagous vessles (FLOC) where the purpose is to occlude 
the blood vessels causing the transfusion and imbalance of blood 
circulation. These blood vessels are located somewhere on the 
monochorionic placenta. The overall survival is 75-85% of at least 
one fetus in cases where FLOC is used. The outcome of 
unsuccessful treatment is associated with downsides such as 
miscarriage, preterm birth, and posterior brain damage.  

The downsides of fetoscopic treatment of TTTS is reflected by the 
complications of being able to perform this treatment with a success 
rate of one hundred percentage. An increased success rate of TTTS 
would contribute to ethics as well as sustainability within 
healthcare and society. The complications during the surgery that 
potentially affects the success rate involves difficulties in 
navigation, uncertainties in identifying blood vessels and increased 
surgery time. This is due to the limited field of view (FOV) that the 
fetoscope is able to provide. Only a small percentage of the placenta 
is visible to the operator of the fetoscope at each point in time. The 
current state of the art when navigating the fetoscope during FLOC 
is that the operator creates a mental map and searches for guidelines 
within the scenery of the placenta. The guidelines and mental map 
is then used to navigate the fetoscope correctly during the surgery. 
From an operator’s perspective, if there is a way of not having to 
focus on creating a mental map for each specific case by instead 
directly having a map of the placenta, then this focus could be 
directed elsewhere to higher the success rate of TTTS treatments. 
Furthermore, a map would make it easier to confidently make sure 
that all the placenta has been carefully examined. The examining 
of the placenta using a map would possibly not only be safer but 
also faster than creating a mental map, memorizing it and then 
using it.  

Previous studies of extending the FOV explores mosaicing as a way 
of creating the map (mosaic). The goal of a complete system 
creating such a mosaic would help the operator navigate with more 
efficiency and give confirmation that the operator has scanned all 
the region of interest for interconnected blood vessels. The intended 
idea for a functioning mosaicing system in the context of FLOC 
would be that the operator of the fetoscope starts scanning the 
placentas region of interest during the initial stages of FLOC. The 
frames that results from the scanning are captured and processed 
using mosaicing algorithms. The mosaicing algorithms iteratively 
uses feature detectors, feature matching, and geometric 
transformations for registration of the frames into a map. The map 
is post-processed with e.g. blending techniques to enhance the 
quality of the resulting mosaic. The mosaic is located on an 
additional screen assisting the participants of FLOC before and 
during the occluding stage of the treatement. Successful mosaicing 
of an overview of the placenta would not have to interfere with the 
current workflow of FLOC, no external devices that needs to be 
sterilized or time-consuming interacting that affects the workflow 
of FLOC would be needed. A successful mosaic resulting in a map 
of the placenta could be more than just a map, this study is one part 
out of a two, where the other part researches real-time tracking 
during TTTS on such a map.   

Mosaicing has been researched and used within many different 
contexts with separate purposes e.g. document scanning [9][22], 
biometrics [21][24] and augmented reality [12][3]. Each area with 
their context-specific complications that effects the way and quality 
of mosaicing differently. This thesis foundation is the broad general 
process of mosacing. Every choice during each step of the process 
is motivated by the context-specific complications of fetoscopic 
acquired data. The purpose of this thesis is to explore the robustness 
of mosaicing when processing fetoscopic acquired data based on 
the available choices during the steps of mosaicing. The research 
question investigated based on the introduction is as follows, 

How robust is the mosaicing of data acquired during fetoscopic 
guided laser occlusion when using the SIFT feature descriptor and 
FAST feature detector?  



1.1 Limitations 
Optimization in regards of computational efficiency is not within 
the scope of this thesis. This thesis focuses on a reasonable best-
case scenario in regards of robust mosaicing given that the images 
acquired during FLOC are poorly suited for mosaicing. 
Optimizations of computational efficiency is a later stage down the 
process. Likewise, ways of refining the mosaic by implementing 
sophisticated blending techniques is not of this thesis interest. 

2. THEORY 
This chapter first describes the theory of mosaicing and clarifies the 
general process of mosaicing. The algorithms used in this thesis are 
motivated at each step of the process. Then the theories of the most 
important algorithms are presented. 

2.1 The process of mosaicing 
There exist multiple algorithms to achieve the goal of extending the 
FOV by mosaicing images. Different strengths and weaknesses are 
associated with different algorithms but the outer process for them 
are generalized in “A survey on mosaicing techniques” by Ghosh D 
et al [8]. Based on that, the process of mosaicing in this thesis is 
defined as the following steps: preprocessing, registration & 
reprojection, stitching and blending. 

2.1.1 Fetoscopic Preprocessing 
The step of preparing images to be suited for mosaicing, fetoscopic 
images have a certain characteristic that should be processed 
accordingly to the needs of algorithms used when mosaicing. In this 
thesis preprocessing fetoscopic images includes cropping out 
region of interest, noise reduction, camera calibration and specular 
reflection removal.  

2.1.1.1 Camera calibration 
Camera calibration includes the use of intrinsic and/or extrinsic 
camera parameters to deal with camera defects, e.g. lens distortion, 
and therefore enhance the success rate of mosaicing. Some 
fetoscopic images includes lens distortion (barrel distortion) 
because of its fish-eye lens, the use of calibration are ways of 
dealing with these fetoscopic camera distortions. The calibration 
should be done in a fluid with characteristics like the amniotic fluid 
where the images are acquired. The fetoscope used for acquiring 
data has not been able to be calibrated. This will be considered in 
the results and discussion, especially since camera calibration 
should be considered as not having calibrated the camera and 
undistorted the images could affect the result [14]. 

2.1.1.2 Specular reflection & noise removal  
Fetoscopic images may contain specular reflections from the wet 
surface of the placenta. The specular reflections can have the effect 
of limiting the feature extraction and matching by giving “faulty” 
pixel values. This could be dealt with using a specular reflection 
removal method [14]. The images also contain noise from the 
limited amount of fiber optic bundles resulting in poor image 
quality. There are also noise in the form of particles floating around 
in between the fetoscope and the placenta. This thesis adapts a 
slight variation of the methods for preprocessing applied in [11]. A 
Gaussian filter is used for noise reduction then a Laplacian of 
Gaussian (LoG) for detecting edges and removing nonuniform 
illumination. The Gaussian filter is applied first as LoG is sensitive 
to noise.  

2.1.2 Registration 
Image registration is the way of matching and aligning two or more 
images of the same scene by geometrically (spatially) transforming 
them. This is done by geometrically transforming the images into a 

desired and common reference coordinate system. In this thesis, the 
registration is done iteratively as the number of input images are 
more than two. The registration step is a procedure containing the 
steps: feature detection & description, feature matching, mapping 
function design and reprojection: image transformation and 
resampling. [26] 

2.1.2.1 Feature Detection & Description 
The aim of this step is to find points or features that has a high 
probability of being matched in different overlapping images. The 
images could for example be sensed at different times or from 
different viewpoints and feature should still be found, the measure 
of how well a detector does this is defined as the repeatability of a 
detector. 
The detection step can be divided into spatial domain-based and 
frequency domain-based algorithms. Spatial domain-based 
algorithms find correspondences in between images using 
properties of pixels. Frequency domain-based algorithms uses 
phase correlation for image registration. While frequency domain-
based algorithms are computationally efficient they also are 
sensitive to noise [17]. Hence the often more noise-resistant, and 
more commonly used within fetoscopic mosaicing, spatial domain-
based algorithms are of this thesis interest. Spatial domain-based 
algorithms can be divided into feature- and area-based. Area-based 
algorithms looks for similarities within “windows” in images, 
however they are not considered in this thesis as they have 
tendencies of false matching when the sensed scene includes 
repetitive patterns [6]. Feature domain-based algorithms can either 
be based on lower- or higher-level features, the difference is in the 
descriptors of the features that are to be extracted. Frequently used 
low-level features are for example corners, blobs and edges. 
Higher-level features normally are more describing and may be 
more context-specific for solving the mosaicing problem in that 
they may describe shapes that suits the context better than lower-
level features would. The downside is that describing features 
further than the lower-level feature algorithms results in a larger 
complexity in describing consistent context specific shapes. In this 
thesis, the lower-level feature detector and descriptor SIFT and the 
lower-level feature detector FAST are used. The SIFT is used 
because of its robustness, invariance to rotation and scale, and 
because it has been used within the context of fetoscopic acquired 
data before [13][7]. FAST is chosen for its robustness and potential 
for computational efficiency [20]. FAST features are described 
using fast retina keypoint descriptor (FREAK) motivated by its 
potential for computational efficiency. Together SIFT and FAST 
captures a wide range of low-level descriptors and detectors with 
varying characteristics in regards of efficiency and robustness. 

2.1.2.2 Feature Matching 
The purpose of this step is to find the correspondent features within 
the two different images of the same scene. Parameters used could 
include feature descriptors, similarity measures and spatial 
relationship among features [26].  

In this thesis, a match in between SIFT features is, as traditionally, 
found by nearest neighbor which is defined as the minimum 
Euclidean distance of the SIFT invariant descriptor vectors [13]. It 
is only a match if the ratio between the nearest neighbor and the 
second nearest neighbor is below an empirically calculated 
threshold. Best-bin-first (BBF) could be used for having a higher 
probability of finding the nearest neighbor as fast as possible. 
According to Lowe, BBF has a chance of missing matches, hence 
it will not be used in thesis.  



Additionally, in this thesis a match in between FAST features are 
found by the minimum Hamming distance of the FREAK 
descriptor vectors of FAST features. Hamming distance in between 
FREAK vectors are calculated by taking the sum of the XOR 
operator in between the two potential corresponding FREAK 
vectors, for information on how FREAK describes a keypoint see 
“FREAK: Fast retina keypoint” by Alahi A et al [2].  

2.1.2.3 Mapping function design 
Having found pair-wise correspondence between features, the 
parameters and functions of the geometric transformations are 
estimated. The purpose of this step is to select what kind of 
mapping function is required for the task and estimate its 
parameters. The function is to be selected depending on the 
expected distortion caused by the change of camera position in 
between the images to be mosaiced. The majority of 2D mosaicing 
applications where the camera is hand-held are using the most 
general case of transformations, projective transformation also 
known as homography [8][4]. This means that images of the same 
scene are related if the scene can be assumed to be planar or if the 
camera rotates around its own optical center. Other types of 
transformations include translation, similarity, and affine 
transformations.  
Similarity transformations, 4 degrees of freedom (DOF), can 
translate, rotate and scale images, hence only used when the camera 
has a similar motion or as complement to other transformation 
methods. Two correspondence points are needed for the matrix to 
be computed. Affine transformation, 6-DOF, can do the similarity 
transformations, squeeze and shear images. Three correspondence 
points are needed to compute the transformation matrix. Projective 
transformation, 8-DOF, can do the affine transformations and 
perspective projection. At least four correspondence points are 
needed to compute the transformation matrix [5]. It should be said 
that 4 corresponding points do not always generate a good 
homography as they might be locally good but not for the entire 
plane. 

In studies concerning fetoscopic images it turns out that projective 
transformations are frequently used [16] [11][7][23] and at least 
one study  used affine transformations [18]. Affine transformation 
can be used in cases where the perspective distortion is small, this 
doesn’t perfectly conform to images of fetoscopy. This thesis uses 
projective transformation because it’s the standard when mosaicing 
hand-held acquired data, it’s the most general case of 
transformation and most commonly used within this thesis context.  
When having corresponding features in overlapping images and a 
mapping function the matrix for solving homography is estimated. 
This can be done by using e.g. Random Sample Consensus 
(RANSAC) or Least Median of Square (LMS) together with single 
value decomposition (SVD). RANSAC and LMS are methods for 
estimating a robust homography. In alignment with related work, 
this thesis will be using RANSAC, see 2.4 for more information on 
RANSAC. RANSAC is a solid method for estimating homography 
according to [1][15].  

2.1.3 Reprojection: Image transformation and 
resampling 
In this step, the mapping function is used to transform images into 
the reference coordinate system and registering the images. 
Reprojection includes the way for doing this mapping and 
resampling. This thesis uses inverse warping as it’s more stable 
than forward warping in a general case, i.e. the inverse of the 
homography matrix is used. For resampling, bilinear interpolation 

is used for non-integer coordinates to get values that are 
proportional in both x- and y-direction. 

2.1.5 Stitching and Blending 
This is where the overlapping images are merged. Pixel values 
where the images don’t overlap are kept. Where the images 
overlaps, a decision where to make a seam that divides pixel values 
saved from the reference image with pixel values of the 
transformed image. No optimal seam-line algorithm will be applied 
as it’s beyond the scope of this thesis but it should be stated that 
there are ways of optimizing the seam-line. 

Despite optimizing the seam-line, most often the rendered images 
contain seams due to geometric and photometric registration 
inaccuracies. This error could be treated with additional blending 
techniques to enhance the quality of the final image. The method in 
this thesis overlays the intensity values of the two overlapping 
without using any blending technique. 

2.2 Scale-invariant feature transform 
First step in Lowe’s SIFT [13] is to calculate the gaussian scale 
space in preparation of making it scale-invariant. The scale space 
consists of octaves which contains scales. A scale is the image 
smoothed by a gaussian function by multiplying the standard 
deviation σ with a specific factor k. In this thesis, according to 
Lowes recommendations, the scales within every octave are 
calculated by multiplying the standard deviation σ by a factor of 
!" = √2" in between every scale, where x = 1 for the first scale in 
the first octave and then x incremented by 1 in between each scale. 
Then for a new octave, x is reset to the initial x of the previous 
octave and doubled in-between octaves to compensate for 
downsampling. The image is downsampled in between each octave 
by removing the pixel values at every second row and column 
within the image.  The scale space originally contains as many 
octaves as possible, hence the number of octaves is dependent on 
the resolution of the image.  The scales within the first octave has 
the same resolution as the original image. When all the scales 
within an octave has been blurred, adjacent scales are subtracted 
with one and another resulting in the DoG of the image. This is the 
final set of scales for that octave.  
The reason Lowe uses DoG is because it is a strong approximation 
of the LoG which is required for true scale invariance, see [13]. 
Local extrema are then found as potential keypoints. This is done 
by comparing a sample point with its eight neighbors in the current 
scale as well as with its nine neighbors in the scale below and 
above, in total 26 comparisons. The point is extrema if it’s smaller 
or larger than all the points it was compared to.  

Lowe’s algorithm then evaluates the potential keypoints in how 
well they are contrasted as well as if they are located badly on an 
edge so that they are not useful. If the potential keypoint located 
that way or not contrasted well, these complications means that the 
potential keypoints could be sensitive to noise. To counter bad 
contrasted keypoints, second order Taylor series expansion of DoG 
function is used to better localize extrema. The extrema are located 
at the derivate of the Taylor series expansion of DoG with respect 
to x = (x, y, σ) where it is equal to zero, if the resulting value in any 
dimension is larger than 0.5 for a keypoint, then that’s an indication 
that it is related to another keypoint. If not, then the keypoint is 
discarded if the value (intensity) of the extrema used in Taylor 
series expansion of DoG is larger than an intensity threshold. The 
fact that they have a large principal curvature across the edge but a 
small one in perpendicular direction is used to discard keypoints 
that are located badly on an edge. The principal curvatures are 
calculated using 2-by-2 Hessian matrix (matrix containing partial 



derivates of the Taylor series expansion of DoG). The ratio of the 
eigenvalues of the Hessian matrix gives the needed information. If 
the ratio of the eigenvalues is greater than an edge threshold, then 
the keypoint is discarded. 

When the keypoint is confirmed a keypoint, orientation assignment 
which makes the algorithm rotation-invariant is performed. 
Gradient magnitude and orientations are computed by using pixel 
differences in the local neighborhood around the keypoint. This is 
done for every pixel in a neighborhood around the keypoint. It’s 
done using the DoG images at the keypoint’s scale to keep scale-
invariance. The results from each pixel in the neighborhood is 
added to a 36-bin histogram so that its weighted by the gradient 
magnitude and a gaussian circular window with 1.5*σ of the 
keypoints scale, each bin covers 10 degrees. The gaussian circular 
window is used to make sure that sensitive points further away from 
the keypoint has less impact on the magnitude. The dominant 
orientation with the maximum value as well as all orientations that 
are within 80% of the maximum value is then selected. The 
maximum is then interpolated with its two neighbors for fitting. If 
many orientations are selected, one keypoint for every orientation 
is created with same location and scale. The final descriptor, 
described below, is then oriented according to the keypoints 
calculated dominant orientation to achieve rotation-invariance. 

A feature descriptor vector is then calculated by a 16-by-16 
neighborhood around the keypoint. The neighborhood is divided 
into 4-by-4 blocks which results in 16 blocks. An 8-bin histogram 
is created for each block, the histogram is weighted by the gradient 
orientation and gaussian circular window. The values of each 
histogram are stored into a vector of 128 element (4x4x8). 
Additional steps can be added to improve invariance even further 
against intensity for example. 

2.3 Features from accelerated segment test  
The Fast corner detector by Rosten and Drummond [19, 20] uses a 
Bresenham circle with the radius of three (rasterized circle of 16 
pixels) around a potential corner p. The condition for determining 
if p is a corner says that p is a corner if there are n contiguous pixels 
in the circle which have a higher intensity value than the potential 
corner pixel Ip + t or a lower intensity value than Ip – t where t is a 
threshold. If the condition is false, then p isn’t a corner. To speed 
up the algorithm, FAST only tests the pixels at the four compass 
directions of the circle. If p is a corner, then 3 out of the 4 compass 
direction pixels in the circle must be of higher intensity value than 
Ip + t or lower intensity value than Ip – t. If the initial condition is 
true, then FAST looks for contiguity in the rest of the pixels within 
the circle while if it’s false, then p can be overlooked as it’s not a 
corner. The intensity values of the 16 pixels of the circles 
containing a corner are stored in a vector. The vectors are sorted by 
the mean intensity value of the circles to be able to perform binary 
searches for speeding up the feature matching. Features are also 
marked as positive or negative. Positive features are those where 
the contiguous pixels are of higher intensity than Ip and negative 
features those where the contiguous pixels are of lower intensity 
than Ip. This is an advantage when comparing features in regards of 
efficiency as positive features don’t have to be compared with 
negative features.  

2.4 Random Consensus Sample  
RANSAC or variations of it is the standard method for robustly 
estimating the parameters of the 3-by-3 homography matrix [8]. As 
described in “A survey of planar homography estimation 
techniques” by Agarwal A et al [1], the algorithm first optionally, 
deny some outliers by using a similarity measure, e.g. sum of 
squared difference in between matching features to lower the 

number of iterations. The algorithm then iteratively uses at least 4 
pairs of random correspondences from the two images to be 
registered. The points are used to compute the homography matrix 
by using SVD to estimate the equation described in 2.5, see [10] for 
a description of SVD. The correspondences are then noted as inliers 
if they conform depending on a distance threshold and outliers if 
they don’t. The homography matrix with the dominating or 
sufficient number of inliers is recomputed if needed and used. 
There are at least four things to take into consideration when using 
RANSAC in regards of performance and accuracy: How many 
iterations can be afforded to find the matrix with dominating 
number of inliers (assuming there are enough matches)? How many 
inliers are enough for considering the computed matrix as 
sufficient? What distance threshold to use for determining if a point 
is an inlier or outlier? How many nearby points are needed?  

2.5 Projective Transformation 
Projective transformation is used as it contains the most general 
case of all transformations. In addition to translation, rotation, 
scale, shear, squeeze it also handles perspective projections of 
planes [5]. Projective geometry uses homogenous coordinates. A 
cartesian point (x,y) within an image is described as (p*x, p*y, p*1) 
in homogenous coordinates where p ≠ 0. A point expressed in 
homogenous coordinates (x1, x2, x3) can be described as (x1/x3, 
x2/x3) in cartesian coordinates. As mentioned in 2.1.2.3, the 
corresponding points (at least 4 pairs) in two images to be 
mosaiced, acquired by the feature matching, is used to estimate the 
homography matrix H. Then any point in the corresponding image 
can be described in terms of the referenced image as h(x) = Hx 
where h(x) and x are represented in homogenous coordinates, this 
is computed as described in [1]. 
 
This is the constraint for solving homography h(x) = Hx:  
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Divide x and y by z to get inhomogeneous coordinates: 

&'. = /00"0	2	/0340	2	/05*0
/50"0	2	/5340	2	/55*0

  

 ('. = /30"0	2	/3340	2	/35*0
/50"0	2	/5340	2	/55*0

 

Set Z = 1 (as the scale doesn’t effect homogenous coordinates, only 
ratio) and rearrange: 

&'. ℎ-,&, + ℎ-'(, +	ℎ-- = 	ℎ,,&, +	ℎ,'(, +	ℎ,-	 
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Rearrange so that 7"8ℎ = 0 and 748ℎ = 0 where 

ℎ = 	 (ℎ,,, ℎ,', ℎ,-, ℎ',, ℎ'', ℎ'-, ℎ-,, ℎ-', ℎ--)8 
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74 = (0, 0, 0, −&, −(, −1, (.?, (.@, (.)8 

With the corresponding points the linear equation Ah = 0 is used 
where 
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N is the number of matches; each corresponding pair corresponds 
to a 2-by-9 submatrix inside A. The unknown parameters of h can 
then be estimated using SVD for solving homogenous linear least 
square problem [1]. As previously stated, this thesis uses SVD 
together with RANSAC for robust estimation of homography. see 
2.4. The problem with solving homographies for multiple 
consecutive images when mosaicing is that a “dead reckoning” 
error that accumulates could be introduced because of various 
distortions [5]. The error accumulates in between each stitch 
resulting in poorly estimated homographies because of mismatches.  

3. METHOD 
In this chapter, the methods used for acquiring results from the 
defined mosaicing process are described. The methods used 
includes initial observation, tests on simulation acquired data, and 
tests on fetoscopic acquired data.  

The simulated tests are performed for having comparable results 
with the test results from fetoscopic acquired data. This will both 
answer for how well this methodology performs in a general case 
and how well it performs during the context specific complications 
of FLOC acquired data. The difference in performance between the 
two sets of data, acquired from simulation and FLOC, will help 
discussing and understanding FLOC acquired data in relation to 
this methodology. It should also be said that simulation acquired 
data were initially used because of lacking FLOC acquired data, it 
was not until a later stage in the process data from FLOC was 
available. 

As the outcome of the mosaicing differs every time, despite using 
the same data, each test on the different datasets were performed 3 
times iteratively, the extracted results from the tests were then 
averages. From the average number of iterations on each dataset the 
number of successful stitches and maximum consecutive mosaiced 
images were measured. In addition to this, the number of features 
detected per image, matches per stitch and inliers per stitch were 
measured to compare ratios in between the detectors and datasets. 
Additionally, this was done to answer under what conditions the 
algorithms perform and when they do not perform. These measures 
were also chosen to express the processed data in mosaicing terms. 
The measures were also used to optimize the parameters of the 
algorithms. If complications occur during any test, then parameters 
of the detector, descriptor, matching algorithm and RANSAC was 
empirically decided by iterating reasonable parameter values 
through and choosing the ones that gives highest ratio of maximum 
successfully mosaiced images and total processed images. 

The framerate of all tested data was 30 fps, however not all frames 
were used. Lesser number of frames results in a lesser overlapping 
region between the images to be mosaiced, hence less 
computations, but this in tradeoff for lower probability of number 
of matching feature pairs that are inliers, most often. A larger 
number of frames results in more computations but higher 
probability of finding feature matches that are inliers, again, the 
best-case scenario for accuracy over speed was chosen, every 30th 
frames was sufficient as a base, this resulted in an overlapping of 
50-100% in each stitch during the tests of the datasets used in this 
thesis. Both the resolution and the overlapping region can be 
optimized in regards of speed but it is beyond the scope of this 
thesis. However, the number of frames processed were adjusted 
during some of the tests as this retrieved a more desirable result.  

3.1 Initial observation 
The purpose of the initial observation was to take notes of the 
current workflow during FLOC and how they operate the 
fetoscope. This was to be used for developing of methods that 

would be tested. During 2 hours of observation of TTTS FLOC 
surgery decisions for how to acquire the data and how to shape the 
tests were made, see 3.3. 

3.2 Simulated tests 
This section describes the way simulated data was tested, acquired 
and hardware used. 

3.3.1 Tests 
The datasets had different purposes to see how the algorithms 
handled different complications. The scenery viewed in all three 
datasets were close to planar. The camera was always hand-held to 
create irregularity in the motions of the camera. The trajectories of 
the camera varied in between the datasets to see any difference in 
performance in that regard. 

Dataset 1 contained a large variation of shapes and contours with 
high possibility of being successfully mosaiced. A camera was 
mounted on a fetoscope replica with the same length as the 
fetoscope (30 cm). This was done to recreate a similar camera 
motion as used during FLOC. The replica was controlled through a 
hole located above the scene and therefore restricting the camera 
motion the same way a fetoscope is restricted during FLOC. The 
first dataset was recorded using a circular trajectory of the camera. 
Dataset 2 contained a lot of potential features, the features were 
repetitive, which would answer for how well they handled 
repetitive patterns without causing false matches. The trajectory of 
the fetoscope replica during acquisition of dataset 2 were more 
distorted than on dataset 1, it included more irregular motions. 
Dataset 2 was also acquired so that it would result in a mosaic with 
larger resolution to see how the algorithms handled accumulation 
errors when mosaicing larger mosaics. Finally, the dataset 3 was 
recorded to imitate the conditions of fetoscopic mosaicing in that 
there is very few potential features, few corners, and only a couple 
of edges which could result in faulty features. The scenery of 
dataset 3 contained a couple of drawn edges on a white paper 
replicating blood vessels in the fetoscopic images. 

3.3.2 Data and data acquiring 
The data used during the simulated tests were of image resolution 
320x240 as this was close to the highest resolution possible that 
could be cropped out from the FLOC data. This resolution was 
chosen as feature detectors has better accuracy at higher resolutions 
[25]. However, a higher resolution results in a larger number of 
computations which might not be optimal for the workflow of 
FLOC. As this is an explorative thesis, not focused on optimizing 
the resolution, the highest resolution was chosen to create a best-
case scenario in regards of accuracy of feature detection but not a 
best-case scenario in regards of speed, 340x240 is already a 
relatively low resolution. 

3.3.3 Hardware 
A Microsoft studio LifeCam was used for capturing the images. It 
had the required specifications mentioned in 3.3.1, as well as good 
possibilities of being mounted on a fetoscope replica for simulating 
the camera motion during FLOC. Autofocus was turned off. 

3.3 Tests on fetoscopic acquired data 
This chapter describes the methods used for tests on fetoscopic 
acquired data, the acquiring of the data and the hardware. 

3.3.1 Tests 
The tests were first applied on non-preprocessed fetoscopic 
acquired data to get results comparable with the preprocessed and 
simulated data. The result was expected to be very poor but this test 
was done to underline the difference and explore complications of 
fetoscopic acquired data. It was also used for being able to adapt 



the parameters of the algorithms properly. The tests on this data 
aims to underline that the result is not only dependent on the choice 
of feature detectors. 

Then the data was preprocessed by removing non-uniform 
illumination, specular reflections by using Gaussian filter and LoG 
filter. After that the same sequence of fetoscopic data was tested as 
previously. 

3.3.2 Data and data acquiring 
The data used in these tests was captured during a TTTS FLOC at 
Karolinska University Hospital - Center for Fetal Medicine where 
TTTS is treated. The data was acquired by an operator capturing 
the fetoscopic video using a laptop connected to a USB capture card 
which was connected to Karl Storz – Endoskope monitor via DVI. 
The data was acquired from an external computer to not interrupt 
with the Karl Storz system during surgery. The operator was told 
to “scan” the region of interest of the placenta. 

As stated in 3.2.1 the data was of resolution 1920x1080, but 
automatically cropped to 320x240 by the mosaicing process 
application developed for these tests. The data was acquired of a 
framerate of 30 fps but only every 8th (instead of every 30th) frame 
was used as this proved to be sufficient. 

 
Figure 1. Picture showing the capturing of data during FLOC 
at Center for Fetal Medicine Karolinska University Hospital 

3.3.3 Hardware 
A Lenovo yoga 2 laptop was connected to the Karl Storz – 
Endoskope system via a capture card and a DVI cord. The camera 
head used for the system was 3-CCD HD-camera head H3-Z for 
Image 1 HUB HD with a wide angle fetoscope. 

3.4 Implementation 
Here the implementation of the mosaicing process as well as the 
tools used for doing so are presented. 

3.4.1 Code 
For these tests, an application using the algorithms mentioned 
previously for performing the process of mosaicing was developed. 
The data input to the application was either directly from the 
Microsoft LifeCam or data stored on a hard drive. Algorithms 
implemented were FAST, SIFT, Euclidean distance, SAD and 
RANSAC with SVD for estimating homography. The 
implementation was done using MATLAB, MATLAB Toolbox, 
and VLfeat.  

3.4.1.1 Base parameters of SIFT 
The base parameters of SIFT that were used during implementation 
are the same as Lowe’s recommendations. According to Lowe, the 
algorithm is most effective in regards of repeatability when σ = 1.6 
and number of final scales per octave equals 3. Lowe uses “contrast 

threshold” 0.03 based on results from various kind sample images. 
The edge threshold was set to 10. The maximum number of octaves 
was used to capture as much as possible. Feature matching ratio to 
second nearest neighbor was set to 0.8. 

3.4.1.2 Base parameters of FAST 
The base parameters used when initializing the testing were a 
Bresenham circle of 16 pixels, with n = 12 continuous pixels 
needed and intensity threshold t = 0.1. These parameters were based 
on the original implementation of FAST by Rosten and Drummond. 

3.4.2.3 Base parameters of RANSAC 
Experimentally the random sample size was set to 4, number of 
max iterations = 1000, normalized Euclidean distance threshold = 
6, and min 4 inliers. 

3.4.2 User interface 
A user interface was created for fast testing. It was made as simple 
as possible with an on/off button to start mosaicing. There was also 
a switch button for either acquiring data from a connected camera 
or from the hard drive. The program presented the finished mosaic 
and all mosaics in between every stitch. 

4. RESULTS 
In this section, the results from the tests are presented. First the 
simulated tests are presented, the results from each dataset will be 
presented individually using FAST and SIFT. Then results from the 
non-preprocessed fetoscopic acquired data are presented before the 
results from using preprocessing. Every set has been averaged over 
3 iterations of the same sequence. 

4.1 Simulated tests 
Here are results gathered during the simulated tests from three sets 
of data presented. Dataset 1 represents the dataset where the 
trajectory of the camera motion is circular. The scenery contains 
various shapes and contours. Dataset 2 represents the set with a 
repetitive pattern, irregular camera motions and a larger resolution 
mosaic. Dataset 3 is the set which simulate images captured of a 
placenta by an actual fetoscope in that the scenery looks alike (few 
edges drawn on a paper). For more information regarding the 
datasets purposes, see 3.3.1. The parameters of each method and 
the number of processed frames were empirically optimized to 
maximize the number of consecutive successfully mosaiced images 
with respect to number of processed frames. The parameters were 
not optimized if the tests resulted in fully complete mosaics using 
base parameters.  
The overview of the results from the simulated tests shows that both 
algorithms have potential of mosaicing when there are a lot of 
features, matches and inliers found. SIFT had better results 
compared to FAST during the simulated tests when looking at 
maximum consecutive mosaiced images and number of stitched 
images with respect to number of processed images.    

In table 1 is a summarization of the results from the simulated tests. 
Note that the number of maximum consecutive mosaiced images or 
mosaiced images are not directly comparable since different 
number of frames has been used for different sets of data and 
algorithms. Rather, the intended idea is to compare the ratios. 



4.1.1 Simulated tests using SIFT 
For dataset 1 using the base parameters, defined in 3.4.1.2, resulted 
in all images being successfully mosaiced. Table 1 shows that SIFT 
provided an average of 14 out of 14 consecutive images 
successfully mosaiced on dataset 1. The average number of features 
were 398, then the number of matches per stitch were 143 after 
performing nearest neighbor matching.  Then 138 (96%) out of the 
143 matches were inliers, which is far over the required 4 pairs of 
corresponding points needed. The resulting mosaic from dataset 1 
using SIFT has little too none decomposition, vague seamlines are 
visible despite the lack of more advanced blending techniques, see 
Figure 2. The SIFT algorithm shows potential in successful 
mosaicing when using a circular motion of the camera as well as 
when the scene contains large number of features from various 
kinds of shapes in the scenery. See Figure 2. 

 
Figure 2. A resulting mosaic from test on dataset 1 using SIFT 
During tests on dataset 2 the parameters of SIFT remained 
unchanged. All the 13 images were successfully mosaiced for every 
iteration of dataset 2. There were more features, 569, compared to 
dataset 1 as well as a larger number of matches 460. However, the 
number of inliers, 127, was decreased, despite the increased 
number of features and matches, 28% of the matches were inliers. 
The number of RANSAC iterations were increased to 10000 to 
improve the ratio of inliers with respect to matches, the repetitive 
pattern resulted in relatively many false matches which was shown 
by few inliers compared to matches. This resulted in faulty 
homographies. It was not until after updating the number of 
iterations on RANSAC that SIFT mosaiced all the images during 
all of the iterations. The resulting mosaic is considered accurate in 

regards of this thesis. There is some blur introduced in the 
overlapping regions because of averaging of the intensity values 
and an accumulation error which can be seen by looking how the 
flowers isn’t perfectly aligned vertically, especially in the top left. 
The zig-zag trajectory of the camera motion makes the mosaic 
restore itself from the accumulating error during the last couple of 
images of the sequence which are seen in the top right corner of 
Figure 3.   

 
Figure 3. A resulting mosaic from test on dataset 2. The 
reference frame is framed. 
Dataset 3 contained 17 images of a sparse scene with few potential 
feature points. Using the base parameters resulted in only 3 
consecutive images mosaiced from dataset 3, the parameters of 
SIFT were adapted. The base edge threshold of SIFT denied 
features along edges which returned bad results because dataset 3 
contained majorly edges and nothing much else. Empirically 
iterating through a span of reasonable values for the edge threshold 
showed that the value of 60 optimized the edge threshold in terms 
of maximum consecutive mosaiced images with respect to 
processed images. The contrast threshold was set to 0.04 to prevent 
some bad features from being detected by illumination reflections. 
SIFT managed to mosaic 15 images in total with a maximum of 8 
consecutive mosaiced images after applying the changes. The 
average number of features detected were 148. The number of 
matches in each stitch resulted in 24. Then 18 out of the 24 matches 
proved to be inliers, this is a ratio of 75%. The mosaics contained a 
greater accumulation error which resulted in poorly aligned 
mosaics.  

4.1.2 Simulated tests using FAST 
Overall, FAST had a lower score than SIFT in terms of ratio of 
total number of mosaiced images and total number of processed 
images when comparing the same datasets individually.  

Table 1. The results from using SIFT and FAST on 3 different simulated datasets, the results are averages of 3 iterations. 
Feature 
Detector 

Dataset # 
Images 

# 
Mosaiced 

images 

Mosaiced 
images/Images 

(%) 

# Max 
consecutive 
mosaiced 
Images 

Consecutive 
mosaiced/ # 
images (%) 

Features/Stitch Matches/Stitch Inliers/Stitch 

SIFT 1 14 14 100 14 100 398 143 138 

SIFT 2 13 13 100 13 100 569 460 127 

SIFT 3 17 15 88 8 47 140 24 18 

FAST 1 14 13 93 9 64 86 37 21 

FAST 2 46 46 100 46 100 342 165 85 

FAST 3 17 8 47 3 18 11 5 4 

 



During tests on dataset 1 the base parameters of FAST were kept. 
Any change in the number of frames resulted in a lesser ratio of 
mosaiced images versus processed images, so the initially 
framerate of 30 was kept. It resulted in 13 out of 14 images being 
mosaiced, 9 of those were mosaiced consecutively. The number of 
features were 86 while each stitch included an average of 37 
matches out of which 21 (58%) were inliers.  A mosaic of 9 
consecutive matches is presented in figure 4 below, it is missing 
the first and last couple of frames of the sequence as seen if 
comparing with SIFT’s mosaic from data set 1. The including 
frames shows a somewhat accurate mosaic.  

 
Figure 4. The result of mosaicing dataset 1 using FAST 

Processing dataset 2 showed the best potential in regards of the ratio 
of consecutive images and processed images for FAST, 100% of 
the images were mosaiced. The total number of features resulted in 
342. Then 165 matches and 85 (51%) inliers were found. The 
mosaics contained major distortion and inaccuracy in between the 
frames, they do not have the smooth transitions of SIFT, see figure 
5 below.  

 
Figure 5. The result of mosaicing dataset 2 using FAST 

FAST performed poorly on dataset 3, not many corners were 
present and iterating through the parameters did not change 
anything as there were few corners in the images. Averaging at 11 
corners per image FAST succeeded to find 5 matches in each stitch 
while 4 of those were inliers. A maximum of 3 consecutive images 
were mosaiced. FAST had troubles handling the edge dominant 
scenery. 

4.2 Results from fetoscopic acquired data 
using no preprocessing 
This title touches upon the comparable results using no pre-
processing and preprocessing when mosaicing fetoscopic acquired 
data.  

4.2.1 Non-preprocessed fetoscopic data using SIFT 
The fetoscopic acquired data included 608 images in total. The in 
average 107 features, detected by SIFT together with Euclidean 
distance, produced 10 matches in each stitch while 5 (50%) of those 
were inliers. The few inliers that were found turned out to be false. 
Below, in Figure 5 is a sample image showing 6 false matches and 
1 accurate in between two images trying to be stitched, this from 
the fetoscopic acquired dataset. Most of the attempted stitches 
during the non-preprocessed fetoscopic acquired data included 
false matches like the ones shown in Figure 6. Few of the 
complications with fetoscopic acquired data can be seen in this 
figure. There are not much potential features in the scenery, there 
are specular reflections, there are noise and there are traces from 
the fiber optic bundles affecting the quality. There were 30 images 
successfully mosaiced out of the 608 processed images with a 
maximum of 2 consecutive images. No changes of the base 
parameters improved the result.  
 

 
Figure 6. Showing a majority of false matches when trying to 
mosaic fetoscopic acquired data 

4.2.2 Non-preprocessed fetoscopic data using FAST 
FAST didn’t manage to stitch any of the 608 images. It found 36 
features in average. The number of matches per stich were 16 (false 
matches) where 5 out of those were faulty inliers which resulted in 
inaccurate homographies. No changes of the base parameters 
affected the result in regards of maximum consecutive mosaiced 
images with respect to the number of processed images. 

4.3 Results from fetoscopic acquired data 
using preprocessing 
The results from the preprocessing is presented below. First results 
shown from the preprocessing step is presented using LoG and 
DoG. Then the results from the mosaicing process with the now 
preprocessed data. 
In the top-left image of Figure 6 is the unprocessed image, traces 
from the limited amount of fiber optic bundles are affecting the 
image quality. Then specular reflections as well as non-uniform 
illumination are present. The second image in the top right of figure 
6 has been processed using a gauss filter for smoothing the image, 
removing the traces of the limited amount of fiber optic bundles 
and the noise caused by floating particles in between the camera 
and the placenta. The Gaussian filtered image is of greater use with 
LoG since LoG is sensitive to noise. In the image below the 
implemented LoG filter can be seen, it detected the blood vessels, 
some of the noise remained present in the images and some of the 
blood vessles were filtered out, see Figure 6. The size of the kernels 



and σ was iteratively optimized for the filters, this to produce the 
maximum of consecutive mosaiced images. 

 
Figure 7. Top-left is an unprocessed grayscale image.  Top-
right is a smoothed image using Gaussian filter. The one below 
is a LoG filtered image. 

4.3.1 Preprocessed fetoscopic data using SIFT 
For the same reason when testing dataset 3, the edge threshold was 
increased to 60 because of the low number of features resulting in 
few potential matches. The other parameters remained unchanged. 
The 608 processed images resulted in 151 stitched images, the 
maximum number of consecutive mosaiced images were 4. The 
average number of features detected were 506. In average 5 
matches and 3 inliers (60% out of the matches) per image were 
found. The average number of inliers were below the criteria for 
being able to estimate homography. A distorted mosaic using the 
preprocessing is presented in Figure 7.  

 
Figure 8. A distorted mosaic using SIFT on preprocessed 

fetoscopic acquired data 

4.3.2 Preprocessed fetoscopic data using FAST 
FAST showed no improvement despite the preprocessing. The 
defined parameters of FAST were iterated through as well as the 
sigma and kernel size of LoG and Gaussian filters. The result 
remained the same as for the non-preprocessed data in regards of 
maximum consecutive mosaiced images with respect to the number 
of processed images.  In average 10 features detected per image 
with 4 matches and 2 of those being inliers. 

4.4 Features 
Features per stitch during the simulated tests shows that there is a 
correlation between the number of features found and the ratio of 
mosaiced images with respect to processed images, they were 

“good” features. This was true for the simulated tests. However, 
during the tests on non-preprocessed fetoscopic data many of the 
features were detected for SIFT but the ratio of mosaiced images 
and processed images were low despite a large amount of 
keypoints. The correlation plot shows that the features found by 
SIFT and FAST during the fetoscopic tests were not sufficient 
features but that it found features, see Figure 9 below. 

 
Figure 9. Y-axis is percentage of mosaiced images with respect 
to number of processed images. X-axis is the average number 
of features. Blue dots represents tests SIFT. Orange dots 
represents tests FAST. Dots with a black dot is tests on 
fetoscopic data. 

4.5 Feature Matches 
For datasets where the average number of matches were higher than 
16 it seems like the percentage of number of mosaiced images with 
respect to the number of processed images were increasing. For a 
lower number of matches it seems like the methods used does not 
mean that it will result in more successful stitches. Both SIFT and 
FAST had results where the number of matches were lower than in 
other cases but still the ratio of number of mosaiced images with 
respect to number of processed images was higher than for some 
with a higher number of matches. The chart below shows that few 
matches can result in successful stitches but according to the result 
a higher number of matches is superior. The algorithms did not find 
many matches during tests on fetoscopic data in comparison to the 
simulated data. 

 
Figure 10. Y-axis represents percentage of mosaiced images 
with respect to number of processed images. X-axis represents 
the average number of matches found in each stitch attempt. 
Blue dots represent tests using SIFT. Orange dots represents 
tests using FAST. Dots with a black dot is tests on fetoscopic 
data. 
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4.6 Inliers 
The chart below shows that a higher number of inliers, in this case, 
results in a higher percentage of number of mosaiced images per 
dataset and number of images processed with respect to average 
number of matches per stitch. However, just as with matches, this 
is only the case for a higher number of matches on the simulated 
data. Where the inliers are below 16 it isn’t clear whether the 
matches found in the fetoscopic data are matches that will result in 
more stitches or not. 

 
Figure 11. Y-axis represents percentage of mosaiced images 
with respect to number of processed images. X-axis represents 
the average number of inlier matches in each stitch. Blue dots 
represent tests using SIFT. Orange dots represents tests FAST. 
Dots with a black dot is tests on fetoscopic data. 

5. DISCUSSION 
In this thesis mosaicing using the defined method within the context 
of fetoscopic acquired data was explored. Two different detectors 
with various characteristics were used for exploring their 
possibility of mosaicing fetoscopic acquired data. The defined 
methodology was tested on data not having the characteristics of 
fetoscopic acquired data as well as fetoscopic acquired data. This 
was done to understand the effects of fetopscopic acquired data 
when mosaicing using the methods used in this thesis. The tests on 
non-fetoscopic acquired data were also a confirmation that the 
methods used have the potential of mosaicing multiple images 
successfully despite camera motion irregularities, scenery with 
small number of potential features, scenery with only few edges 
and repetitive patterns. This with greater probability if the 
paramteres of the feature descriptors are optimized. Tests including 
and excluding preprocessing of fetoscopic acquired data were made 
to even further highlight the complications of fetoscopic acquired 
data when mosaicing.  

The results show that using the defined methods in this thesis has 
high potential in regards of mosaicing when having irregular 
camera motions and restricted camera motions as when performing 
simulated tests like defined, especially when there is many potential 
features and matches. SIFT showed relatively better potential in 
mosaicing more accurate and aligned mosaics under these 
conditions. The traditionally more robust descriptor SIFT also 
performed relatively better than FAST in regards of maximum 
successful consecutive mosaiced and successful stitches with 
respect to processed images. This especially when there were less 
corners and less edges present like in dataset 3. However, both 
descriptors maximum number of successful consecutive mosaiced 
and successful stitches with respect to processed images were 
decreased during tests on dataset 3 most likely because of the small 
number of potential features and matches. An accumulation error 
was introduced for both algorithms testing the datasets resulting in 

larger distortions in between each stitch, especially when testing 
dataset 2. 

Furthermore, the results indicate that using the defined way of 
mosaicing when processing fetoscopic acquired data has less 
success rate of being mosaiced than the non-fetoscopic acquired 
data despite having the similar camera motion and similar scenery 
to one of the simulated datasets. False features and matches were 
introduced either because of non-uniform illumination, specular 
reflections, noise from fiber optic bundles, and noise from floating 
particles, resulting in few mosaiced images when first testing the 
fetoscopic acquired data.  

However, the results were improved for SIFT by preprocessing the 
data using a Gaussian filter for removing noise and then a LoG filter 
for removing reflections and non-uniform illumination. The 
success rate was increased but remained low in comparison to the 
non-fetoscopic acquired data. The number of inliers after having 
preprocessed the data were in many cases too few or misplaced to 
estimate homography properly. The small number of matches and 
inliers found was reflected by the small amount of nonuniform 
scenery within the data. The fetoscopic acquired data do contain 
sequences with uniform scenery without any statically defined 
shapes e.g. blood vessels, which makes it hard to mosaic them 
overall. If one image can’t be registered then the whole mosaic is 
lost. However, a larger accumulation error was introduced rather 
quickly when SIFT successfully started mosaicing sequences 
where blood vessels were present. The error was introduced within 
the first stitch and within couple of stitches the number of inliers 
were too small. 

5.1 Method Critics  
The barrel distortion from the fetoscope used for acquiring the 
fetoscopic data during FLOC is possibly the factor that introduces 
distortion and large accumulating error. The lack of camera 
calibration to undistort the images could as stated in [14] result in 
unsuccessful mosaicing as it’s an important step for successful 
image registration. The successfully stitched images during tests on 
fetoscopic data were more distorted and misaligned compared to 
mosaics from the simulated tests. An appropriate way of calibrating 
the camera should be done to see if the barrel distortion effects the 
outcome of the mosaicing, fetoscopes are different and all are not a 
wide angle fetoscope.  

A slower accumulation error was introduced as seen during the 
simulated tests. The need of preventing this could especially be 
seen in mosaics of dataset 2. Solutions for computing a globally 
consistent set of homographies are presented in [5] which aims to 
counter the accumulating problem. Methods with that purpose 
could be tested to see the effects of them when mosaicing mosaics 
with many consecutive stitches resulting in a mosaic with larger 
resolution. 

If not including the calibration step, for succeeding in mosaicing 
more and alternative ways of preprocessing should be explored. 
The evaluation of different computer vision methods for pre-
processing would give a relative measure that would be helpful 
when mosaicing within the touched upon context. It would also be 
helpful to explore different ways of preprocessing in combination 
with these and different feature- detectors and descriptors, as the 
preprocessing step affects the input and the feature detectors, by 
definition, react differently on the input. The choice of exploring 
FAST instead of for example SURF in terms of robustness and 
invariance. Not until preprocessing is more robust should FAST 
and other factors motivated by computational efficiency be 
experimented with. It’d rather be of more use to capture a wide field 

0
20
40
60
80

100

0 50 100 150

Percentage of number mosaiced images per dataset 
with respect to number of processed images / 

Average number of inliers per stitch



of robustness then robustness contra speed judging by the methods 
used and the results. 

The data during the simulated tests and the data on the fetoscopic 
tests could’ve contained larger data samples, data acquired at 
different times and from different camera heads. In addition to this, 
the data could have been acquired using various kinds of camera 
heads, endoscope systems, operators, patients and fiber optics. 

While optimizing the parameters of each descriptor all reasonable 
combinations could have been explored. Iterating one value at a 
time is not appropriate as they could have an internal relationship 
resulting in a combination that affects the outcome. 

6. CONCLUSION 
The conclusion drawn from this thesis is that mosaicing data 
acquired during FLOC, using Karl Storz Endoskope including 
camera head 3-CCD HD H3-Z for Image 1 HD, when using a 
general mosaicing process including SIFT together with Euclidean 
distance, FAST together with FREAK using Hamming distance, 
and homography estimation using RANSAC, requires supplements 
for it to be successful. To Empirically iterate the parameters of this 
project’s defined methods are not enough to be able to create a full 
mosaic of the placenta in this case. However, by using Gaussian 
filter for reducing the amount of noise and LoG filter for dealing 
with non-uniform illumination the conditions are improved in 
regards of maximum consecutive mosaiced images with respect to 
the number of processed images. SIFT shows a greater potential 
than FAST in regards of maximum consecutive mosaiced images 
when processing fetoscopic acquired data according to methods 
and tests used in this thesis. 

7. FUTURE WORK 
Future work could be based on the method critics described in 5.1 
to be able to robustly mosaic larger mosaics of fetoscopic acquired 
data. In addition to this, it would be interesting to test a high-level 
descriptor developed for the context specifics of FLOC acquired 
data.  

The result of the mosaicing is dependent on the quality of the 
hardware as well as the conditions when acquiring the data. In 
terms of mosaicing, the scenery will contain complications despite 
optimizing the ways of preprocessing data, capturing data and 
mosaicing with no external supplement. This targets a new problem 
where making the mosaicing resistant to loss of data and non-
consecutive sequences are the input. It would for example be 
interesting to investigate the potential of mosaicing complemented 
by electromagnetic tracking. Another thing noticed during the tests 
were how the size of the overlapping region affected the result, a 
higher overlapping region didn’t always result in a mosaic with 
larger resolution (more successful mosaic). Therefore, it would be 
interesting to explore redeclaring of overlapping region, making it 
a dynamic overlapping region, in between two images as a fail-safe 
for when a stitch can’t be completed, this to see if the new 
overlapping region can be stitched instead. 

In addition to this, when having a mosaic of the placenta it could 
be much more than just a map, e.g. real-time tracking, 
visualizations and object recognition to further assist the operator 
during FLOC could be implemented.  
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