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Abstract

Inter-Picture Prediction for Video Compression using
Low Pass and High Pass Filters

Jonas Nilson

Most of the IP network traffic today consists of video content. In 2015 the video
traffic was estimated to be 70% of the Internet traffic and it is expected to rise past
80% by 2020. The demand for high quality video, including high definition and ultra
high definition, is steadily increasing with high resolution TV and computer monitors
being available to the general consumer. The video content streamed over the
Internet have typically been compressed using a video encoder to reduce the bits
required to store and send the video. The increase of high resolution video content
also requires updates to the video compression techniques. AVC is one of the most
commonly used video compression standards, and its successor, HEVC, was able to
achieve a 50% reduction of bitrate for the same perceived quality. Today there is
ongoing work to improve the compression efficiency of HEVC even further. Inter
picture prediction, available in AVC and HEVC, is used to find redundant pixels
between adjacent frames in a video sequence and describe the movement of the
pixels using motion vectors.

This thesis focuses on exploring possible improvements to the inter prediction of the
successor to HEVC, currently under development, using low and high pass filtering
within motion estimation and motion compensation to find potentially better
predictions. The evaluation of the implemented filtering extension shows that the
motion estimation and compensation filtering result can yield small benefits in some
video sequences, with most of the video sequences in the test set resulting in small
losses. There are still improvements to be made to the implementation, so there are
potentially more benefits to be gained by performing filtering within motion
estimation and compensation.
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Examinator: Lars-Åke Nordén
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Populärvetenskaplig sammanfattning

Idag är en betydande del av trafiken över Internet kopplat till videomaterial,
vilket inkluderar exempelvis videoklipp, film, TV-serier och livestreamade
sportevenemang. Under 2015 uppskattades trafiken fr̊an videomaterial om-
fatta 70% av den totala trafiken över Internet, och nya siffror pekar mot
en ökning till över 80% kring 2020. Ökningen av videotrafik beror inte
endast p̊a att vi idag konsumerar mer film och TV-serier, utan kvaliten
och upplösningen av videomaterialet spelar även det en stor roll. Ju högre
upplösning och kvalitet av videomaterialet, desto mer data behöver skickas
vilket ger större belastningar p̊a nätverken.

För att reducera datamängden som krävs för videomaterial är det vanligt
att videosekvenserna komprimeras med hjälv av en videokodare. Videokod-
ning innefattar b̊ade den komprimerande kodningen, som vanligtvis utförs
av distributören av videomaterial, samt den rekonstruerande avkodningen
som konsumenten utför för att bygga upp videosekvensen fr̊an den kom-
primerade bitströmmen. Tv̊a av de vanligaste videokodningsstandarderna är
AVC/H.264 och HEVC/H.265, vilka b̊ada har utvecklats genom ett samar-
bete mellan videokodningsgrupperna MPEG och ITU-T. AVC släpptes un-
der 2003 och har länge varit en av de vanligast förekommande videokodarna.
HEVC släpptes under 2013 och lovade hälften s̊a m̊anga bitar i bitströmmen
som AVC till likvärdig kvalitet, främst när det gällde högupplöst material d̊a
AVC utvecklats under en tidsperiod d̊a upplösningen av distribuerat video-
material fortfarande var relativt l̊ag.

Videokodning inneh̊aller en rad metoder för att reducera antalet bitar. En
vanligt förekommande teknik, som finns i b̊ade AVC och HEVC, är att
använda information fr̊an omkringliggande bilder i videosekvensen. Beroende
p̊a hur videosekvensen kodas finns det möjlighet att använda information
fr̊an bilder som visas tidigare i sekvensen samt bilder som visas senare
i sekvensen. Tekniken kallas prediktion och bygger upp ett hierarkiskt
förh̊allande mellan bilderna i en videosekvens s̊a att de inte behöver ko-
das i den ordning som de sedan visas, vilket medför möjligheten till att
använda information fr̊an framtida bilder i en videosekvens. Ofta begränsas
beroendet till ett f̊atal bilder, exempelvis 16 bilder. Prediktion innefat-
tar rörelseestimering som söker efter matchande pixelblock mellan bilderna
i videosekvensen och beskriver pixelblockens rörelser med rörelsevektorer.
Det finns möjlighet att kombinera rörelseestimeringen fr̊an en tidigare och
en framtida bild, en s̊a kallad dubbelriktad rörelseestimering, där tv̊a pixel-
block kombineras till ett estimerat block. Rörelseestimeringen, enkelriktad
och dubbelriktad, resulterar ofta i felaktigheter som behöver korrigeras med
hjälp av en restsignal. De estimerade rörelsevektorerna samt restsignalen ko-
das av videokodaren och skickas som en del av bitströmmen. Avkodaren som



tar emot bitströmmen kan sedan applicera rörelsevektornerna och restsig-
nalen för att bygga upp den kodade videosekvensen för att spelas upp för
användaren.

Den korrigerande restsignalen kräver ofta m̊anga bitar och är därför dyr att
skicka. En optimal videokodares rörelseestimering kan även den ha problem
med att hitta perfekt matchande pixelblock om videosekvensens bilder har
mycket rörelse, förändringar i belysning, skuggor, brus, med mera.

Den här studien innefattar att undersöka möjligheten att utöka rörelse-
estimeringen med l̊ag- och högpassfiltrering för att förbättra prediktionen
samt reducera den dyra restsignalen. Den utökade rörelseestimeringen har
implementerats inom ramverket JEM (Joint Exploration Model) som används
för att undersöka nya videokodningsmetoder inför standardiseringen av nästa
generations videokodare. Implementationen möjliggör för JEMs videoko-
dare att kombinera fritt bland pixelblock, filtrerade eller icke-filtrerade, b̊ade
för den enkelriktade och dubbelriktade prediktionen. De filtrerade blocken
används därför endast d̊a de levererar en förbättring jämfört med original-
prediktionen med icke-filtrerade block.

Resultatet av studien samt implementationen pekar p̊a att det finns sm̊a
vinster med att filtrera pixelblocken för ett f̊atal videosekvenser, men i
m̊anga fall även förluster. Resultaten varierar mellan videosekvenser av olika
upplösning och inneh̊all. En av de videosekvenser som resulterade i störst
vinster utmärkte sig med skakiga kamerarörelser, vilket resulterar i suddiga
bilder. Målet var inte att utveckla en effektiv algoritm, men det är värt att
notera att den utökade implementationen har ökat tiden för videokodnin-
gen markant p̊a grund av den adderade l̊ag- och högpassfiltreringarna samt
att rörelseestimeringen utförs fler g̊anger p̊a de filtrerade och icke-filtrerade
blocken.
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1 Introduction

As the traffic over the Internet has increased beyond the annual zettabyte
(109 terabytes), video contents tend to play a larger role each year. In 2015
more than 70% of IP network traffic consisted of video content, and it is
predicted to reach beyond 80% by 2020 [1]. The video content is streamed
to various devices, such as computers, tablets and smartphones. The total
amount of traffic generated by mobile devices alone was 7.2 exabytes (106

terabytes) per month in late 2016 [2].

Popular video streaming services, e.g. YouTube, Netflix and Twitch, are
among the top video traffic generators on the Internet and offer users to
stream high definition (HD) content, which puts a lot of strain on the net-
work infrastructures. The HD video resolutions have expanded past 720p
(1280x720) and 1080p (1920x1080) resolutions, and the demand for ultra
high definition (UHD) content, 4K at 2160p (3840x2160) and 8K at 4320p
(7680x4320), is increasing as new monitors support higher definitions.

The video content streamed over the Internet is typically compressed as the
raw video formats requires a lot higher bitrates and would not be suitable
for the average consumer bandwidth (about 25 megabit per second in 2015
[1]) and data limited subscriptions.

One of the most common video compression standard used for video stream-
ing services today is the Advanced Video Coding (AVC/H.264) standard
[3] released in 2003. The successor of AVC, High Efficiency Video Coding
(HEVC/H.265) [4], was released in 2013 and improves the compression effi-
ciency of HD and UHD videos with around 50% bitrate savings for the same
observed quality [5, 6]. AVC and HEVC was developed by collaboration
groups formed by ITU-T VCEG and ISO/IEC MPEG. The collaboration
group for the development of AVC was called Joint Video Team (JVT) and
the group developing HEVC was named Joint Collaboration Team on Video
Coding (JCT-VC). In 2015 the same organizations formed a new collabo-
ration group, Joint Video Exploration Team (JVET), to work on the next
generation video coder, likely to be named H.266 by ITU-T standards.

Both AVC and HEVC use video compression techniques to reduce redundant
information from video sequences to achieve small file sizes at a perceived
high quality. One of the compression techniques is picture prediction, which
finds similar areas in video sequence pictures and compresses them. The
prediction can be performed within a picture (intra) and between adjacent
pictures (inter) in the video sequence. The inter-picture prediction, also
called motion estimation (ME), is used to describe the movement of tex-
tures and objects between a sequence of video frames. AVC introduced
bi-directional inter prediction to allow motion prediction from both previ-
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ous and future pictures in the video sequence. The video prediction signal
is calculated at the video encoder to compress the video and applied at the
video decoder to reconstruct the video sequence.

The features of the next generation video coder is not yet standardized, as
it is under development. Experiments during the development are carried
by the JCT-VC group out on a collaborative software video coding plat-
form, Joint Exploration Model (JEM) [7], based on the previous platform
for HEVC, the HEVC test model (HM).

2 Motivation

The motion estimation of the inter-picture prediction will search for match-
ing textures in intermediate frames of the video sequence, but does generally
not find a perfect match, resulting in a prediction error residual. The resid-
ual signals are calculated, encoded as part of the video bitstream and applied
at decoding for reconstruction. The residual is costly to send and decreases
the compression efficiency of the video coder. Even an optimal motion esti-
mation search will have trouble finding perfect matches because of skewed
motion, change in lighting and noise in the video sequences.

This thesis puts focus on more advanced motion prediction and bi-prediction
algorithms by reshaping the video data for a better prediction and reduced
residuals, aiming at improving compression efficiency in comparison to the
state-of-the-art video compression schemes. The data has been reshaped us-
ing filtering techniques, such as low pass and high pass filtering. To clarify
the objectives of the thesis project, the following question: can the video
picture data be reshaped for better prediction and compression?, will be an-
swered through the following objectives:

• Have there been similar suggestions available from previous standard-
ization meetings, if so, how did they perform and are they feasible? If
not, start from the basics and produce a proof-of-concept.

• To investigate the possibilities of reshaping the video data, perform fil-
tering of pictures to extract features. A filtering prototype will be de-
veloped in MATLAB using built in signal and image processing tools.

• Based on the results from the prototype in MATLAB, implement
the video reshaping filtering techniques within the software reference
framework, Joint Exploration Model (JEM) [7]. The results from the
JEM implementation will be used to evaluate the method.

The goal of the thesis project is standardization and the results may be
suggested to be used in the next generation video coding standard. Even
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a small improvement of the video coding efficiency can be of importance.
HEVC achieved a 50% bitrate reduction by making many smaller improve-
ments to AVC that added up to the significant gain in the end.

2.1 Ericsson Research

This master’s thesis project was conducted in cooperation with the Visual
Technology unit at Ericsson Research in Kista, which provided the necessary
hardware and software to make this thesis possible.
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3 Background

To understand the context of video coding and compression, this background
section aims to give the reader an overview of the video coding process, in-
cluding video structure, encoding and decoding, prediction and video signal
processing.

3.1 Video structure

A video sequence consists of a set of picture frames, displayed one after
another in sequence. Each frame contains a set of pixels and each pixel
holds information such as the intensity of the color to be displayed. A
picture frame represented by the RGB color space will have intensity values
for each of the red, green and blue channel.

3.1.1 Frames per second

To display a video smoothly the rate of the displayed picture sequence needs
to be at around 24 to 30 frames per second, which has been the standard
in the television and movie industry for a long time. New video formats
support frame rates beyond 30 frames per second to increase the perceived
smoothness of motion. As the frame rate and resolution of video increase the
picture level information stored in video sequences grows. A raw 4K video
at 60 fps holds eight times the picture information of a raw high definition
(HD) at 30 fps.

3.1.2 Video color space

The colors of a picture can be represented using three color components:
red, green and blue (RGB). Each color component is assigned an intensity
value to be displayed by devices using the RGB color space, e.g. computer
and television monitors.

Video compression and transmission typically use a compressed color space
called YCbCr, or YUV for short, represented by one light intensity compo-
nent, luminosity (Y), and two color components, chromatic blue (Cb or U)
and chromatic red (Cr or V). The YUV color space is able to convert the
RGB colors to less bits of color and still look pretty much the same to the
human eye, as humans are more sensitive to light intensity than actual col-
ors. The mapping between the RGB and YUV color spaces can be described
by matrix multiplication. The mapping matrix coefficients differ between
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standards, but ITU has released recommendations for both standard and
high definition TV [8].

The limitations of human eyesight can be further exploited by compressing
the YUV chromatic components using color (chroma) subsampling.

3.1.3 Chroma subsampling

The chroma subsampling is performed by scanning the video frames hori-
zontally, collecting luminosity (luma) and chromatic (chroma) samples. The
sampling ratio is expressed with reference to a block four pixels wide and
two pixels high, and is abbreviated to the format 4:X:Y [9]. The X and Y
represent the row-wise chroma sampling parameters in a 4x2 pixel block.
If no chroma subsampling is performed the scanning is said to be 4:4:4 as
there are 4 chroma samples, both chromatic blue and chromatic red, per 4
luminosity samples. Two common subsampling formats are the 4:2:2 and
4:2:0 formats, which preserves the luminosity but reduces the color sam-
ples. The subsampling formats are further explained below with a graphical
representation in Figure 1:

• 4:4:4: each horizontal line (four pixels) has four luma and chroma
samples, which results in no subsampling (see Figure 1a).

• 4:2:2: each horizontal line (four pixels) has four luma samples and
two chroma samples. The result is half the horizontal chroma samples
and full vertical samples (see Figure 1b).

• 4:2:0: each horizontal line (four pixels) has four luma samples and
two chroma samples, but the sampling is only performed every other
line. The result is half of the horizontal chroma samples and half the
vertical samples (see Figure 1c).

(a) 4:4:4 (b) 4:2:2 (c) 4:2:0

Figure 1: A graphical representation of the common chroma subsampling tech-
niques within HEVC/H.265. Squares are luma samples and circles are chroma
samples (image source: M. Wien, High Efficiency Video Coding [10])
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The result of chroma subsampling is a decreased picture color resolution and
the image quality will be affected on a pixel level, but the human eye will
barely be able to notice it from a regular viewing distance due to it being
more sensitive to light than color [10, p. 35]. The 4:2:0 is commonly used in
video compression and is implemented in both AVC and HEVC [3, 4]. Each
sample is typically repre sented by eight bits (0-255) of precision, but ten
bits (0-1024) are also used within HEVC [4].

3.2 Video coding

Video coding is a compression method used to find redundant information in
a video sequence and compress it efficiently to achieve smaller video file sizes
resulting in less bits in the video bitstream. Video coding include encoding
and decoding, where the encoder compresses the video and encodes it into
a bitstream which is received by the decoder to reconstruct the compressed
video sequence.

3.2.1 Video coding system

The basic video coding system consists of seven component blocks, as seen
in Figure 2. The video coding system component blocks are similar for
many video coding standards, but each block can have different techniques
and methods implemented, and improvements are made for each new video
coding standard.

• Source: the video sequence to be coded

• Pre-processing: video sequence operations, e.g. trimming or crop-
ping, performed on the video to be coded.

• Encoding: encodes the compressed video to a bitstream.

• Transmission: sends the bitstream over a channel, e.g. a network.

• Decoding: transform the encoded bitstream back to a video format.

• Post-processing: operations to enhance the video, e.g. color or con-
trast adjustments.

• Display: presents the video in a viewable format, e.g. on a display.

6



Figure 2: Video coding system overview

3.2.2 Video coding standards

The modern H.26X standards are based on the H.261 video coding standard
released in the late 80’s. H.261 introduced a new way of coding video, named
hybrid video coding, where decoding techniques are included in the encoding
process which allows for effective prediction models so that only the differ-
ence between inter-frames needs to be transmitted. Since H.261, each new
H.26X standard builds on the previous one and makes improvements suitable
for the requirements of the current video qualities and resolutions.

Today one of the most common video coding standard is the Advanced Video
Coding (AVC/H.264) standard. Despite AVC being developed for standard
definition television, it has been used broadly for high definition content.
AVC was under development from 1999 until 2003 and extended between
2003 to 2009. Today AVC is commonly used in HDTV content, Blu-ray and
high definition streaming services, such as YouTube and Netflix.

The successor of AVC is the High Efficiency Video Coding (HEVC/H.265)
standard. It aims to increase the compression efficiency for high definition
content while maintaining a high quality. HEVC was developed with ultra
high definition (UHD) in mind, e.g. 4K and 8K resolution. The goal of
HEVC was to be able to have the same video resolution and perceived quality
at half the bitrate compared to AVC for high definition content, which was
achieved before the release of the standardization [6].

Figure 3: Time line of the video coding standards (image source: M. Wien, High
Efficiency Video Coding [10])
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3.3 High Efficiency Video Coding

The HEVC/H.265 standard, released in 2013, is a hybrid video coding sys-
tem, similar to the previous H.26X standards. The AVC and HEVC en-
coding and decoding processes are similar, but several improvements has
allowed HEVC to achieve better performing compression, especially for high
definition content [5, 4]. This section gives an overview of the HEVC video
encoding and decoding processes. As HEVC is a hybrid video coder, the
encoding process contains decoding techniques, and vice versa. HEVC per-
forms coding on a pixel block basis and each picture of the video sequence
is split up into coding blocks to be encoded. The block based encoding and
decoding processes can be seen in Figure 4 and are described in more detail
in the following subsections.

(a) Block encoding to a
compressed bitstream

(b) Block decoding of the
compressed bitstream

Figure 4: Video block encoding and decoding. TM is the transform matrix and
QP the quantization parameter (images inspired by Figure 6.1 in [11])

3.3.1 Video encoding

The video encoder is responsible for transforming the input video to a com-
pressed bitstream representation, suitable for transmission or storage. There
are typically size and bitrate constraints on the resulting video bitstream and
the encoder can be adjusted to meet the requirements. If the coded video
is to be broadcasted live over a network, the encoding process is time lim-
ited and required to quickly produce a highly compressed video with good
enough quality. On the other hand, if the video is required to be of the
highest possible quality, but still compressed enough to be stored on, for
example, a blu-ray disc, the encoding process can be set to optimize the
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video compression further as the time limitations are minimal.

For the encoding process to produce the best results it requires fine tuning
of parameters as video sequences contains a lot of different characteristics,
e.g. changes in lighting and movement of small objects. Streaming services
often have several different qualities available of the same video, which re-
quires separate encoding processes. Netflix has employed per-title encoding
optimization to improve the quality and reduce the bitrates of their videos
[12].

The encoding process of HEVC can be split into four sub-processes: pre-
diction, transform, quantization and entropy encoding, each responsible for
compressing the video and encoding it into a bitstream. The HEVC encod-
ing process based on Figure 4a is described below:

• Prediction: finds redundant information within the current picture
(intra-prediction) or adjacent pictures in the video sequence (inter-
prediction) and compresses the information into a prediction signal.
The parts of a picture that cannot be compressed using prediction
forms the residual signal.

• Transform: the prediction error (residual) signal is transformed.
HEVC uses approximation of the 2D discrete cosine transform (DCT)
or discrete sine transform (DST) for the transform matrix [11, p. 141].

• Quantization: the coefficients from the transform block are quan-
tized by rounding the results of division with a quantization parameter
(QP), which results in a quantized residual signal. In HEVC the QP
parameter can take values between 0 and 51 for 8-bit video sequences
[11, p. 155].

• Entropy coding/encode: the compressed video is encoded into a
bitstream using entropy coding, i.e. the most frequent patterns are
represented by less bits than the least frequent patterns. In H.265/HEVC
the entropy coding method is the lossless Context Adaptive Binary
Arithmetic Coding (CABAC) [11, p. 209]. The bitstream contains
syntax elements, e.g. flags, modes, coefficients, that describe the en-
coded video sequence is to be used for reconstruction by a decoder.

3.3.2 Video decoding

The decoding process consists of the same, but inverse, sub-blocks as the
encoding block, placed in the reverse order. The decoder performs the in-
verse functions of the encoder to reconstruct the video sequence from the
compressed video bitstream. The decoding process, based on Figure 4b, is
described below:
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• Entropy decode: the CABAC encoded bitstream is decoded to pro-
duce the syntax elements (flags, modes, coefficients) to be used in the
video sequence reconstruction process.

• De-quantization: the quantized transform coefficients of the residual
signal are scaled up by multiplication with the quantization parameter
(QP).

• Inverse transform: the scaled coefficients are inverse transformed.
HEVC specifies an approximation of the 2D Inverse Discrete Cosine
Transform (IDCT) or Inverse Discrete Sine Transform (IDST) for the
inverse transform matrix [11, p. 143].

• Prediction: the parts of the video sequence that has been compressed
using either intra- or inter-prediction methods is reconstructed by com-
bining the prediction and residual signals.

3.3.3 Video coding units

The individual pictures of a video sequence to be coded are split up into
non-overlapping pixel blocks, and is used by both AVC and HEVC. HEVC
implements a new type of pixel block, the coding tree unit (CTU), to replace
the largest coding unit of AVC, the macroblock (16x16 pixels). The CTU
can vary in size (16x16, 32x32 or 64x64) and is always the same for a full
video sequence. The next generation video coding standard is likely to
support CTU sizes up to 128x128 pixels, as it is supported in JVET JEM
4.1 [7].

Each CTU block can be divided into sub-blocks of different types and sizes.
The size of each sub-block is determined by the picture information within
the CTU. Blocks that contain many small details are typically divided into
smaller sub-blocks to retain the fine details, while the sub-blocks can be
larger in locations where there are fewer details, e.g. a white wall or a blue
sky.

The relation between blocks and sub-blocks is represented by a quadtree
data structure, where the CTU is the root of the coding units (CU). An
example of how a CTU can be split up into a CU quadtree can be seen in
Figure 5. Each CU contains three blocks for each color component, i.e. one
block for luminosity (Y), chromatic blue (Cb or U) and chromatic red (Cr
or V). The location of the luminosity blocks are used to derive the location
of the corresponding chroma blocks, with some potential deviation for the
chroma components depending on the chroma subsampling setting [10, p.
115].
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Figure 5: A video sequence picture is split up into CTUs, which are split up into
CUs.

The different units of HEVC are explained below, sorted by type and size.

• Coding tree unit (CTU): the largest coding unit that can be 16x16
(macroblock size), 32x32 or 64x64. The CTU size is the same for a
whole video sequence.

• Coding unit (CU): each CU can vary in size within each CTU. In
HEVC the size of a CU is 2Nx2N, where 2N can be equal to 8, 16, 32,
or 64. The contents of a CU will determine the prediction mode (e.g.
intra vs. inter prediction). For intra and inter prediction each CU is
split into one or more prediction units (PU).

• Prediction unit (PU): the level of the prediction control syntax
within a CU. There are eight shape possibilities for inter prediction
units in HEVC: 2Nx2N (full width and height of the CU), 2NxN (or
Nx2N), NxN, N/2x2N paired with 3N/2x2N or 2NxN/2 paired with
2Nx3N/2. Each PU contains prediction information for all color com-
ponents.

• Transform unit (TU): the level of the residual transform segmenta-
tion within a CU. When using inter prediction in HEVC, a TU may
span across multiple PU regions. Each TU contains separate residual
codings for each color component.

3.4 Video prediction

Video prediction is used in the encoding process to find areas in the video
sequence that are similar and redundant. The decoding process will take
the prediction information and recreate the video sequence.

There are two types of prediction performed in video coding; the first one is
used to predict the textures within a picture (intra-picture prediction) and
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the other is used to predict textures between adjacent pictures (inter-picture
prediction) in the video sequence.

3.4.1 Intra-picture prediction

The intra-picture prediction is performed to compress the information within
a single picture. The texture areas of the picture that have similar structure
can be compressed by having reference areas predict what textures should
be between them. The compression efficiency of the intra-picture prediction
is therefore dependent on the areas in the picture. A solid colored picture
can be more efficiently compressed by intra prediction than a picture with
a lot of small details that differ throughout the picture. The intra-picture
prediction in video compression is similar to how different image processing
tools compress images, e.g. JPEG compression.

3.4.2 Inter-picture prediction

Inter-picture prediction (also called motion compensated prediction) is used
to find redundant information between adjacent picture frames in a video
sequence and describe movement of textures as motion vectors. The inter
prediction is typically performed only on the luminance component (Y in
YCbCr/YUV) as it contains the grayscale texture details of the video. Inter
prediction include motion estimation (ME) to find suitable motion vectors
and motion compensation (MC) to apply the estimated motion vectors to
reconstruct the video sequence. Video sequences typically have different
types of movement involved, for example objects in motion and camera
panning.

Motion estimation and compensation Motion estimation (ME) is per-
formed by the encoder to search for matching pixel blocks in previous or
future pictures of the video sequence. The movement between each picture
frame is typically small, especially for high framerate video sequences, so
the search area to find the same pixel block is often limited (see Figure 6).
The best matching pixel block in an adjacent picture will have its movement
represented by a motion vector that describes the direction and length of
the movement, and a prediction error signal, often referred to as the resid-
ual signal, to describe the parts of the block that could not be correctly
predicted. The decoder receives the motion vectors and residual signal as
part of the video bitstream and reconstructs the video sequence using mo-
tion compensation (MC) to apply the motion vectors. The residual signal is
expensive to transmit as it contains information to correct the ME motion
vector prediction signal. To reduce the impact of the residual signal it is
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typically compressed using transform methods, e.g. DCT, and quantization
to reduce the cost of transmission, but it is still expensive in comparison to
perfect prediction signals.

Figure 6: Motion estimation search to find the best match for the current block
within the search range (image source: M. Wien, High Efficiency Video Coding
[10])

Uni- and bi-prediction Motion estimation can be performed from either
one reference picture, i.e. uni-prediction, or from two reference pictures, i.e.
bi-prediction. An example of how picture data is predicted from one or
several reference pictures can be seen in Figure 7, where the picture poc
contains predicted pixel blocks from several reference pictures.

Figure 7: Unidirectional and bidirectional prediction of the picture number poc
(picture order count) in the video sequence (image source: M. Wien, High Efficiency
Video Coding [10])

All the pictures that have the potential to be used as reference pictures for
inter prediction are stored in a reference picture set (RPS). For each picture
that is to be inter-predicted, a subset of the RPS is placed in a reference
picture list to hold the reference pictures for the current picture to be coded.
For uni-prediction there is only one reference list active (List0 or List1) while
two lists (List0 and List1) are active for bi-prediction. The two reference
picture lists contains potential reference pictures for the current frame to
be encoded but the two lists order the reference pictures differently. List0
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contains: short-term before, short-term after and long-term pictures, while
List1 contains: short-term after, short-term before and long-term pictures.
The short term reference pictures are close to the picture to be predicted
while the long-term reference pictures can be further away. Typically the
frames that have not been inter-predicted will serve as long-term reference
pictures.

Bi-prediction is effective for video sequences where there is a lot of fast
movement, camera panning, zooming in or out and scene changes. The bi-
prediction typically builds on the result of uni-prediction and attempts to
improve it and the resulting bi-prediction is only used if it is an improve-
ment. First the best block from the forward prediction candidate list (List0)
is selected. Then the weighted summation of the best block and several can-
didate backward prediction blocks are calculated. The opposite order of
finding blocks, e.g. List1 before List0, has been considered in combination
with a bi-prediction skip method [13].

The block combinations with the smallest rate-distortion cost (RDC) is then
used for the bi-prediction. The process is called rate-distortion optimization
(RDO) and optimizes the quality loss, i.e. distortion, versus the bit rate.
The quality is typically measured comparing the sum-of-square error (SSE)
or sum-of-absolute difference (SAD), both of which are implemented as part
of the RDO in AVC and HEVC encoders [10, p. 66]. There are models
better at representing the human perceived video quality, but they are often
computationally complex which makes them unsuitable for the video encod-
ing process [14]. There have been suggestions for better RDO based on the
structural similarity (SSIM) which yielded better results than SSE and SAD
[15]. The most common video quality measurement methods used in video
coding are presented in section 3.6.

Both the uni- and bi-prediction modes can weigh the reference pictures to be
combined using weighted prediction, where a weight and an offset is applied
to the MC blocks to fade or blend the predictions [10, p. 183].

3.4.3 Sub-pixel prediction

Fine movement changes between adjacent video sequence pictures benefits
from having the motion vectors to be coded on a subpixel level. The sub-
pixel movement offers smoother transitions using fractional pixel sample
interpolation between the integer pixels displayed on monitors. Both AVC
and HEVC support half- and quarter-pixel motion using interpolation fil-
tering.

The higher precision motion requires more bits for the motion vectors and
more processing power to encode and decode, but can result in a more accu-
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rate representation of motion and a reduced residual signal as the prediction
signal quality is increased [3].

3.4.4 I-, P- and B-frames

The video picture frames that are solely intra-predicted, i.e. no motion com-
pensation, are called I-frames and serves as a reference for inter-predicted
frames. A picture that can perform inter-prediction from one reference pic-
ture, i.e. uni-prediction, is called a P-frame and a picture that can perform
inter-prediction from two reference pictures, i.e. bi-prediction, is called a
B-frame. The P-frame has its reference pictures available in the forward
prediction list, List0, and the B-frame has its reference pictures available
in both the forward prediction list, List0, and the backward prediction list,
List1. A B-frame can have uni-prediction performed from either List0 or
List1 if it proves to be better than bi-prediction from List0 and List1 [4] [10,
p. 180].

The P-frame is predicted from an I-frame or a P-frame while the B-frames
can be predicted from I-frames, P-frames and other B-frames. A set of
frames, e.g. 8 or 16 frames, forms a group of pictures (GOP). The inter-
prediction is performed within a GOP to limit the dependencies between
the video sequence pictures.

There are several different types of GOP structures. For example, the GOP
can consist of only I-frames to avoid the inter-prediction, which is good
for video editing software where frames can be edited individually without
depending on other frames, but the compression efficiency of such a GOP
structure is limited. A more common GOP structure for has one I-frames at
the start, with P- and B-frames in between. The P-frames are placed at equal
distance between the I-frames and are inter-predicted with the I-frames as
reference. The void between the I- and P-frames are filled with B-frames that
are inter-predicted using two adjacent reference frames, that can be either
I-, P- or B-frames. For example, a GOP can be structured: IBBBPBBBP,
which is then followed by another GOP of the same structure.

The dependencies in a GOP affects in which order the frames are encoded
and decoded. Figure 8 is a graphical representation of the GOP picture or-
der count (POC) and order in which the pictures are encoded and decoded.
The I-frame in the GOP does not depend on any information from other
frames and can be coded first. The P frames only depend on the previ-
ous I- or P-frame and needs the decoded information from that reference
to be coded properly. The B-frames depend on two frames, either I-, P-
or B-frames and can only be coded once both reference frames have been
decoded. The hierarchical structure on the GOP divides the frames into
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layers, also known as temporal layers. The low temporal layers of a GOP
has little to no dependencies and are typically I- and P-frames, while the
higher layers, often B-frames, depends on reference pictures from the lower
temporal layers.

Figure 8: A typical GOP structure with I-, P- and B-frames included (image
source: JCTVC-Software Manual, as part of JEM 4.1 [7]). Picture order count
(POC) represents the order in which the pictures are displayed.

3.5 Picture and video signal processing

The video coding process performs digital signal processing such as trans-
form methods and filtering. The pictures in a video sequence can individu-
ally be described by two dimensional sinusoidal signals that represents the
pixel intensity variations.

3.5.1 Pictures as two dimensional signals

The pixel rows and columns of a picture can be translated to horizontal
and vertical digital signals. Each signal describes the changes in pixel in-
tensity, i.e. color and luminosity. The signal amplitude represents the in-
tensity and the signal frequency the intensity transition. A blank picture
with no changes in pixel intensity is represented by a constant two dimen-
sional signal. A picture with slow or gradient changes in pixel intensity
results in low frequency signals, while a picture with lots of variation and
fast intensity transitions results in high frequency signals. There are two
types of frequencies that can be measured in pictures in a video sequence;
spatial and temporal frequency. The spatial frequency represents the pixel
intensity transitions within a picture, while the temporal frequency repre-
sents the pixel intensity transitions between adjacent pictures in a video
sequence.

To get a better understanding of the spatial two dimensional discrete sig-
nals they can be transformed and viewed in the frequency domain using the
two dimensional discrete Fourier transform (DFT), or the more efficient fast
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Fourier transform (FFT) that speeds up the DFT calculations [16]. In Fig-
ure 9a the values of a one period sine wave have been sampled and inserted
horizontally in a two-dimensional pixel matrix. The Fourier transform re-
sults in a small dot in the middle of the frequency spectrum, indicating a low
frequency (see Figure 9d). The absolute middle of the frequency spectrum
represents zero frequency. The higher the frequency of the image is, the
further away from the middle it will be. Two examples of a high frequency
picture can be seen in Figure 9b and Figure 9c. Their corresponding 2-D
Fourier transforms are available in Figure 9 (9d, 9e, 9f).

(a) Low frequency
horizontal sinusoid

(b) High frequency
horizontal sinusoid

(c) High frequency
vertical sinusoid

(d) 2-D FFT of 9a (e) 2-D FFT of 9b (f) 2-D FFT of 9c

Figure 9: Synthetic pictures of different frequencies and their Fourier transforms.
Low frequencies are shifted to the middle of the FFT frequency spectrum, so the
higher frequencies will deviate more from the zero frequency point (DC) in the
middle.

The signals of a typical picture consists of many different frequencies and
the frequency spectrum becomes cluttered. The picture in Figure 10a does
not contain any obvious sinusoid patterns, but the frequency spectrum in
Figure 10b reveals the different magnitudes of the sinusoids at different fre-
quencies. The Fourier transform of a picture can contain complex numbers,
hence to restore a picture from the frequency domain requires both the
phase and magnitude frequency domain components [17, p. 11]. Although,
it is possible to perform image reconstruction based solely on the phase
or magnitude component of a picture, but it will not yield as good results
[18].
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(a) A typical grayscale pic-
ture

(b) 2-D FFT magnitude of
10a

Figure 10: An example of how a picture can look in the two-dimensional spatial
domain and frequency domain, using the two dimensional Fourier transform.

3.5.2 Image arithmetic to combine pictures

Image arithmetic can be used for noise reduction by adding video frames to-
gether and motion detection by subtracting frames [19, p. 43]. Adding two
images together is not straightforward when information needs to be pre-
served, e.g. in grayscale pictures the white is the absolute highest value
and when adding black and white together only the white will be pre-
served, and therefore averaging pictures into a combined picture is com-
monly used.

Pixel addition Adding a complete white picture (maximum luminosity
intensity) to a complete black image (minimum luminosity intensity) will
result in a white image, as it is basically 1+0=1. MATLAB has a built in
function to add images together, imadd, which performs pixel addition of
two image matrices:

Pr[x, y] = P1[x, y] + P2[x, y] (1)

Using the imadd on two images (16x16 pixels), Figure 11a and Figure 11b,
yields the result visible in Figure 11c. The white areas (max luminosity
value) of the two added pictures takes over in the resulting picture and the
characteristics of the first image 11a is only preserved in the black areas of
the second image 11b.

Addition in the frequency domain It is possible to combine picture
characteristics by adding the Fourier transforms of two pictures. The result
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of addition in the frequency domain is the same as addition in the spatial
domain, hence will yield the same result as in Figure 11c.

Average pixel addition To improve the results of adding two pictures
together is pixel value averaging. Each addition between two images is
divided by two, see Equation 2. The white and black example addition then
results in a gray image as 1+0=1⁄2.

Pr[x, y] =
P1[x, y] + P2[x, y]

2
(2)

The result of using the average pixel values are visible in Figure 11d. The
resulting picture preserves the characteristics of both pictures, but there are
still concerns regarding the average pixel value. A black line added on top
of a white background results in a gray line. This is enough to preserve
the frequency information, but could be problematic if it is important to
preserve the amplitude.

Weighted addition An additional method to merge two pictures is to
use the weighted prediction implemented in the JEM software. It is cur-
rently used for merging both uni- and bi-prediction into a resulting picture
and could be used to merge two picture components after the filtering pro-
cess.

Pixel multiplication One way to favor the dark areas of a picture is to
use pixel multiplication. The pixel values in one picture are multiplied with
the corresponding pixel in the second picture, see Equation 3.

Pr[x, y] = P1[x, y] · P2[x, y] (3)

The multiplication favors the low intensity values, so black, with intensity
zero, will remain black. The built in MATLAB function immult performs
multiplications of two images. The multiplication results can be seen in
Figure 11e.
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(a) Picture A (b) Picture B

(c) A + B (d) (A + B) / 2 (e) A .* B

Figure 11: Merging of two synthetic pictures (11a and 11b)

3.5.3 Two dimensional filtering of pictures

The digital signals of a picture can be filtered using digital filters, e.g. finite
impulse response (FIR) or infinite impulse response (IIR) filters. Both FIR
and IIR filters can be used for two dimensional filtering, but the FIR filter
is preferable as it is guaranteed to be stable and can be designed to have
a linear phase, which is a property useful in image processing as all signals
will be equally phase shifted [20]. The basic use of two dimensional filters
for image processing are blurring or sharpening of images. More advanced
filtering techniques can be used to extract image information, e.g. edge
detection or texture classification [21, 22].

To filter a two dimensional signal the filter implementation needs to operate
on both vertical and horizontal signals. A one dimensional filter can be
converted to a two dimensional filter by multiplying the filter coefficients
vector with the transpose vector of the same coefficients. The resulting two
dimensional filter has the same filtering behavior as the one dimensional
filter used to filter the horizontal and the vertical signals sequentially, which
is how the interpolation filtering within JEM is performed.

There are other ways of converting a one dimensional filter to two dimen-
sions, for example by frequency transformation. The frequency transforma-
tion is able to capture the one dimensional characteristics and converting
them to a circularly symmetric two dimensional filter. The McClellan fre-
quency transformation has been proven to be a viable option to transform
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1-D FIR filters to 2-D FIR filters [23].

The two dimensional filtering of a picture can be performed in the spatial
domain or the frequency domain. Filtering in the spatial domain is per-
formed by convolution between the signal and the filter impulse response,
see Equation 4 where the picture pixel array, a, is convolved with the 2-D
filter impulse response, h.

c[m,n] = a[m,n]⊗ h[m,n] =
J0∑

i=−J0

J0∑
j=−J0

a[m− i, n− j] · h[i, j] (4)

Filtering in the frequency domain is performed by Fourier transforming the
picture to the frequency domain and multiplying it with the filter transfer
function, i.e. the Fourier transformed impulse response, as displayed in
Equation 5 where the Fourier transform of the picture pixel array, A, is
multiplied with the filter transfer function, H. It is possible to design ideal
filters in the frequency domain that filters out desired frequency ranges
perfectly. The problem with ideal filters is that when the filtered picture
is transformed back to the spatial domain it will contain ringing artifacts.
An ideal filter transfer function, e.g. a box, transformed back to the spatial
domain results in a cardinale sine function, sinc, impulse response which
introduces a ringing effect in the spatial domain [19, p. 167].

c[m,n] = F−1(F(a[m,n]) · F(h[m,n])) = F−1(A[m,n] ·H[m,n]) (5)

Low pass and high pass filters The typical filters used for picture filters
are low pass and high pass filters. A low pass filter applied on a picture will
filter out the high frequencies, e.g. small details, and typically results in a
blurry version of the original picture. One example of low pass filter used
for image processing is the Gaussian blur filter. In opposite, a high pass
filter will filter out the low frequencies and only preserve the small details,
such as edges which can be used for sharpening the original picture.

The low pass and high pass filter characteristics are the opposites of each
other, both in one and two dimensions. If a picture has been low pass filtered
it is possible to extract the remaining high frequencies by subtracting the
original picture with the low pass filtered picture, or in other words, subtract
the low pass filter from an all pass filter to achieve a high pass filter [24, p.
272].

Some common filter design methods used in digital signal processing in-
clude the Gaussian, Butterworth, Chebyshev, elliptic, bilateral and notch
filters.
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Separable filters Two-dimensional filters that can be separated into 1-D
filters that preserves the horizontal and vertical signal filtering behavior are
called separable filters [24, p. 404]. A common separable filter is the 2-D
Gaussian filter that can be separated into a 1-D Gaussian filter, which is one
of the reasons for being a common image processing filter [24, p. 406].

Picture filter padding A filter that processes the border pixels of a
picture results in a part of the filter coefficients outside the picture border.
One technique to deal with the border filtering is to use padding. The
padding allows the filter coefficients to span outside the picture block and
calculate valid pixel values for the border pixels, as seen in Figure 12 where
the horizontal and vertical filtering results in filter coefficients span outside
the pixel block when the border pixels are filtered. Common techniques
include zero-padding, where all pixels outside the picture are assumed to
have the value zero, and replicated border pixels, where the border pixels of
the picture are extended.

(a) Horizontal filtering using
a 1-D filter.

(b) Vertical filtering using a
1-D filter.

Figure 12: Horizontal and vertical filtering of a pixel block. The filter coefficients
include values from the padding and the pixel block. The padding area may consist
of surrounding pixels if the block is a part of a larger picture, or artificial padding
using one of many techniques available, e.g. extending the pixel block border pixels.

3.5.4 Filters in HEVC

The current version of the HEVC, as well as AVC, contains a group of dif-
ferent filters applied in the coding process. The filters are used to improve
the perceived quality of the coded video, e.g. smooth out sharp edged ar-
tifacts. There are three types of filters in HEVC: interpolation, deblocking
and sample adaptive offset filters [4]. The deblocking and sample adaptive
offset filters are referred to as the in-loop or loop filters. A third type of loop
filter, the adaptive loop filter (ALF) [25], applied last of the loop filters to
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improve the filtering results was evaluated during the development of HEVC
but never implemented in the HEVC release.

• Interpolation filters are used within the inter prediction process to
smooth out the sub-pixel motion vectors to an integer pixel repre-
sentation. HEVC increased the number of filter coefficients for the
interpolation filters from 6 to 8 for luma and 2 to 4 for chroma.

• Deblocking filters are used for smoothing blocking artifacts in the
coded video to improve the perceived quality. The blocking artifacts
are results of the block-wise video coding, e.g. prediction blocks. The
filter is applied on the edges between the block coding units.

• Sample adaptive offset (SAO) filters are applied after the deblock-
ing filter and is used to improve the picture restoration. The filtering
is performed on a CTU basis. The SAO filter was first introduced
in the HEVC standard and can be applied on top of previous coding
standards.

The interpolation filter coefficients, i.e. filter taps, in HEVC are separable
and scaled up by a factor of 64 and rounded to the nearest integer, hence the
results of the filtering process are scaled by 64 and requires normalization.
The scaled up results are normalized by right-shifting by the input video bit
depth minus two [26]. For example, a video sequence of bit depth 8-bit will
have its filter results shifted to the right by 6, while a 10-bit video sequence
will have its filter results shifted to the right by 8.

Sub-pixel interpolation The prediction of fractional pixel motion vec-
tors is achieved by interpolation filtering. The H.264/AVC standard uses a
6-tap FIR interpolation filter for the half-pixels and a linear interpolation
for the quarter-pixels. The H.265/HEVC standard uses 7-tap or 8-tap FIR
interpolation filtering which improves the filter response and reproduction of
high frequency content, i.e. fine details [26]. The interpolation filter is a FIR
filter with coefficients based on the discrete cosine transform (DCT) and is
called a DCT-based interpolation filter (DCT-IF). The 1-D filter responses
of both AVC and HEVC can be seen in Figure 13.
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Figure 13: Luma sub-pixel interpolation filter responses (image source: M. Wien,
High Efficiency Video Coding [10])

3.6 Video quality measures

The quality measures for video sequences can be measured subjectively or
objectively. The objective measurements are performed mathematically us-
ing standardized measurements where pixel differences between a reference
picture and a compressed picture are compared. The objective measure-
ments may give mathematically correct measurements, but it is often nec-
essary to perform subjective measurements to evaluate the perceived visual
quality as well. Even if a objective measurement points to a degrade in video
quality, the human eye may not notice the degrade, and thus the subjective
quality may stay at the same level.

Common objective measurements include mean square error (MSE), peak
signal-to-noise-ratio (PSNR) and structural similarity (SSIM). In video cod-
ing standards it is common to compare the PSNR between a baseline video
coder and a suggested improvement to the video coder at different bitrates,
named the Bjøntegaard delta (BD) [6].

3.6.1 Mean square error

The mean square error is based on two simple mathematical formulas, the
sum of absolute difference (SAD) and the sum of square errors (SSE), all
of which are used to compare two pictures pixel by pixel. SAD, SSE and
MSE are commonly used in video coding to calculate the difference be-
tween pictures in the original video sequence and the compressed video se-
quence.
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The SAD formula sums the absolute pixel value differences, as seen in Equa-
tion 6. SSE takes the formula one step further by squaring the pixel value
difference, as seen in Equation 7. MSE takes the SSE result and calculates
the mean pixel difference by dividing with the total number of pixels of the
pictures that were compared, as seen in Equation 8. The higher the SAD,
SSE, and MSE are, the more errors are in the compressed picture. The
MSE measurement can be directly converted to a PSNR ratio presented in
section 3.6.2.

The variable A is the decoded compressed picture array and B is the original
picture array. M and N are the height and width of the pictures.

SAD(A,B) =
M−1∑
x=0

N−1∑
y=0

|B[i, j]−A[i, j]| (6)

SSE(A,B) =
M−1∑
i=0

N−1∑
j=0

(B[i, j]−A([i, j])2 (7)

MSE(A,B) =

∑M−1
i=0

∑N−1
j=0 (B[i, j]−A[i, j])2

M ·N
(8)

3.6.2 Peak signal-to-noise ratio

Peak signal-to-noise ratio (PSNR) is used to compare the quality of a refer-
ence picture or sequence of pictures to the compressed version of the same
picture or sequence of pictures. PSNR is commonly used to measure the
effects of video compression and is defined as the ratio between the original
picture signal and the noise signal introduced using lossy compression [6].
The maximum number of pixel values based on the number of bits, B, are
squared and divided by the MSE (see section 3.6.1) of the picture. The
PSNR formula can be seen in Equation 9.

PSNR = 10 · log10
(2B − 1)2

MSE
(9)

PSNR is measured in the logarithmic unit decibel (dB), and the higher the
PSNR, the better quality in comparison to the original picture. For lossy
compression at a bit depth of 8 bits the PSNR are typically between 30 dB
and 50 dB. PSNR is often used to compare video codecs, but it should not
be seen as a representation of the perceived video quality as the PSNR value
can vary depending on the image or video content [27].

25



The PSNR can be applied to the separate Y, Cb and Cr components. A
total PSNR is typically weighed depending on the chroma subsampling. For
example, the chroma subsampling mode 4:2:0 can have a PSNR formula that
is weighed more heavily on the luma component. An example on how the
PSNR calculations can be weighed over the luminosity (Y) and chromatic
channels (Cb and Cr), is available in Equation 10 [6].

PSNRW =
6 · PSNRY + PSNRCB

+ PSNRCR

8
(10)

3.6.3 Structural similarity

Structural similarity (SSIM) is used to measure the structural similarities
between pictures and predict the perceived quality. SSIM weighs in the
structural distortions such as noise, blocking artifacts, blurring and ring-
ing which are easily noticed by the human eye [14]. Although results may
differ between SSIM and PSNR, they often correlate in image compression
situations [28]. Changes in luminance, contrast, gamma and spatial shifts
are nonstructural distortions and does not change the structure of the pic-
ture.

The mathematical formula of SSIM, in Equation 11, is constructed by three
components that measures the difference in luminosity, contrast and struc-
ture. If A and B are pictures to be compared using SSIM, l(A,B) com-
pares the luminosity, c(A,B) compares the contrast and s(A,B) compares
the structure. The math behind the formula will not be presented in this
report as it has been thoroughly explained in other papers [14, 28]. The
three components can be weighted differently depending on the application,
but are usually weighed equally as wl=wc=ws=1.

SSIM(A,B) = [l(A,B)]wl · [c(A,B)]wc · [s(A,B)]ws (11)

3.6.4 Bjøntegaard delta

Bjøntegaard delta (BD) metrics is a standardized measurement used to com-
pare the coding efficiencies between video coders over a range of quality
points, usually PSNR and bit rates or SSIM and bit rates [10]. The mathe-
matical formula for BD-rate (see Equation 12) calculates the area between
two plotted lines of quality measurements at different bitrates, as seen in
Figure 14, where the quality measurement used is PSNR.

26



∆R(D) =
RB(D)−RA(D)

RA(D)
(12)

A negative result from the BD calculation means that the tested coder man-
aged to produce better results in comparison to the reference coder. Better
results either means that the same number of bits were used to produce
higher quality results or less bits were used to produce similar quality re-
sults. In Figure 14 the blue dotted curve produces better results (higher
PSNR) with a lower bitrate (fewer bits) and would result in a negative
BD-rate in comparison to the red crossed curve.

Figure 14: Bjøntegaard delta illustration. The area between the curves is calcu-
lated to compare the coding efficiencies. (a) BD-PSNR (b) BD-rate (image source:
M. Wien, High Efficiency Video Coding [10])
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4 Method

This section describes the methods used in this project. Pictures are digital
signals and can be filtered with digital filters. This project aims to make
use of the different frequency components of the pictures in a video sequence
to improve the inter prediction methods of the video coding system. The
filtering will be performed on a video picture block level, e.g. CU blocks
and sub-blocks.

Prototype filters are implemented in MATLAB while the evaluation is per-
formed using the Joint Exploration Model (JEM) [7] that is based on the
HEVC reference software model, HM. The final implementation will be lim-
ited to fit within the JEM framework and the work will be adjusted to what
is possible within that framework.

4.1 Picture filtering and prediction

The different characteristics of a picture can be separated using digital filters.
Low pass filters can be used to extract the low frequency characteristics and
high pass filters to extract the high frequency characteristics. The frequency
features of pictures depends on their content. Pictures that appear different
may share certain frequency features.

4.1.1 Improved picture prediction

The separated picture characteristics has potential to be used for better
inter prediction of a video sequence within the video coding process. If the
inter prediction, i.e. motion estimation, does not necessarily need to find
a perfect match, but a matching low or high frequency characteristic, the
residual signal of the coded video can potentially be reduced.

For example, if there are parts of a video sequence that have low frequency
shadows moving over a high frequency texture the motion estimation may
have trouble matching the block that is not shadowed with the same block
that is shadowed in the following frame(s), even though the texture is the
same. By splitting up the block into separate low and high frequency com-
ponents it offers the motion estimation to find the matching high frequency
block texture even if it is shadowed.
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4.2 Prototype in MATLAB

During the first phase of the project the filtering methods have been tested
using MATLAB and the built in functionality in the image and signal pro-
cessing toolbox. The version of MATLAB used for this project is R2016b.

The MATLAB image processing toolbox [29] comes with predefined func-
tionality for processing and analyzing pictures including some commonly
used image filtering techniques for image editing, e.g. noise removal, blur-
ring and sharpening. Based on that images are two dimensional signals, it
is possible to define customized filters using MATLAB’s signal processing
toolbox [30] to filter the pictures.

The prototype includes using 1-D low pass and high pass filters to perform 2-
D filtering of pictures. Suitable filters for picture filtering will be prototyped
and then implemented as part of the JEM framework.

4.3 Proof of concept in JEM

The prototype low pass and high pass filters from MATLAB have been
implemented within the JEM framework to be used by the inter picture
prediction. The filtering is performed within motion estimation to find the
best matching filtered blocks and within motion compensation to apply the
best filters.

JEM already has functionality implemented for filtering, i.e. horizontal and
vertical interpolation filtering, using 1-D filter coefficients which has been
of benefit for the proof of concept implementation. The version of JEM
used in this project is JEM 4.1, based on HM 16.6. JEM is written in C++
and released with several Visual Studio version project files. The IDE used
for implementing the proof of concept within JEM is Visual Studio 2013
Professional.
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5 Related work

The field of video compression is under constant research and improvement.
The joint collaborative team on video coding (JCT-VC) group has regular
meetings where researchers from companies from all around the world meets
to discuss video compression research, improvement suggestions and their
results. If the results are interesting and considered feasible it might be-
come a part of the next update of the current, or upcoming, video coding
standard.

The Joint Video Exploration Team (on Future Video coding) (JVET) re-
searches the next video coding standard and has overlapping meetings with
the JCT-VC group. JVET develops the next video coding standard refer-
ence software Joint Exploration Model (JEM). Their meetings are focused
on extending the HEVC standard to the next generation video coder and
improving the jointly developed JEM software framework.

The method described in this thesis project has not been up for sugges-
tion in the standardization meetings or in related academic research papers,
making it one of the first in its form. The HEVC standardization have had
several filtering techniques suggested and improved, e.g. interpolation, de-
blocking and SAO, so there are several filters implemented within the JEM
framework, which have inspired the filter implementation.

This thesis focuses on inter prediction and filtering, so the related work
research has been limited to those specific areas.

5.1 Related JCT-VC research

The JCT-VC meeting documents [31] are publicly available and contains
related research and improvement proposals for the HEVC standard. The
collaborators send in technical improvement suggestions and have them eval-
uated by the JCT-VC group. In parallel, the JVET group researches im-
provements for the next video coding standard, and their meeting documents
[32] are publicly available as well.

5.1.1 Filters in video coding

The video coding system contains several filters, e.g. in-loop filters, to im-
prove the quality of the coded video. Some of the filters researched are
listed below. Additionally, adaptive loop filters were evaluated during the
development of the HEVC standard, but the added complexity to the cod-
ing system was not worth the compression improvements [33]. However,
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there are adaptive loop filters implemented within the JEM software frame-
work.

• High accuracy interpolation filter (HAIF) (A117 [34] / C078) – TOSHIBA
The HAIF is a motion compensation filter, defined as a one dimen-
sional FIR filter, to interpolate on a half- and quarter pixel resolution
according to fractional pixel motion vector(s). The tool experiment
results points to that the HAIF can achieve good performance with
its steep frequency characteristics and long tap length (8-tap and 8/6-
tap).

• Non-uniform tap length filtering (NTLF) for bidirectional prediction
(D154 [35] / E134 / F315) – TOSHIBA
The worst case of complexity of the interpolation process are two
dimensional quarter pixel positions of bidirectional prediction. The
NTLF filter uses both asymmetrical and symmetrical filters and aims
to improve the bidirectional prediction and reduce the computational
complexity of the motion compensation interpolation. Original sug-
gestion (D154): 12/8 tap DCT-IF and 8/4-tap DCT-IF, this changed
in E134 to a 8/6-tap DCT-IF where 8 is the symmetrical filter and
6 is the asymmetrical filter. The results show coding losses for the
anchor at less than 0.20% and a reduction of the total computational
complexities.

• Joint Sub-pixel Interpolation for bi-predicted Motion Compensation
(F601 [36]) – Motorola
Proposes an interpolation scheme for temporal prediction of prediction
units (PUs) when bi-prediction (B-frame) is used. The optimal filter
per reference list (L0 and L1) would depend on the joint sub-pixel
offsets. Some concern was expressed due to the additional complexity
and no support was expressed.

5.2 Related scientific papers

5.2.1 Image processing and filters

There has been extensive research within the field of filters in image pro-
cessing, e.g. information extraction and enhancements, but nothing that
directly relates to the proposed inter prediction method of filtering pictures
within video sequences.

• Image Features From Phase Congruency [37]
The distinct features of an image, such as edges and lines, results in
phase changes of the Fourier components. The paper presents a way of
calculating phase congruency using wavelets and extending it from 1D
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to 2D signals. The paper discusses the use of low pass, band pass and
high pass filters for image analysis and argues that high pass filters
should be used to extract information from images.

• Image Enhancement Techniques using Highpass and Lowpass Filters
[38]
Both low pass and high pass filters can be used to enhance images.
This paper demonstrates the techniques behind image filters such as
the Gaussian and Butterworth filters and compares them to ideal fil-
ters. The low pass filter can be used to denoise images, while the high
pass filter can be used to preserve edge details.

• Image Analysis by Bidimensional Empirical Mode Decomposition (BEMD)
[39]
The paper proposes an analysis method for image textures by feature
extraction, based on a method called Empirical Mode Decomposition
(EMD) [40]. The results of the proposed BEMD method was able to
extract different high, mid and low spatial frequency components from
images. Further analysis of BEMD results was performed in a separate
paper [41].
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6 Implementation

Two separate implementations, one prototype and one proof-of-concept,
have been performed to test the concept of filtering video sequence pictures
for better prediction and video compression. The prototype filter imple-
mentation was developed using MATLAB and used for experimentations of
the low pass and high pass filtering concept. The final implementation of
the project was implemented within the JEM framework to act as a proof-
of-concept to be evaluated in comparison to the original JEM implementa-
tion.

6.1 Prototype in MATLAB

The experimental prototype implementation in MATLAB was used to an-
alyze pictures and the effects of filtering in both the spatial (pixel) domain
and the frequency domain. The prototype implementation made use of both
the signal processing toolbox and the image processing toolbox to analyze
and filter the pictures. The goal of the prototype was to separate the low
and high frequency components of pictures and combine the results to create
new pictures.

6.1.1 Synthetic picture generator

A synthetic picture generator was developed early in the project to be able
to generate picture components of different frequencies. The generator sam-
ples one dimensional sinusoidal signals and replicates the data in a NxN
pixel matrix, either horizontally or vertically. As an example, a one period
sinusoid (see Figure 15a) was sampled to produce the picture in Figure 15b
by extending the one dimensional signal vertically to two dimensions.

In addition a pattern image generator that overlays pictures with a horizon-
tal, vertical, diagonal or grid pattern. The patterns are not generated from
signals, but can be represented by square wave signals as the patterns have
sharp edges. By combining the two generators it was possible to create the
picture in Figure 15c. The generated picture consists of a horizontal low fre-
quency sinusoid and a vertical high frequency square wave. The generated
synthetic pictures was used to test the performance of the two dimensional
low pass and high pass filtering prototypes.
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(a) One period sinusoid
signal in one dimension

(b) Generated sinu-
soid picture

(c) 15b with a pat-
tern overlay

Figure 15: The signal in 15a is used to generate the horizontally low frequency
picture in 15b. The picture is overlaid with a vertically high frequency pattern,
resulting in 15c

6.1.2 Filter prototypes

To filter the synthetic pictures, a low pass filter and a high pass filter were
implemented using MATLAB’s signal processing toolbox. The filters were
generated using built-in functions to generate 1-D filters and were converted
to 2-D filters by multiplication of the 1-D filter coefficients vector and its
transpose (see section 3.5.3). This proved to not be as straightforward for
the high pass filter as for the low pass filter.

The prototype filters were generated using a 1-D FIR filter generator func-
tion, firls, available in MATLAB’s signal processing toolbox. The firls filter
generator uses the least squares method to generate the FIR filter, that min-
imizes the squared error between the desired ideal magnitude response and
the actual magnitude response of the FIR filter [42]. There are other FIR
filter generators available in MATLAB, e.g. fir1 and firpm, but they did
not yield as good frequency responses as firls.

The JEM framework limited the prototype filters to 1-D coefficients as the
interpolation filtering is performed separately horizontally and vertically. If
a 2-D filter would have been implemented, the McClellan frequency transfor-
mation would have yielded good 2-D filters using MATLABs built in func-
tion, ftrans2 [43]. The resulting 2-D frequency magnitude responses from
ftrans2 in Figure 16 have acted as references for the frequency responses of
the low pass and high pass filter prototype implementation.
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(a) 2-D low pass filter (b) 2-D high pass filter

Figure 16: Reference 2-D low pass and high pass filters using the McClellan
frequency transformation of one dimensional FIR filters.

Low pass filter prototype The low pass FIR filter was set to pass fre-
quencies under 0.1 normalized frequency and filter out normalized frequen-
cies over 0.2 (cutoff frequency). The interpolation filters in JEM 4.1 are
based on the HEVC filters that have a cutoff frequency at 0.5 normalized
frequency (see section 3.5.4). Having the low pass filter cutoff frequency at
0.2 splits the remaining frequency spectrum, i.e. 0 to 0.5 normalized fre-
quency, in close to half. The filter order was set to 6, i.e. 7 filter coefficients,
as seen in Listing 1, based on that the interpolation filters used in HEVC are
limited to 8 coefficients due to added computational complexity of higher
order filters and that the high pass filter order is required to be even.

[ 0 . 0978 , 0 .1305 , 0 .1532 , 0 .1614 , 0 .1532 , 0 .1305 , 0 .0978 ]

Listing 1: Low pass 1-D filter coefficients generated with MATLAB’s firls

The resulting frequency response of the 1-D FIR filter can be seen in Fig-
ure 17a. The conversion to a 2-D filter using the transpose multiplication
results in the 2-D frequency response in Figure 17b. The two dimensional
characteristics of the prototype low pass filter is close to the reference low
pass filter in Figure 16a and only the absolute lowest frequencies will pass
through the low pass filter.
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(a) 1-D frequency response of the low
pass filter

(b) 2-D frequency response of the
low pass filter

Figure 17: Frequency responses of a 1-D FIR filter 17a generated using MATLAB’s
firls function converted to a 2-D filter 17b using transpose multiplication of the 1-D
FIR filter coefficients.

High pass filter prototype The prototype high pass FIR filter is defined
as the opposite of the low pass filter, i.e. to pass frequencies over 0.2 normal-
ized frequency and filter out frequencies under 0.1 (cutoff frequency). The
high pass filter order was required to be even when generated using the firls
and was set to filter order 6, i.e. 7 filter coefficients Listing 2 to fit within
the limit of 8 coefficients in JEM 4.1. The resulting frequency response of
the 1-D FIR filter can be seen in Figure 18a. The conversion to a 2-D filter
using the transpose multiplication results in the 2-D frequency response in
Figure 18b.

[−0.0978 ,−0.1305 ,−0.1532 , 0.8386 ,−0.1532 ,−0.1305 ,−0.0978]

Listing 2: High pass 1-D filter coefficients generated with firls

(a) Frequency response of the prototype
1-D high pass filter

(b) Frequency response of the
transpose 2-D high pass filter

Figure 18: Frequency responses of a 1-D FIR filter 18a generated using MATLAB’s
firls function, converted to a 2-D filter 18b by transpose multiplication.
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By analyzing the frequency response of the generated 2-D filter in Figure 18b
it became clear that it will filter out several high frequencies, where either the
horizontal or vertical frequency (Fy or Fx) are at zero. A correct high pass
filter would be an inverse of a low pass filter where all the high frequencies
are captured, similar to the reference filter in Figure 16b. The following
section (section 6.1.3) explains how the prototype frequency response was
improved using the characteristics of the high pass filter.

6.1.3 Improved high pass filtering

To improve the filtering results of the high pass filter it is possible to perform
separate vertical and horizontal filtering of the original picture and then
add the results together. This does not equal to the transpose technique
used for the first high pass filter prototype, as high pass filters are not
separable.

The frequency response of a 1-D filter in two dimensions is an extension of
the 1-D frequency response along either the horizontal or vertical axis of the
two dimensional space. The 1-D frequency response of the high pass filter
Figure 18 can be horizontally and vertically extended to two dimensions, as
seen in Figure 19a and Figure 19b. To combine the horizontal and vertical
filters, their results can be added together to form a picture that has been
filtered in two dimensions. The combined frequency response of the vertical
and horizontal high pass filters can be seen in Figure 19c.

(a) Horizontal frequency
response in 2-D

(b) Vertical frequency
response in 2-D

(c) Combination of 19a
and 19b (addition)

Figure 19: Frequency responses of a 1-D FIR filter in Figure 18 extended, horizon-
tally and vertically, to two dimensions. The addition of the horizontal and vertical
filters creates the frequency response in 19c.

The lowest frequencies are filtered out (blue area), but there are still issues
with the high frequency signals. Purely vertical and horizontal high frequen-
cies will be dampened (green areas) in comparison to the frequencies that
are high both vertically and horizontally (yellow areas). The magnitude re-
sponse for the diagonally high frequencies are doubled after the addition of
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the high pass filters, i.e. the maximum magnitude has increased from 1 to
2 in Figure 19c.

It is possible to use the two high pass filter prototypes to construct a better
high pass filter. The improved high pass filter frequency response in Fig-
ure 20b can be subtracted with the frequency response of the first prototype
in Figure 20a to create a better high pass filter. The subtraction results in
a two dimensional frequency response of a high pass filter, see Figure 20c,
which is the opposite of the prototype low pass filter in Figure 21a. The
different high pass filter prototypes are compared and evaluated in section
6.1.4.

(a) The frequency re-
sponse from Figure 18b

(b) The frequency re-
sponse from Figure 19c

(c) Combination of 20b
and 20a (subtraction)

Figure 20: The two high pass filter prototypes can be combined to produce a
two dimensional high pass filter that covers all the high frequencies in the two
dimensional space.

Matching low and high pass filters To test if the low pass and high pass
filter combination covers all the frequencies and does not overlap the two
filter frequency responses can be added together. The result in Figure 21c is
a constant one, meaning that the filters complement each other and all the
frequencies are preserved in the low pass and high pass filtered results.

(a) Low pass filter pro-
totype

(b) High pass filter pro-
totype

(c) Addition of 21a and
21b

Figure 21: Addition of the low pass and high pass filter frequency responses
preserves all the frequencies.
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High pass filter as an inverse low pass filter Alternatively to design-
ing the high pass filter based on 1-D high pass filter coefficients it can be
defined as the inverse of the low pass filter, as discussed in section 3.5.3.
Therefore, the implementation of a high pass filter can be defined as an all
pass filter minus the low pass filter, i.e. Figure 21c minus Figure 21a results
in Figure 21b. This means that to high pass filter a picture is equal to taking
the original picture minus the low pass filtered picture, as long as the low
pass filters are the inverse of the desired high pass filter.

6.1.4 Filter performance comparison

It can be hard to evaluate filter performance simply by analyzing the fre-
quency responses, so a spatial domain comparison was performed by filtering
and reconstructing a reference picture. The different high pass filter proto-
types were used in combination with the low pass filter prototype to filter
the cameraman picture in Figure 22a and reconstruct the picture based on
the low and high pass filtered results.

The high pass filter prototype in Figure 20a filters out the purely horizontal
and vertical high frequency signals. This can be seen in Figure 22b where the
cameraman shoulder and legs have sharp horizontal and vertical transitions.
The high pass filter in Figure 20b managed to capture more of the high
frequencies in the picture, as seen in Figure 22c. Even if the edge detection
behavior of the first two high pass filtering techniques are similar, the infor-
mation loss is significant when added with the low pass filtered component
to reconstruct the picture. The low pass filter results in Figure 22e were
combined with the high pass filter results to reconstruct the pictures seen
in Figure 22f, which shows a significant quality reduction, and Figure 22g
that managed to preserve more of the information. The combination of the
two high pass filters (see Figure 20c) resulted in a better reconstruction (see
Figure 22h) that looks subjectively identical to the original picture.

To objectively compare the reconstructions to the original picture both
PSNR and SSIM objective measurements were performed. The results in
Table 1 show that there are objectively significant differences between the
reconstructed pictures and the original for the first two prototypes, but the
combination of them result in a perfect reconstruction similarly to the fre-
quency transformation reference filters using ftrans2 (see Figure 23). Worth
noting is that as MSE approaches zero the PSNR formula approaches in-
finity as it is based on a division by MSE (see section 3.6.2), so a minimal
MSE measurement difference can result in large PSNR differences. The re-
construction results does not represent how well the individual low pass and
high pass filters perform, but rather how well they match together.
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(a) Picture to low
and high pass filter

(b) High pass fil-
tered (Figure 20a)

(c) High pass fil-
tered (Figure 20b)

(d) High pass fil-
tered (Figure 20c)

(e) Low pass filter
(Figure 17)

(f) Reconstruction
using 22e and 22b

(g) Reconstruction
using 22e and 22c

(h) Reconstruction
using 22e and 22d

Figure 22: Reconstruction results based on the same low pass filter prototype
(22e) and three different high pass filter prototypes (22b, 22c, 22d).

(a) Low pass filtered
(ftrans2 )

(b) High pass filtered
(ftrans2 )

(c) Reconstructed pic-
ture from 23a and 23b

Figure 23: Reconstruction from the reference ftrans2 filters

Compared
pictures

MSE
immse(pic,ref)

PSNR
psnr(pic,ref,255)

SSIM
ssim(pic,ref)

22a and 22f 339.259 22.825 dB 0.651

22a and 22g 84.815 28.846 dB 0.902

22a and 22h 0.000 321.915 dB 1.000

22a and 23c 0.000 319.197 dB 1.000

Table 1: Objective measurements of the reconstructed Figure 22 and Figure 23.
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6.1.5 Prototype filtering results

The digital signal frequencies of pictures varies and depends on the picture
content. To start simple, the two final low and high pass filtering proto-
types were evaluated using synthetic pictures with only a few frequency
components, e.g. a low and a high frequency. The same prototype filters
were then used on pictures extracted from a video sequence to attempt to
combine filtered pictures to create a new one.

Synthetic picture filtering Applying a low pass and high pass filter to
the synthetic pictures in Figure 24 (24a and 24d) resulted in two separated
picture components. The low pass filter managed to filter out the low fre-
quency picture component, e.g. a horizontal low frequency sinusoid, with
some high frequency residue. The diagonal lines were completely filtered as
there are no ripples in the diagonally high frequency areas of the low pass
filter frequency response (see Figure 17). The high pass filter managed to
capture the high frequency pattern, up until the dark area in the original
picture where the high frequency component blends together with the low
frequency component.

(a) Horizontal lines (b) Low pass filtered (c) High pass filtered

(d) Diagonal lines (e) Low pass filtered (f) High pass filtered

Figure 24: Synthetic images and their low pass and high pass filtering results
using the prototype filters.
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Video sequence picture filtering Regular pictures typically contains a
long range of different frequencies, in comparison to the synthetic pictures
generated. To test the prototype filters further it was necessary to use pic-
tures from real video sequences. In this experiment filtering the first frame of
a standardized test video sequence was used. The video sequence is named
BQSquare and is a part of the test set used for AVC/HEVC coding evalu-
ations [5]. It contains camera panning, people and objects movement. The
first frame, see Figure 25, contains a lot of chairs, tables and people.

Figure 25: Luma component of the first frame of the video sequence BQSquare

The prototype low pass and high pass filters were tested on a block of pixels
within the full picture. The results displayed in Figure 26 shows that the
low pass and high pass filters are able to separate the low and high frequency
spatial signals of the pixel block. The sharp details of the square tiles are
blurred in the low pass filtered block

(a) Original block (b) Low pass filtered (c) High pass filtered

Figure 26: Extracted pixel block from Figure 25, and the low pass and high pass
filtering results using the filter prototypes.
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Combined filtered video sequence blocks To extend the testing of
the filtered pixel blocks, one low pass filtered and one high pass filtered,
of two different frames in the video sequence were used to simulate a pre-
diction scenario and compare it to the average prediction of the same pixel
blocks. This test does not include any motion vectors to compensate for the
movement between the video sequence pictures. The first and third frame
of the BQSquare video sequence were used to simulate the prediction of the
second frame pixel block. The results of the filtered blocks and the averaged
blocks can be seen in Figure 27.

The MSE, PSNR and SSIM were measured on the two block predictions
(Figure 27c and Figure 27f) were compared to the original block in the second
frame. The quality measurements can be seen in Table 2. For simulated
block prediction the average prediction was better - but the combination
of filtered blocks resulted in a valid prediction with a subjectively better
representation of the shoe. Similar techniques will be used in the proof-of-
concept implementation within JEM, described in section 6.2, to attempt
to improve the original inter prediction.

(a) Original block (first
frame)

(b) Original block (third
frame)

(c) Average of 27a and
27b (predicted frame)

(d) Low pass filtered
block (first frame)

(e) High pass filtered
block (third frame)

(f) Added 27d and 27e
(predicted frame)

Figure 27: Simulated prediction using the average prediction (27c) and low pass
filtered and high pass filtered blocks added together (27f).
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Prediction MSE PSNR SSIM

Low + High 66.806 29.883 dB 0.894

Average 20.731 34.965 dB 0.956

Table 2: Objective measurements of the predicted blocks in Figure 27c and Fig-
ure 27f in comparison to the original block of the second frame using MSE, PSNR
and SSIM.

6.2 Proof of concept in JEM

The proof of concept implementation in JEM 4.1 has been developed as an
extension of the existing uni- and bi-prediction used to evaluate and find
the best prediction mode of each coding unit (CU), i.e. a block of pix-
els. The extension aims to improve the prediction and evaluate if filtered
blocks has the potential of improving the prediction results, both for uni-
or bi-prediction. By allowing for combinations of high pass, low pass and
non-filtered blocks the merged blocks has potential to improve the predic-
tion. Bi-prediction is effective, but rate-distortion (RD) costs can limit the
compression quality, hence bi-prediction may be skipped if the RD cost is
not favorable in comparison to uni-prediction.

6.2.1 Filtering in JEM

The filtering performed within JEM 4.1 is either interpolation, deblocking
or sample adaptive offset filtering (see section 3.5.4). Instead of developing
a separate filtering class, the proof-of-concept implementation has made use
of and extended the interpolation filtering class functionality.

The interpolation filtering class, InterpolationFilter, is shared by the en-
coder and decoder applications and contains predefined filter coefficients of
interpolation low pass filters. The filter coefficients are stored in tables (two
dimensional arrays) to be used for different types of pixels, e.g. half and
quarter pixels. The data array structures are of power of two lengths (2, 4
or 8) and the filters of odd or shorter length are padded with zeros. There
are separate filter tables for the luma and chroma components, lumaFil-
ter and chromaFilter (see Listing 3). The luma filters are stored as filters
with up to 8 filter coefficients and the chroma filters have up to 4 filter
coefficients.

The interpolation filtering is performed separately for the horizontal and
vertical signals using the filtering functions, filterHor and filterVer (see
Listing 3). Internally, both of the filtering functions calls private encapsu-
lated functions that perform the actual filtering, i.e. calculating the summa-
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tion of pixel values multiplied with filter coefficients as explained in section
3.5.3.

The private function to perform the actual filtering is named filter, and
takes a long list of arguments including if the filtering is to be performed
vertically or horizontally, the pixel block to be filtered, where to store the
results and the filter coefficients to be used. If the size of the block to
be filtered matches certain prerequisites the filter function will use single
instruction and multiple data (SIMD) function calls to perform the pixel
block matrix filtering operations more efficiently.

1 class InterpolationFilter

2 {

3 static const FilterCoeff lumaFilter [][]; // Luma filter table

4 static const FilterCoeff chromaFilter [][]; // Chroma filter table

5

6 public:

7 void filterHor () // Filter horizontally

8 void filterVer () // Filter vertically

9

10 private:

11 void filter () // Filter horizontally or vertically

12 }

Listing 3: The interpolation filter class data structures and functions in JEM 4.1
(function names may vary and parameters are omitted)

Filter results clipping JEM has defined clipping of the filter results that
end up beyond the internally defined bit precision, e.g. values outside the
unsigned 10 bit range (0-1023), are clipped. Any value below 0 is set to
0, and any value above 1023 is set to 1023. This is not ideal for high pass
filter results that typically oscillates around 0 due to it being a derivative
process, and thus consists of negative signal values that will be clipped by
JEM.

6.2.2 Extended filter implementation in JEM

The high pass filter (HPF) and low pass filter (LPF) prototypes from MAT-
LAB (see section 6.1) have been implemented as part of the interpolation
class to make use of the vertical and horizontal filtering functions. Due
to limitations in the interpolation class the prototype LPF and HPF coeffi-
cients consists of seven coefficients to fit within the limit of eight coefficients.
Having an odd number of filter coefficients are often preferable as the kernel
of the filter will have the pixel to be filtered at the center of the filtering co-
efficients, e.g. seven filter coefficients will have the three filter coefficients to
the left and right of the pixel to be filtered. Additionally, the filter generator
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(firls) in MATLAB is constrained to an odd number of filtering coefficients
(even order) for high pass filters.

Filter coefficients and filtering functions The LPF and HPF proto-
type filter coefficients have been added to the interpolation filtering class
as two separate arrays of length equal to the number of luma interpolation
filter coefficients (taps) within JEM, defined as NTAPS LUMA = 8. The
filter coefficients are scaled up by multiplication with 64 (26) and rounded
to the closest integer to follow the JEM interpolation filter standard, which
corresponds to the HEVC standard [26]. The filter coefficients have been
further corrected to have the gain of the LPF at 1 and the gain of the HPF
at 0. As the coefficients have been scaled up with 64, the sum of the LPF
taps should be 64. The implemented filter coefficients are listed in Listing 4,
where lumaLPF contains the LPF coefficients and lumaHPF contains the
HPF coefficients. Since the prototype filter length is 7 taps, the filters have
been padded with a 0 at the end.

1 InterpolationFilter :: lumaLPF[NTAPS_LUMA ]={ 7, 8, 11, 12, 11, 8, 7, 0};

2 InterpolationFilter :: lumaHPF[NTAPS_LUMA ]={-7,-8,-11, 52,-11,-8,-7, 0};

Listing 4: 1-D filter coefficients (taps) generated with firls and scaled up with 64,
rounded and corrected to suitable filter coefficients. NTAPS LUMA = 8 in JEM.

The public filtering functions available in JEM 4.1 are defined to point to
the interpolation filter tables (see section 6.2.1). To avoid integration prob-
lems with the already defined filtering functions, the interpolation class was
extended with additional public horizontal and vertical filtering functions
to call the private filter function with pointers to the LPF and HPF co-
efficients in Listing 4. The new public functions to perform low pass and
high pass filtering are called by the extended motion estimation and motion
compensation processes (see section 6.2.4).

Pseudocode to perform LPF and HPF The pseudocode for the func-
tion calls required to perform low pass filtering is listed in Listing 5. The
actual arguments sent to the filtering functions have been omitted and the
correct filter coefficients are assumed to be applied by the filtering functions.
The filtering is first performed horizontally over the original picture pixel
block, and the results are forwarded to the vertical filtering function to fi-
nalize the two dimensional LPF filtering process. The LPF filtering process
requires one intermediate pixel buffer to store the horizontal LPF results,
hFiltered, and one buffer to store the final LPF results, lpFiltered.
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1 hFiltered = filterHor(picture); // LPF horizontally

2 lpFiltered = filterVer(hFiltered); // LPF vertically

3 // lpFiltered now contains the low pass filter results

Listing 5: An example of how the low pass filtering is performed using the filtering
functions in JEM.

In a similar way the high pass filtering can be performed using the same
set of filtering functions, listed in Listing 6. The high pass filtering is per-
formed by combining horizontal and vertical filtering, as described section
6.1.3. Firstly, the original picture pixel block is separately filtered hori-
zontally and vertically, with the results stored in hFiltered and vFiltered.
Secondly, the horizontal HPF results, hFiltered, are forwarded to an addi-
tional vertical filtering function call, and the results are stored in hvFiltered.
Finally the three separate results are combined into one final HPF result,
hpFiltered. In comparison to the LPF filtering process the HPF process re-
quires more computations and more intermediate buffering of the temporary
results.

1 hFiltered = filterHor(picture); // HPF horizontally

2 vFiltered = filterVer(picture); // HPF vertically

3 hvFiltered = filterVer(hFiltered); // HPF vertically

4 hpFiltered = hFiltered+vFiltered -hvFiltered; // Combine HPF results

5 // hpFiltered now contains the high pass filter results

Listing 6: An example of how the high pass filtering could be performed using
the filtering functions

Alternatively the HPF can be performed using the LPF results as the pro-
totype filters are the opposites of each other, see Listing 7. In comparison
to the HPF process in Listing 6, this requires fewer intermediate buffers and
less computations and yields the same result, as long as the LPF applied
has the opposite frequency response of the desired HPF. The extended im-
plementation has both methods available, but uses the method in Listing 7
as a default.

1 hFiltered = filterHorLP(picture); // LPF horizontally

2 lpFiltered = filterVerLP(hFiltered); // LPF vertically

3 hpFiltered = picture - lpFiltered; // HPF = Pic - LPF

4 // hpFiltered now contains the high pass filter results

Listing 7: The HPF results are equal to subtracting the LPF results from the
picture to be filtered

Filter enums To follow the coding standard of JEM, the different filtering
modes have been defined as a global enum. The enum allows for modular
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verification of what filter is to be applied during the inter prediction, and the
number of filters can be adjusted from a globally available setting. In the
proof-of-concept implementation there are three filtering modes available in
the InterPredFilter enum: NOF (no filtering), LPF (low pass filtering) and
HPF (high pass filtering), listed in Listing 8.

1 enum InterPredFilter

2 {

3 NOF = 0, // No filtering

4 LPF = 1, // Low pass filtering

5 HPF = 2, // High pass filtering

6 NUMBER_OF_FILTERS = 3 // Number of filters available

7 }

Listing 8: Implemented enum representing the filter to be applied.

Additional filtered block buffers The filtered block buffers in JEM are
made to hold blocks of the maximum CU size (defined as MAX CU SIZE ),
plus some additional padding for the interpolation filtering. To hold fil-
tered search areas the extended implementation required an additional set
of temporary buffers for filtered search areas, which can hold the size of
the maximum CU size (MAX CU SIZE ) plus the additional search range
(iSearchRange) in all directions, i.e. the width and height are MAX CU SIZE
+ iSearchRange * 2, and with additional buffer padding for the filtering.
Within JEM the search range is configurable, but in one of the standardized
configuration files for random access (one I-frame followed by B-frames) the
search range is set to 256 pixels. The additional buffers were implemented
similarly to the interpolation filtering buffers available in JEM.

6.2.3 Inter prediction in JEM

The encoder inter prediction within JEM 4.1 is performed by first executing
a uni-prediction forward prediction from one of the reference picture lists
(List0) and then a backward prediction from the other reference picture list
(List1). The prediction is performed using motion estimation (ME) on the
luma component of the pictures. The best matching block from either one
of the lists becomes the active uni-prediction. In the case of a B-frame, the
encoder will try to improve the prediction using bi-prediction by combining
pixel blocks from List0 and List1. The prediction with the lowest rate-
distortion (RD) cost is selected as the prediction to be applied by motion
compensation by the encoder and decoder to construct the video sequence
pictures from the reference picture lists.

The function call chain to reach the inter prediction of JEM while encoding
a video is listed in Listing 9. The video encoding is performed on a group of
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pictures (GOP) basis through the function compressGOP where the I-, B-
and P-frames of the same GOP are encoded using intra- and inter-prediction.
Each CTU tree of a picture frame is iterated over by compressCTU and the
function compressCU will recursively split CU blocks and evaluate the best
prediction by measuring the rate distortion (RD) cost using checkRDCost
to perform rate distortion optimization (RDO) and find the best inter pre-
diction mode of each CU block and sub-blocks. The bi-prediction is only
used when it is cheaper than uni-prediction, in terms of RD cost.

The uni-directional and bi-directional prediction in JEM 4.1 is executed by
the function named predInterSearch. It will find the best prediction for a
CU block with the help of motion estimation and motion compensation for
finding matching pixel blocks, as seen in Listing 10. The best uni-directional
or bi-directional inter prediction is applied in the final step using motion
compensation to construct the reference picture for the next frame to be
predicted.

1 // The inter predictions are performed within predInterSearch

2 compressGOP -> compressCTU -> compressCU -> checkRDCost ->

3 -> predInterSearch

Listing 9: JEM call chain to reach predInterSearch to perform inter prediction
(uni- and bi-prediction) using motion estimation and motion compensation.

1 void predInterSearch ()

2 {

3 // Uni -prediction search (for P- and B-frames)

4 for each refList // Loop over the reference list(s)

5 for each refPicture // Loop over reference pictures

6 motionEstimation (); // Motion estimation (ME)

7 saveBestUniPrediction (); // Save the best uni -pred.

8 end for

9 end for

10

11 // Bi -prediction search (only for B-frames)

12 if CU is of type B // Must be a B-frame

13 copyUniPredResults (); // Initial prediction (uni)

14 for each refList // Loop over reference lists

15 for each refPicture // Loop over reference pictures

16 motionCompensation (); // Motion compensation (MC)

17 motionEstimation (); // Motion estimation (ME)

18 saveBestBiPrediction (); // Save the best bi -pred.

19 end for

20 end for

21 end if

22

23 compareUniAndBiPredictions (); // Compare prediction costs

24 motionCompensation (); // MC the best prediction (uni or bi)

25 }

Listing 10: Pseudocode of the uni- and bi-prediction search performed by JEM’s
predInterSearch. The final motion compensation applies the best prediction of the
current pixel block to be predicted.
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6.2.4 Extended inter prediction implementation in JEM

The proof-of-concept implementation focused on extending the inter predic-
tion of the JEM encoder to make use of the LPF and HPF filtering function-
ality, described in section 6.2.2, within both motion estimation (ME) and
motion compensation (MC).

The extension requires altering parts of the inter prediction performed within
predInterSearch (see Listing 10) to have motion estimation filter the search
blocks and search areas and motion compensation apply filters on the pre-
dicted blocks.

The extended inter prediction is implemented to attempt to improve the
original prediction instead of replacing it. If the results of the inter prediction
extension fails to yield a better prediction with a lower rate distortion (RD)
cost the original prediction will be applied.

Motion estimation search of filtered pixel blocks The motion esti-
mation (ME) search is performed by the encoder on the luma (Y) component
of a search block to be predicted and a search area within a reference pic-
ture. The reference picture is a reconstructed picture and should be equal to
the reference picture available to the decoder after it has reconstructed the
encoded bitstream. ME performs a pattern search to find the best matching
block within the search area range in the reference picture and calculates
the RD cost of the prediction.

To perform filtering of the search block and search area, the ME function
was extended to have instructions of what filter to apply sent as two pa-
rameter flags, one for the search block and one for the search area. The
filtering instructions are sent from a custom function, motionEstimation-
Filter, that encapsulates the actual ME function and iterates over different
filter combinations (see Listing 11). Depending on the inter prediction to be
performed, i.e. uni- or bi-prediction, there are different filter combinations
to be applied. The filtering within uni-prediction includes filtering the refer-
ence picture while leaving the original search block unfiltered. The reason is
to get the correct cost estimation and motion vectors for running predictions
from only one reference picture.

The function motionEstimationFilter is called right after the original ME
function calls within predInterSearch, and if a better prediction was found
the results of the original ME is replaced by the improved prediction results,
including the motion vector, reference index and filter.
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1 // Iterates over filters and calls ME with filtering instructions

2 void motionEstimationFilter ()

3 {

4 for each filter

5 filterBlock = biPred ? filter : NOF; // Block filter

6 filterArea = filter; // Search area filter

7 motionEstimation(filterBlock , filterArea);// ME filter

8

9 if(cost < bestCost) // RD cost from ME

10 saveBestPrediction (); // Save best prediction

11 end for

12 }

Listing 11: The motion estimation is encapsulated in motionEstimationFilter to
iterate over different filter combinations, depending on uni- or bi-prediction.

The uni-prediction is responsible for performing both the regular uni-prediction
(see Figure 28a) and the pre-bi-prediction (see Figure 28b) where both the
search area and the search block are filtered to find the best matching blocks
of each filtered component, e.g. a low pass filtered search block is motion
estimated on a low pass filtered search area. The cost of such a motion
estimation does not represent a real prediction of the original block, but
a prediction of a filtered original block, hence those costs are not valid for
uni-prediction. The reason for having uni-prediction perform the pre-bi-
prediction ME filtering is that the bi-prediction loop in predInterSearch will
apply the initial motion compensation based on the uni-prediction results,
and then run the bi-predictive motion estimation, with the motion compen-
sated block weighed in as one of the two predictions of bi-prediction.

(a) Uni-prediction filtering. (b) Pre-bi-prediction filtering.

Figure 28: Uni-prediction performs motion estimation on the block to be esti-
mated, with and without using filtering, depending on the mode.

The bi-prediction loop has been extended similarly to how uni-prediction
calls motionEstimationFilter to try and improve the uni-prediction. A sep-
arate bi-prediction function, improveBiPrediction (see Listing 12), applies
the pre-bi-prediction results from the uni-prediction loop using motion com-
pensation and then calls motionEstimationFilter with the bi-prediction flag
set to true to calculate the costs of the bi-prediction using combinations of
non-filtered and filtered block predictions (see Figure 29). The bi-prediction
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motion estimation will subtract the motion compensated block from the
block to be predicted and then the motion estimation will search for the
best matching block of the remainder, hence it finds the best matching
block combination for the block to be predicted.

1 // Iterates over filters and calls MC with filtering instructions

2 void improveBiPrediction ()

3 {

4 for each ref // Loop over reference pics

5 for each filter // Loop over filters

6 getPrediction(ref); // Pre -bi-pred MV and filter

7 motionCompensation(ref , mv, filter);// MC: Apply pre -bi -pred

8 motionEstimationFilter(biPred); // ME: Find matching block

9

10 if (cost < bestCostBi) // RD cost from ME

11 saveBestPrediction (); // Save best prediction

12 end for

13 end for

14 }

Listing 12: An encapsulating function to apply the filtered results from the pre-
bi-prediction using MC and running the the filtering ME to find the best matching
blocks.

Figure 29: Bi-prediction filtering. The block to be predicted is subtracted by
the motion compensated block, resulting in a remainder that is searched for using
motion estimation and filtering of the search area.

The two functions, motionEstimationFilter and improveBiPrediction, have
been implemented into the inter prediction function of JEM, predInterSearch
(see lines 7 and 18 in Listing 13). The behavior of the inter prediction in
JEM is retained, and the extensions will attempt to improve the original
predictions. If an improved prediction is found it will replace the original
prediction to be applied in the final motion compensation call of predInter-
Search (see line 25 in Listing 13).
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1 // Modified predInterSearch: filtering of the ME pixel blocks

2 void predInterSearch ()

3 {

4 for each refList

5 for each refPicture

6 motionEstimation ();

7 motionEstimationFilter (); // Uni -prediction on filtered blocks

8 saveBestUniPrediction ();

9 end for

10 end for

11

12 if CU is of type B

13 copyUniPredResults ();

14 for each refList

15 for each refPicture

16 motionCompensation ();

17 motionEstimation ();

18 improveBiPrediction (); // Bi-prediction on filtered blocks

19 saveBestBiPrediction ();

20 end for

21 end for

22 end if

23

24 compareUniAndBiPredictions ();

25 motionCompensation ();

26 }

Listing 13: Extended pseudocode of the uni- and bi-prediction search performed
by JEM’s predInterSearch. The final motion compensation applies the best
prediction of the current pixel block to be predicted, including filtering if applicable.

To summarize the motion estimation function calls that are performed and
evaluated each time predInterSearch is called is listed below, assuming the
CU block to be predicted is a part of a B-frame:

• Motion estimation (uni):
(block to be predicted & reference picture search area)

– NOF & NOF

– NOF & LPF

– NOF & HPF

• Motion estimation (pre-bi):
(block to be predicted & reference picture search area)

– NOF & NOF

– LPF & LPF

– HPF & HPF

• Motion estimation (bi):
(block to be predicted & reference picture search area + motion com-
pensated prediction)
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– NOF & NOF + MC(NOF/LPF/HPF)

– NOF & LPF + MC(NOF/LPF/HPF)

– NOF & HPF + MC(NOF/LPF/HPF)

As motion estimation search is a part of both uni- and bi-prediction, the
best prediction of those two will become the final prediction to be applied in
the final motion compensation of predInterSearch. In uni-prediction the best
block, either filtered or not filtered, from both of the reference picture lists
are saved as separate prediction candidates, and in bi-prediction the best
combination of blocks, filtered or not filtered, will become the final prediction
candidate. For example, the bi-prediction may include a combination of a
LPF block and a HPF block or a NOF block and a LPF block, depending
on what combination yielded the lowest RD-cost.

The extended inter prediction results in more computations, as motion es-
timation is performed several times for each CU, adding to the already
existing computational complexity of the motion estimation of predInter-
Search. Additionally, several filtering operations are performed each time
motion estimation is called, including LPF, HPF and interpolation filtering,
on the CU block to be predicted and the search area. The encoding times
are therefore expected to increase significantly.

Limited motion estimation filtering A a reference picture may achieve
benefits from filtering, but as the filtering will change, the data contained
within the picture it could potentially lead to losses in the pictures that
use the filtered picture as a reference. The picture referencing structure is
typically represented hierarchically as a group of pictures (GOP) (see sec-
tion 3.4.4). The hierarchical structure of the GOP divides the frames into
temporal layers based on the order of which the pictures are encoded and
decoded, as seen in Figure 30. Pictures at the lowest temporal layer (layer
0) can be used as a reference, directly or indirectly, by the temporal layers
above, while the pictures at the top layer (layer 4) will not be used as refer-
ence pictures. Filtering data within the GOP has the potential of yielding
benefits for some pictures, while it could potentially result in worse result
for other pictures as the data within the hierarchical referencing structure
will be altered in comparison to not having filtering enabled at all.
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Figure 30: Structure and dependencies between temporal layers and the picture
order count (POC) in a video sequence of GOP size 16.

The following example explains one potential issue of having reference pic-
ture data being filtered within the hierarchical GOP structure, assuming
that Picture 0 is referenced by Picture 1 which is referenced by Picture
2:

• During the inter prediction Picture 0 is filtered to gain a lower RD
cost for Picture 1.

• The filtered data in Picture 1 is a used as reference for Picture 2 and
results in a higher RD cost than if the data would have not been
filtered.

As the issue may escalate to pictures higher up in the GOP hierarchy the
gains yielded from filtering one picture may potentially worsen the overall
inter prediction results.

To explore the effects of limiting the filtering to certain temporal layers in
the GOP structure an additional parameter was implemented as part of
the extended inter prediction filtering to define the lowest temporal layer to
have inter prediction filtering enabled. The limited filtering was evaluated
by having inter prediction filtering enabled from layers 0 to 4, layers 1 to 4,
layers 2 to 4, layers 3 to 4, and only the top layer 4. Having inter prediction
filtering enabled for the top temporal layer 4 at all times can be motivated
by that they are not used as reference pictures.

Encoder speedup for Motion Estimation The motionEstimationFil-
ter function (see Listing 11) will perform ME on the same CU block multi-
ple times; once with NOF, once with LPF and once with HPF. The original
JEM encoder avoids running ME search more than once per CU to speed up
the encoding process. To be able to run ME multiple times for NOF, LPF
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and HPF the JEM speedup implementation has been extended to enable
the encoder to function with multiple ME searches. The original encoder
speedup includes multidimensional arrays within each CU to store the esti-
mated motion vector from previous ME searches. The arrays were extended
with two additional dimensions, one for the filter parameter of the search
block and one for the search area. For example, the results from having a
LPF search area and a NOF search block is kept separate from the results
of a LPF search area and a LPF search block.5 The encoder speedup is
only active for the unidirectional ME search in JEM and does not affect the
bidirectional ME search.

Motion compensation filtering The best results of the motion estima-
tions, including uni- and bi-prediction, have the potential to be used for
the final prediction and are applied by motion compensation. If the best
prediction block was found to benefit from filtering in ME, the same filter
is applied during the MC process. For MC to apply the correct prediction
of each pixel block, the best estimation, including what reference picture
to use, what motion vector to apply and if the block should be filtered, is
stored in each coding unit (CU). The filter flag is stored as part of the CU
object similarly to how the motion vectors and reference picture indices are
stored within CUs in JEM. The motion compensation function reads the
CU parameters and applies the motion vector and filter specified.

The proof-of-concept implementation was delimited to the JEM video en-
coder, and does not include the CU filtering instructions as part of the
bitstream to be sent to the decoder for reconstruction. Although, as JEM
is a hybrid video coder, the encoder will reconstruct the compressed video
sequence similarly to how the decoder would do it, which produces valid
measurable video sequence results. The encoder and decoder share some
common classes, including the CU class that holds the filter parameters and
prediction class that contains the MC function. Therefore, if the CU filter
parameters are encoded into the compressed bitstream, the decoder only
needs to be adjusted to read the additional bitstream parameters for them
to be applied during the reconstruction of the video sequence.
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7 Results

The results presented in this section are based on the proof-of-concept im-
plementation (see section 6.2) within the JEM framework evaluated on a set
of video sequences commonly used to compare video coders and video cod-
ing methods. The video sequences are divided into different classes listed in
Table 3 depending on their content and resolution [10][p. 94]. Due to time
limitations the results are based on the fast test video sequences that con-
tains a cropped portion of the original videos, except for class D. The frame
rates differ for each video sequence and has not been included here.

Video class Resolution Cropped

Class A1 2560x1600 1024x512
Class A2 2560x1600 512x256
Class B 1920x1080 416x320
Class C 832x480 416x320
Class D 416x240 416x240

Table 3: Video classes and their corresponding resolutions.

Additionally, the testing conditions have been limited to the common testing
condition (CTC) random access (RA), defined by JCT-VC, which represents
broadcast and streaming applications with high compression performance
[10][p. 93]. As the project focuses on the filtering of bidirectional prediction
blocks the configuration of the JEM encoder has been based on the stan-
dardized JVET Main 10 profile random access configuration, which has a
GOP size of 16 structured as in Figure 30. The standardized JEM encod-
ing configuration file is available in the JVET JEM 4.1 software repository
[7].

To run the test sequences with the modified JEM encoder more efficiently,
Ericsson Research provided automated scripts to run the encoder with each
video sequence as a job on their computer cluster. The results are automat-
ically compiled into a Microsoft Excel document with predefined macros to
calculate and presents the results, including PSNR, SSIM, BD-rate and the
elapsed time, in comparison to a reference encoder, which in this case is the
original JEM 4.1 encoder. The number of frames of each video sequence to
run the encoder on has been limited due to time constraints.

7.1 Objective BD-rate results

The results from the objective BD-rate evaluations are presented below,
including one short encoding test of the first 17 frames and a longer test of
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50 frames. The BD-rate results are based on measurements of PSNR and
SSIM over the three channels in the YUV color space, i.e. luminosity (Y),
chromatic blue (U) and chromatic red (V) (see section 3.1.2)

7.1.1 Overall results

The overall results includes the results from all the video classes. The first
test was limited to encode the first 17 frames of each video sequence to cover
a whole GOP, one I-frame and 16 B-frames. To compare the filtering over
several temporal layers, separate encodings were performed for filtering only
layer 4 (TL4), layer 3 and up (TL3), layer 2 and up (TL2), layer 1 and up
(TL1), and finally layer 0 and up (TL0) which includes all the B-frames
of the GOP. The overall results are compiled into Figure 31. The detailed
results can be found in appendix A.1.

(a) 17 frames PSNR BD-rate (b) 17 frames SSIM BD-rate

Figure 31: Overall PSNR and SSIM BD-rate results for the first 17 frames of the
video sequence test set.

(a) 50 frames PSNR BD-rate (b) 50 frames SSIM BD-rate

Figure 32: Overall PSNR and SSIM BD-rate results for the first 50 frames of the
video sequence test set.
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7.1.2 Per video class results

The results for video classes A1 and A2 tended to gain more from the fil-
tering, while the video classes B, C and D had varying results, often with
BD-rate losses. The PSNR and SSIM BD-rate results per video class from
the encoding test of the first 17 frames can be seen in Figure 33, and the
encoding test of the first 50 frames can be seen in Figure 34. The detailed
results per video sequence class can be found in appendix A.1.

Figure 33: PSNR (top) and SSIM (bottom) BD-rate results per video sequence
class for the first 17 frames of the video sequence.

Figure 34: PSNR (top) and SSIM (bottom) BD-rate results per video sequence
class for the first 50 frames of the video sequence.
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Per video sequence results The results of each individual video se-
quences varied, even if they were part of the same video class. One of the
video sequences in video class A2, RollerCoaster, had the most gains in the
luma (Y) channel, and consistent PSNR BD-rate gains in all YUV chan-
nels (see Figure 35). The detailed results for each video sequence have been
included in appendix A.2.

(a) 50 frames PSNR BD-rate (b) 50 frames SSIM BD-rate

Figure 35: Video sequence RollerCoaster PSNR and SSIM BD-rate results for
the first 50 frames.

7.1.3 Computational complexity

To further evaluate the proof-of-concept implementation the overall times
for encoding are compared with the original JEM encoder in Figure 36. The
encoding times gives an overview of the added computational complexity,
caused by the additional motion estimation and motion compensation of the
proof-of-concept implementation.

Figure 36: Computational complexity per temporal layer filtered in comparison
to the original JEM encoder baseline.
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7.2 Subjective quality with examples

The subjective quality differences of the reconstructed video sequences are
small and hard to notice unless you directly compare individual frames be-
tween the reconstructed video sequences. Even then it is hard to say which
one of the frames look subjectively better. Some of the more noticeable
differences can be seen in Figure 37, Figure 38 and Figure 39, although
the differences are not noticeable unless you compare the individual video
sequence pictures side by side.

(a) Frame 5 from RollerCoaster
(Class A1)

(b) Original frame 5 cropped to the
area of interest.

(c) Original JEM encoding recon-
struction of the area of interest

(d) Extended JEM encoding recon-
struction of the area of interest

Figure 37: An example of encoding differences between the original and extended
JEM encoder. The extended JEM encoder retains the details of the railing behind
the people in the background.
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(a) Frame 5 from CampfireParty
(Class A2)

(b) Original frame 5 cropped to the
area of interest.

(c) Original JEM encoding recon-
struction of the area of interest

(d) Extended JEM encoding recon-
struction of the area of interest

Figure 38: An example of encoding differences between the original and extended
JEM encoder. The extended JEM encoder retains the face details of the person to
the left.

(a) Frame 11 from BlowingBubbles
(Class D)

(b) Frame 11 cropped to the area of
interest

(c) Original JEM encoding recon-
struction of the area of interest

(d) Extended JEM encoding recon-
struction of the area of interest

Figure 39: An example of encoding differences between the original and extended
JEM encoder. The extended JEM preserves the moving soap bubble without in-
troducing extra artifacts to the left of moving bubble.
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8 Conclusion and discussion

The purpose of this thesis was to evaluate low pass and high pass filtering
within the inter prediction of the Joint Exploration Model (JEM) to answer
the problem statement: can the video picture data be reshaped for better
prediction and compression?. The initial research of related work pointed
to that, even though video coding and compression includes several filter-
ing techniques, similar methods have not previously been implemented and
evaluated. A proof-of-concept implementation was therefore required.

The proof-of-concept implementation with low pass and high pass filtering
within the inter prediction of JEM resulted in varying results between in-
dividual video sequences and video classes, which is to be expected. The
unexpected results came from the video sequences that resulted in overall
losses in all luminosity and chroma channels and the ones that had signifi-
cant losses in only the luminosity channel. The implementation applies the
filtering when the rate-distortion (RD) cost is calculated to be lower, hence
the results are expected to result in gains, especially when only the pictures
in the top temporal layer, layer 4, is filtered as they are not used as refer-
ences for any other pictures in the encoding sequence. But the filtering of
the top temporal layer did actually affect other layers through other pro-
cesses of the JEM encoder, one being the adaptive loop filter (ALF) which
adapts its filtering from all previously encoded pictures.

JEM is a large software framework maintained by video coding experts, and
implementing relatively small extensions requires a good understanding of
video coding on a conceptual level and how JEM performs the encoding on
the program code level. Debugging JEM is time consuming and the code
base contains minimal documentation. Since JEM is under development it
contains several experimental macros to encapsulate code blocks, which is
good for testing implementation suggestions but hinders readability.

Initially it was expected that the layer to gain benefits from the inter pre-
diction filtering was the luminosity (Y) channel, and not the chromatic blue
(U) nor the chromatic red (V), due to inter prediction filtering only being
applied on the Y channel. The inter prediction filtering is likely to find mo-
tion vectors that differ from the non-filtered inter prediction, and since the
motion vectors are applied on all YUV channels it will result in differences in
the chroma channels as well. As the total RD cost is calculated over all three
YUV channels, the result benefits in the chroma channels tend to outweigh
the losses in the luma channel, with exceptions for the lower resolution video
classes B, C, and D.

The results are limited to the performances of the low pass filter (LPF) and
high pass filter (HPF) prototypes. Other filters, with different characteristics
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and cutoff frequencies, could potentially improve the results further. The
cutoff frequencies used in this project, at 0.2 normalized frequency, was
based on the cutoff frequencies of the interpolation filters in AVC and HEVC,
at 0.5 normalized frequency, and aimed to split the remaining frequency
spectrum in close to half. Additionally the cutoff frequency at 0.2 was
selected due to the subjectively distinct blurred results when using the LPF
and the edge detecting results of the HPF. If more time would have been
available it could have been interesting to compare several different types
of filters and filter combinations. Although missing from the results, the
proof-of-concept implementation seemed to favor the LPF for several of the
video sequences, while the HPF was not used all that much. One reason
could be the undesired signal clipping of the resulting negative pixel values,
causing pixel data to be lost. The extended implementation of JEM included
a function to log the filtering decisions of the final motion compensation
decision of the inter prediction function, but due to time limitations there
was not enough data gathered to be presented in the result section.

The encoding times are highly affected by the extra filtering, additional
motion estimation for both uni- and bi-prediction and motion compensations
within bi-prediction. The additional computational complexity is increased
for each temporal layer filtered and is not suitable unless the additional
encoding times are of no issue. The motion estimation filtering process
could potentially be optimized by limiting it to certain sizes of CU blocks,
or only having the LPF and HPF filters applied on the blocks found by the
regular motion estimation.

In conclusion, connecting back to the problem statements, it is possible to
reshape the picture data of a video sequence using low pass and high pass
filters to achieve better inter predictions and compression. Although the
results are varying, the proof-of-concept implementation managed to show
that there are benefits to be gained in some video sequences, especially in
video classes A1 and A2, from having the luma channel be filtered for the
motion estimation and motion compensation. There are still implementation
improvements to be addressed that potentially could improve the results,
which are discussed as future work in section 9.
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9 Future work

As discussed in the conclusion and discussion (see section 8), the proof-of-
concept implementation has the potential to be improved. Some of the im-
provements were attempted to be implemented, but time limitations forced
them to be discarded, so that the time consuming tests of the proof-of-
concept could yield valid results for evaluation.

One of the issues that was attempted to be addressed is the clipping of neg-
ative pixel values as a result of the high pass filtered signal. Adjustments
were made to offset the filtered pixel values with the average luma pixel value
(DC) of the picture in which the block to be filtered originated from. The
offset will retain the HPF signal, but requires adjustments within motion
estimation and motion compensation to remove the offset and restore the
original HPF signal to be used in combination with NOF, LPF and other
HPF pixel blocks. The HPF offset also needs to be addressed within the
interpolation filtering where pixel value clipping is applied, including frac-
tional pixel pattern search in the motion estimation and the creation of the
motion compensated blocks.

For the bi-prediction to correctly take the filtered blocks into consideration,
it needs to be able to subtract the already filtered motion compensated block
from the block to be predicted. In the current implementation of JEM 4.1,
the bi-prediction is based on the average weighted prediction of two blocks,
hence within motion estimation the original block to be predicted is sub-
tracted by half the signal amplitude of the applied filtered motion compen-
sated block, and then motion estimation will search for the best matching
block of the remaining signal. The modification requires subtracting the
block to be predicted with the full signal amplitude of the filtered motion
compensated block to find the best matching filtered block combination, e.g.
LPF+HPF or NOF+HPF, without the averaging of the filtered blocks. The
averaging should be retained for the chroma channels as they are not split
into separate filtered components.

In similar to how the motion estimation needs to be modified to retain the
amplitude of the LPF and HPF signals, the same is true for the motion com-
pensation, which applies the filtering and combines the bi-prediction blocks
using weighted prediction based on the weighted average. The weighted
prediction within motion compensation must be able to weigh the filtered
luma components equally at their full amplitude, e.g. LPF+HPF instead
of LPF/2 + HPF/2, while having the original weighted prediction behavior
for the chroma components.

Finally, one JEM extension that was discussed, but discarded early in the
project due to time limitations, was the signaling of the NOF, LPF and HPF
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filtering flags within the bitstream sent to the decoder. That is the only way
for the decoder to reconstruct the same representation of the video sequence
as the encoder with the filtering extension enabled. The filter signaling
would require a few extra bits per CU and would have to be included within
the RD cost calculations for the costs to be fully representable of the bitrate
required for the encoding.
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A Appendices

The following subsections include additional details relating to the results.

A.1 Detailed results per video class

First 17 frames filtering TL4 (top layer)

Video class Y U V

Class A1 0,08% -1,21% -0,43%
Class A2 -0,11% -0,08% -0,14%
Class B 0,05% -0,02% 0,24%
Class C 0,24% 0,17% 0,04%
Class D 0,00% 0,02% 0,06%

Overall (PSNR) 0,05% -0,21% -0,03%

Class A1 0,10% -0,69% -0,61%
Class A2 -0,16% -0,10% -0,16%
Class B 0,09% -0,12% 0,19%
Class C 0,27% 0,09% 0,08%
Class D 0,04% 0,01% 0,09%

Overall (SSIM) 0,07% -0,16% -0,07%

Table 4: Only filters the top layer 4 in the GOP. Objective BD-rate based on
PSNR and SSIM results of the 17 first frames of the test set of video sequences.
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First 17 frames filtering TL3 to TL4

Video class Y U V

Class A1 0,33% -1,06% -1,12%
Class A2 -0,19% -0,22% -0,17%
Class B 0,15% -0,21% -0,42%
Class C 0,36% 0,53% 0,08%
Class D 0,10% -0,37% -0,19%

Overall (PSNR) 0,15% -0,26% -0,37%

Class A1 0,53% 0,84% -1,25%
Class A2 -0,16% -0,12% -0,16%
Class B 0,22% -0,28% -0,44%
Class C 0,52% 0,62% -0,32%
Class D 0,18% -0,07% 0,15%

Overall (SSIM) 0,26% 0,17% -0,40%

Table 5: Filters temporal layer 3 and 4 in the GOP. Objective BD-rate based on
PSNR and SSIM results of the 17 first frames of the test set of video sequences.

First 17 frames filtering TL2 to TL4

Video class Y U V

Class A1 0,29% -2,93% -1,31%
Class A2 -0,17% -0,76% -0,13%
Class B 0,16% 0,07% -0,28%
Class C 0,41% 0,48% 0,41%
Class D 0,15% -0,17% 0,08%

Overall (PSNR) 0,17% -0,63% -0,25%

Class A1 0,37% -0,53% -1,85%
Class A2 0,06% -0,48% 0,00%
Class B 0,18% -0,17% -0,15%
Class C 0,84% 0,99% 0,58%
Class D 0,33% -0,09% 0,02%

Overall (SSIM) 0,35% -0,06% -0,27%

Table 6: Filters temporal layer 2, 3 and 4 in the GOP. Objective BD-rate based
on PSNR and SSIM results of the 17 first frames of the test set of video sequences.
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First 17 frames filtering TL1 to TL4

Video class Y U V

Class A1 0,25% -3,77% -2,27%
Class A2 -0,44% -0,95% -0,72%
Class B 0,26% -0,40% -0,29%
Class C 0,58% 0,29% 0,13%
Class D 0,29% 0,27% 0,59%

Overall (PSNR) 0,19% -0,89% -0,50%

Class A1 0,38% -1,32% -2,88%
Class A2 -0,08% -0,43% -0,91%
Class B 0,56% 0,01% -0,60%
Class C 0,83% -0,03% -0,84%
Class D 0,44% 0,43% 0,36%

Overall (SSIM) 0,43% -0,25% -0,96%

Table 7: Filters temporal layer 1, 2, 3 and 4 in the GOP. Objective BD-rate based
on PSNR and SSIM results of the 17 first frames of the test set of video sequences.

First 17 frames filtering TL0 to TL4

Video class Y U V

Class A1 0,46% -5,25% -2,64%
Class A2 0,04% -1,27% -1,88%
Class B 0,45% 0,03% -0,65%
Class C 0,66% -0,11% -0,66%
Class D 0,47% 0,77% 0,47%

Overall (PSNR) 0,42% -1,11% -1,05%

Class A1 0,58% -2,34% -2,52%
Class A2 0,63% -1,76% -3,19%
Class B 0,92% -0,34% -1,14%
Class C 1,34% 0,61% -0,30%
Class D 0,49% 0,97% -0,75%

Overall (SSIM) 0,80% -0,56% -1,56%

Table 8: Filters all the layers that are inter predicted. Objective BD-rate based
on PSNR and SSIM results of the 17 first frames of the test set of video sequences.

73



First 50 frames filtering TL4 (top layer)

Video class Y U V

Class A1 0,18% -2,15% -0,90%
Class A2 0,04% 0,08% 0,09%
Class B 0,08% 0,35% 0,17%
Class C 0,38% 0,07% 0,30%
Class D 0,17% 0,13% 0,09%

Overall (PSNR) 0,17% -0,27% -0,04%

Class A1 0,13% -1,65% -0,85%
Class A2 -0,05% 0,11% 0,04%
Class B 0,12% 0,06% 0,19%
Class C 0,38% -0,31% 0,05%
Class D 0,28% 0,08% 0,30%

Overall (SSIM) 0,17% -0,32% -0,04%

Table 9: Only filters the top layer 4 in the GOP. Objective BD-rate based on
PSNR and SSIM results of the 50 first frames of the test set of video sequences.

First 50 frames filtering TL3 to TL4

Video class Y U V

Class A1 0,32% -1,38% -1,42%
Class A2 -0,07% -0,03% 0,10%
Class B 0,18% -0,15% -0,20%
Class C 0,47% 0,42% 0,09%
Class D 0,30% 0,08% -0,07%

Overall (PSNR) 0,24% -0,21% -0,29%

Class A1 0,48% -0,37% -1,40%
Class A2 -0,09% 0,03% 0,04%
Class B 0,29% -0,15% -0,04%
Class C 0,68% 0,27% -0,51%
Class D 0,52% 0,15% 0,17%

Overall (SSIM) 0,37% -0,02% -0,33%

Table 10: Filters temporal layer 3 and 4 in the GOP. Objective BD-rate based on
PSNR and SSIM results of the 50 first frames of the test set of video sequences.
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First 50 frames filtering TL2 to TL4

Video class Y U V

Class A1 0,32% -2,26% -1,65%
Class A2 0,03% -0,14% 0,43%
Class B 0,18% 0,14% -0,13%
Class C 0,55% 0,41% 0,18%
Class D 0,45% 0,11% 0,16%

Overall (PSNR) 0,30% -0,32% -0,20%

Class A1 0,47% -1,24% -1,63%
Class A2 0,07% -0,11% 0,24%
Class B 0,36% 0,23% -0,12%
Class C 0,88% 0,66% -0,05%
Class D 0,77% 0,16% 0,46%

Overall (SSIM) 0,50% -0,05% -0,22%

Table 11: Filters temporal layer 2, 3 and 4 in the GOP. Objective BD-rate based
on PSNR and SSIM results of the 50 first frames of the test set of video sequences.

First 50 frames filtering TL1 to TL4

Video class Y U V

Class A1 0,33% -2,75% -2,47%
Class A2 -0,03% -0,34% -0,33%
Class B 0,28% -0,31% 0,14%
Class C 0,61% 0,62% 0,47%
Class D 0,64% 0,57% 0,94%

Overall (PSNR) 0,36% -0,44% -0,23%

Class A1 0,54% -1,65% -2,54%
Class A2 0,10% -0,10% -0,42%
Class B 0,53% 0,01% -0,23%
Class C 1,02% 0,21% -0,23%
Class D 1,03% 0,86% 0,75%

Overall (SSIM) 0,64% -0,13% -0,52%

Table 12: Filters temporal layer 1, 2, 3 and 4 in the GOP. Objective BD-rate
based on PSNR and SSIM results of the 17 first frames of the test set of video
sequences.
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First 50 frames filtering TL0 to TL4

Video class Y U V

Class A1 0,39% -4,20% -2,58%
Class A2 0,52% -0,59% -0,70%
Class B 0,63% -0,06% -0,60%
Class C 0,85% 0,07% 0,04%
Class D 0,90% 0,24% 0,38%

Overall (PSNR) 0,66% -0,87% -0,69%

Class A1 0,57% -2,20% -2,24%
Class A2 0,62% -1,17% -1,84%
Class B 1,02% 0,44% -1,55%
Class C 1,45% 0,20% 0,00%
Class D 1,14% 0,42% -0,22%

Overall (SSIM) 0,97% -0,42% -1,19%

Table 13: Filters all the layers that are inter predicted. Objective BD-rate based
on PSNR and SSIM results of the 17 first frames of the test set of video sequences.

A.2 Detailed results per video sequence

The results for each separate video sequence can be seen in Figure 40 and
Figure 41 for the first 17 frames, and in Figure 42 and Figure 43 for the first
50 frames.

Figure 40: The first 17 frames PSNR BD-rate
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Figure 41: The first 17 frames SSIM BD-rate

Figure 42: The first 50 frames PSNR BD-rate

Figure 43: The first 50 frames SSIM BD-rate
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