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Abstract

This work describes the design and implementation of space weather related phenomena
within the interactive astro-visualization software OpenSpace. Data sets from the Community Coordinated Modelling Center (CCMC) at the National Aeronautics and Space Administration (NASA) were used to implement time-varying high-resolution solar imagery
from space observatory spacecraft and time-varying field lines from the different models
produced at the CCMC. The obtained results were used to take an audience on an interactive journey through the solar system, at the world’s first ever live planetarium show about
space weather.
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Chapter 1

Introduction

The National Aeronautics and Space Administration (NASA) is famous worldwide for their
expertise in space science. Throughout the years they have launched many spacecraft —
some orbiting the Earth and some have been sent out further into the solar system. The entire
pipeline from the early stages of planning until the launch of any spacecraft is a process that
can span over several years — sometimes even decades. Needless to say, it is a very costly
process and NASA must ensure that their assets are protected from the conditions in space
— something that will become even more important when manned, interplanetary missions
become a reality.
The Community Coordinated Modeling Center (CCMC) at NASA’s Goddard Space Flight
Center is a big part in this process. CCMC is an interagency partnership to facilitate community research and accelerate implementation of progress in research into space weather operations. Space weather is a complex research topic, closely related to magnetohydrodynamics
(MHD), and it is essentially the study of how solar activity, such as solar flares and coronal mass
ejections (CMEs), affect the solar system as a whole. Section 2.1 elaborate on these phenomena.
One of CCMC’s main philosophies is that knowledge should be shared. They provide the
international science community access to their simulation models and through their website
anyone can request such data. When it comes to educating the public (as well as students)
their existing tools and visualizations leave more to be desired. The complex and often abstract explanations of the topic would greatly benefit from being combined with more intuitive and easily understood visualizations. They also lack tools that can show visualizations
of several of the concepts of space weather combined within the same application.

1.1

OpenSpace Software

As a part of fulfilling their visualization and public outreach ambitions the CCMC started
a collaboration with the Linköping University (LiU) and the American Museum of Natural
History (AMNH) in 2012. This led to the creation of the OpenSpace software. The official
OpenSpace website1 describes the software as:
1 http://openspaceproject.com/

1

1.2. Aim
"OpenSpace is new open source interactive data visualization software designed to visualize the entire known universe and portray our ongoing efforts to investigate the cosmos. Bringing the latest techniques from data visualization research to the general public,
OpenSpace supports interactive presentation of dynamic data from observations, simulations, and space mission planning and operations. The software works on multiple operating systems with an extensible architecture powering high resolution tiled displays
and planetarium domes, making use of the latest graphic card technologies for rapid data
throughput."
Since the start, the OpenSpace project has grown significantly. In addition to the original
partners, the collaboration now includes the University of Utah’s Scientific Computing and
Imaging (SCI) Institute, New York University’s Tandon School of Engineering, multiple informal science institutions across the United States, and multiple, international vendors [26].

1.2

Aim

The aim of the thesis is to expand the usefulness of OpenSpace so that it becomes a tool that
can aid CCMC in explaining the ’story’ of space weather to the general public. The project
is also a further step in exploring the usefulness of 3D-applications for scientific purposes —
Can OpenSpace become a tool that space weather scientists use in their daily work? Currently
the CCMC mostly use 2D visualizations to view a subset of the actual 3D-data they have
access to.
The tool should be able to illustrate the main components of space weather, such as the activity on the solar surface as well as how that activity affects other regions in the solar system.
The resulting product must be able to accurately visualize large volumes of temporal, scientific data at the same time as it is intuitively informative for the user/audience.
Discussions with CCMC staff has led to the conclusion that OpenSpace must have the ability
to show time-varying, high-resolution images of the sun and all its different layers, as these
types of images are the very basis of explaining space weather, solar flares and CMEs. Furthermore it is also important that OpenSpace has a way of illustrating how these phenomena
propagate through the solar system and eventually affect Earth.
To achieve the goals all parties has therefore been agreed upon that this thesis will be split
into two major parts that should be integrated into OpenSpace:
1. High resolution, time-varying solar imagery.
2. Time-varying field lines of the heliosphere and Earth’s magnetosphere.

1.3

Research questions

1. What method is most suitable for showing a series of high resolution images within an
interactive 3D software like OpenSpace?
2. How can field lines be visualized in 3D to illustrate more than just the structure of the
magnetic field? How can e.g. the field’s flow direction be illustrated?
3. How do data formats used by NASA, such as CDF and FITS, affect the possibility of
achieving interactive, real-time performance for visualizations within OpenSpace?
2

1.4. Event within the Hayden Planetarium

1.4

Event within the Hayden Planetarium

On the 27th of June 2017 CCMC hosted a public event in the Hayden Planetarium at AMNH
in New York. Within OpenSpace, the audience was taken on an interactive journey through
the solar system. It started at the Sun, showing the solar activity near the surface. Next, the
journey continued further out into space and showed how the solar activity affected the solar
system. The journey ended at Earth, showing how Earths magnetic field is affected and that
the solar activity is the cause of polar lights.
The event was centered around the solar events that occurred in July 2012. During this time
there was a lot of solar activity, resulting in multiple fast CMEs and solar energetic particle
(SEP) events. One of the CMEs were among the fastest ever observed. These reasons make
the period ideal for basing a space weather story around.
This event played a large part in how the thesis was carried out. The work on the thesis
started about five months prior to the event with the intention that the techniques developed
during the thesis would be used at the event. Many of the choices made are therefore made
specifically to work for events like this one.

3

Chapter 2

Background

This chapter will help to provide the reader with the information needed to understand the
choices made in this thesis. Important concepts regarding space weather are explained together
with some of the tools and methods NASA use to visualize it. The chapter also covers some
of the previous work that has been done within OpenSpace to visualize space weather data.

2.1

Space Weather

Space weather is a term used to describe the dynamic conditions in Earth’s outer space environment [21]; conditions, which are primarily caused by activities on the Sun. The Sun can
be seen as a massive thermo-nuclear reactor, producing million degree temperatures, strong
magnetic fields and shoots out a million tons of matter into space every second. This matter
contains charged particles known as plasma, which creates a huge magnetic field within the
solar system. This makes space weather a part in the study of magnetic properties in electrically
conducting fluids, known as magnetohydrodynamics (MHD). Conditions in space weather can
affect technological systems in space as well as on Earth. To understand how and why we
need to visualize certain phenomena related to the Sun, we need to briefly introduce some
important aspects related to space weather and solar activity in the following sections.

2.1.1

Solar Activity

Solar flares and coronal mass ejections (CMEs) are both massive explosions of energy that occur
on the Sun [22]. Solar flares are seen as bright areas on the Sun that can last from minutes to
several hours. They are intense bursts of radiation caused by magnetic energy releases and
are considered to be the solar system’s largest explosive events. The flares are also the origin
from where particles such as electrons and protons are accelerated. CMEs are explosions that
launch an immense quantity of plasma into space. If directed at the Earth it can cause polar
lights and even overload and take out electrical systems.
Sunspots are small dark areas on the solar surface. They contain strong magnetic fields that
are continuously shifting. They occur when heavy magnetic fields grow through the solar
surface and groups of them are usually the sites of solar flares.

4

2.2. Reference Frames
Much like seasons on Earth, the Sun has its own cycles of changing conditions, known as solar
cycles. These cycles last for about 11 years. Solar minimum is a term used to describe the period when the number of sunspots and the solar activity is very low, whereas solar maximum
refers to periods with a high number of sunspots and lots of activity around the Sun. The
space weather activity is very high during solar maximum and thus the most interesting data
sets at NASA originates from these periods where there may be several hundred sunspots
visible at any given time.

2.1.2

Heliosphere

NASA explains the heliosphere as a massive magnetic bubble that is centered around the Sun,
contains all the planets of our solar system and extends far beyond the orbit of Pluto [20].
The bubble is created from the solar wind — a constant stream of plasma emitted by the Sun.
Although this solar wind is less dense than the best vacuum achievable on Earth, it still contains enough particles to be of great interest to scientists [23]. At a distance from the Sun, the
magnetic field is dominated by high velocity plasma and as the Sun rotates while emitting
these particles, the magnetic field will take the shape of a spiral (if looked at from along the
Sun’s rotational axis). An illustration of this can be seen in the top left view of figure 2.6.
The heliosphere is also acting as a protective shell against interstellar wind and galactic cosmic radiation.

2.1.3

Magnetosphere

Much like the heliosphere protects the solar system from the interstellar wind and galactic
cosmic radiation, a magnetosphere does the same thing for a planet, but against solar wind
and solar radiation. Planets like Mars and Venus lack these protective shells [20] whereas the
Earth, thanks to its core of molten iron, has a very strong magnetosphere compared to other
planets in the solar system.
The magnetic field itself resembles that of a dipole which can be compared to the characteristics of a simple bar magnet. It has two distinct poles where the magnetic field connects
to Earth. The magnetic poles are not placed exactly at the north and south poles of Earth,
but they are very close. By measuring Earth’s magnetic field one can see the same type of
effect you would see from sprinkled iron filings on a piece of paper with a bar magnet placed
underneath, see Figure 2.1.
The shape of Earth’s magnetosphere is very dynamic as it is constantly hit by solar wind of
varying strength. This causes the dayside (sun facing part) to compress towards the Earth,
placing it at a distance of typically six to ten Earth Radii [19]. At the night side (Earth’s backside as seen from the Sun) it is instead dragged out, forming what looks like a tail that can
extend as far as a few hundred Earth Radii behind Earth. This region is commonly referred
to as the magnetotail. This interaction between the particles of the solar wind and the magnetosphere is also the cause of polar lights.

2.2

Reference Frames

NASA uses many different reference frames to express positions in space. Many of these
reference frames are dependent on the spatial relationship between celestial bodies, which
means that they are dynamic and change with time.
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2.3. Solar Imagery

Figure 2.1: Illustration of the magnetic field of a bar magnet as its placed under a piece of paper with
iron filings on top.

Figure 2.2: Side view of Earth’s magnetosphere illustrating how solar wind causes the dayside part of
the magnetosphere to compress and the magnetotail to extend far behind the Earth.
The Navigation and Ancillary Information Facility (NAIF) at NASA [1] has developed and maintains a toolkit known as SPICE. OpenSpace makes use of this toolkit to perform transformations between different reference frames. In this thesis Geocentric (Earth centered) and
Heliocentric (Sun centered) reference frames are used.

2.3

Solar Imagery

Since space weather is affected by all events involving the Sun, it is important to be able
to study its activity in great detail. The atmosphere around the Sun consists of several layers where the main ones are the photosphere, the chromosphere and the outer corona. The
photosphere is the visible surface and the lowest layer, this is where the energy of the Sun
is released as light and it has a temperature of approximately six thousand degrees Kelvin.
The next layer above the photosphere is the chromosphere, where the temperature increases
rapidly towards the Sun’s outer atmosphere. The last layer is the corona, which is by far the
hottest region with temperatures of over million degrees Kelvin. The different layers of the
Sun are visualized in Figure 2.3.
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2.4. Solar Observatory Missions

Figure 2.3: An overview of the Sun’s different layers
There are several types of instruments used to study the Sun’s different parts in detail, each
with a unique set of characteristics. To get a better view of the Sun’s photosphere, Ultra Violet
(UV) instruments are commonly used. These instruments mainly capture effects visible on
the direct surface of the Sun, such as sunspots. For studying the chromosphere and the lower
part of the atmosphere, Extreme Ultra Violet (EUV) instruments are used. Bright active regions
and coronal holes are usually seen in these types of images. Also, some effects of the corona
can also be seen in certain EUV wavelengths. Since the human eye cannot see ultraviolet light
directly, the images from EUV images are usually being depicted using arbitrary color tables
that does not have a real scientific meaning.
The corona can only be seen by human eyes during a total solar eclipse. To study this outer
part in an understandable manner, corona graph instruments are used. They make use of
an occulting disk that hides the direct visible light. Figure 2.4 demonstrates two images of
the Sun taken by a solar observatory spacecraft at the same time, where the EUV image is
colorized in green and the corona graph image in blue.

2.4

Solar Observatory Missions

NASA has launched many missions to be able to closely observe the activity of the Sun. Some
spacecraft that were launched specifically for this purpose are the Solar Dynamics Observatory
(SDO), Solar Terrestrial Relations Observatory (STEREO) and the Solar and Heliospheric Observatory (SOHO).

2.4.1

SDO

Part of the SDO mission is to study the interior of the sun, the magnetic field and the hot
plasma of the corona [25]. It orbits Earth with a time period of approximately 24 hours. Two
of the main instruments are the Atmospheric Imaging Assembly (AIA) and the Helioseismic and
Magnetic Imager (HMI). The AIA instrument takes UV images in ten different wavelengths
with the purpose of studying the Sun’s surface and atmosphere, whereas the HMI instrument
is used to investigate the magnetic fields beneath the opaque surface of the Sun. The HMI
7

2.4. Solar Observatory Missions

Figure 2.4: The image in blue is taken by a corona graph instrument and the image in green are taken
by an EUV instrument.
instrument can easily detect sunspots and be used to examine the flow of the magnetic field
and magnetically intense areas.

2.4.2

STEREO

The STEREO solar observatory mission started in 2006 [14], where two spacecraft were
launched into the same orbit as the Earth; one of them ahead (STEREO A) of Earth and the
other one behind (STEREO B). They are equipped with an EUV instrument, that takes images
in four different wavelengths. They also have two corona graph cameras that observe the
visible light out to 4 and 15 solar radii. On 1 September 2012, the STEREO spacecraft reached
equidistant positions between themselves and Earth. Thus, during the time period chosen
for the event, these distances are almost the same and they can therefore observe the entire
sun with their combined instruments.

2.4.3

SOHO

The SOHO spacecraft was launched in 1995 with the purpose of studying the internal structure and the outer atmosphere of the Sun [10]. Its orbit goes around the L1 point1 and has the
same orbital period as the Earth, which means that the spacecraft will always stay in the same
relative position to Earth due to the physical characteristics of L1. It has one EUV instrument
called the Extreme Ultraviolet Imaging Telescope (EIT) that, due to its low resolution compared
to STEREO and SDO, has become somewhat obsolete and now only outputs a few images per
day. Another instrument is the Large Angle and Spectrometric Coronagraph (LASCO) which is a
corona graph instrument that takes images up to 3.6 and 30 solar radii. The SOHO spacecraft
rarely has any data gaps due to its near distance to Earth. Since the SDO lacks a corona graph
instrument the images from SOHO becomes fundamental when wanting to investigate the
coronal activity from the Earth’s point of view.
An overview of all the instruments on the different solar imagery observatory spacecraft and
their resolution factors is shown in Table 2.1.
1 https://www.nasa.gov/missions/solarsystem/f-lagrange.html
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2.5. Flexible Image Transport System
Spacecraft
SDO
SDO
STEREO
STEREO
STEREO
SOHO
SOHO

Instrument
AIA
HMI
EUV
COR2-A/B
COR1-A/B
LASCO-C2
LASCO-C3

Resolution
4096 x 4096
4096 x 4096
2048 x 2048
2048 x 2048
512 x 512
1024 x 1024
1024 x 1024

Table 2.1: Different solar observatory spacecraft with their different instruments and resolution factors.

2.5

Flexible Image Transport System

The image format used by NASA to represent the raw image data taken by all major spacecraft observatory is the Flexible Image Transport System (FITS), which is the most widely used
scientific image format within astronomy [31]. The format is designed to store sets of multidimensional scientific data, most commonly image data together with other data such as 2D
graphs or 1D spectrums. The data can be represented as either signed or unsigned integers
in the range 8-32 bits, as well as single or double precision floating point numbers. The most
common data representation for solar imagery is 32 bits fixed-point precision, which means
that the raw data of an image has 232 different shades of grey.
The file format also supports metadata in ASCII, which makes it readable by a human by
simply opening the image in any text editor. Metadata specific to solar observatory imagery
include many important attributes such as the exposure time, coordinates of the Sun’s center
position and the radius of the Sun. The exposure time depends on the solar activity and is an
important factor to consider when calculating the final pixel intensities to maintain a constant
quality of the images.

2.6

Video Codecs

To be able to efficiently display large amounts of images with a high frame rate and good
quality, video codecs are often used [16]. The algorithms used in video codecs work quite
differently from image codecs, where video codecs use intra-frame coding which calculates
prediction values through extrapolation of already known pixel values. Further, all the data
reside within a single container format and the decoder works on chunks of the byte stream.
This practically means that a video codec takes in a chunk of bytes, and may produce one or
more frames out of it. The nature of video formats usually give efficient algorithms suitable
for dynamic images, the trade-off is that random access of frames is not possible. Instead, key
frames are used that contains all the information of a current image. If one wants to access
a random frame in a video that is not a key frame, the nearest temporal key frame has to be
found first and then the desired frame number can only be reached by playing the video from
the position of that key frame. Like image formats, video codecs efficiently use compression
to shrink the raw data size. Lossless compression is rather uncommon for consumer use, as
this would result in huge amounts of disk space needed for a single file.

2.7

JHelioViewer & JPEG 2000

One of the existing tools for visualizing solar image data at NASA is the JHelioViewer [18].
The software is open source and provides an interface to interactively browse between EUV
and corona graph images. Custom color tables can be created and and multiple images can
be overlayed on top of eachother. One of its nice features is the function to be able to export
9
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a sequence of time-varying solar images to a common movie format such as .mp4. The JHelioViewer team provides a database with images for all the spacecraft observatory mentioned
above since 2009.
JHelioViewer is based on is the JPEG 2000 compression standard [17] which has a lot of advantages over traditional JPEG. The new standard supports any bit depth and floating point
precision, this makes it possible to perform a straight conversion from the FITS data format,
without any data loss. The format also supports metadata which makes it possible to put all
relevant FITS headers in a suitable container format such as JP2.
The compression used in JPEG 2000 is based on the discrete wavelet transform (DWT), instead of the traditional discrete cosine transform used in the traditional JPEG format. Unlike
many other coding schemes it offers both lossy and lossless compression, which makes it
possible to regain the full scientific data without any loss in quality, while still maintaining a
high compression ratio.
The codestream generated by the DWT also offers a lot of flexibility compared to other image
formats. This means accessibility to many new features where two of the most interesting
ones might be multi-resolution representation and region-of-interest decoding. The multiresolution representation allows the codestream to be represented as a pyramid in different
resolutions as displayed in Figure 2.5. Each lower resolution level can be obtained by successively applying a DWT to the parent level. The region-of-interest feature allows random
spatial access of the codestream, hence any subset of a given codestream can be decoded at
any given time.

Figure 2.5: Pyramid of different levels of resolution of SDO AIA imagery. Image from Müller et al.
[18].

2.8

Simulation Models and Kameleon

The CCMC hosts a great variety of models for space weather simulations. These models are
used to simulate the conditions at different regions in space and the structure of the output
varies between models. This section briefly describes the models relevant for this thesis as
well as a software CCMC has developed to be able to handle the different outputs.

10

2.8. Simulation Models and Kameleon

2.8.1

Potential Field Source Surface Model (PFSS)

PFSS is a simulation model used to calculate the magnetic field close to the Sun, within the
solar corona [6][7]. The data is created from observations of the magnetic field at the Sun’s
surface, known as magnetograms. JHelioViewer has the built-in feature of showing both the
magnetograms and the magnetic field lines from PFSS together.

2.8.2

WSA-ENLIL Model

The WSA-ENLIL (ENLIL) model is a 3D multihydrodynamic simulation model of the heliosphere [4]. Its inner boundary is typically set at a distance of 0.10AU from the Sun and the
outer boundary can been set beyond the orbit of Pluto. It uses the Heliocentric Equatorial
reference frame (HEEQ+180), where the Z-axis is parallel to the Sun’s rotational axis and the
X-axis is pointing away from Earth within the Sun’s equatorial plane. The Y-axis is aligned so
that it fulfills a right handed coordinate system. Positions are expressed in spherical coordinates and the data is stored in a uniformly distributed spherical grid. The top row of Figure
2.6 illustrates a typical ENLIL visualization used by CCMC.

Figure 2.6: Common 2D ENLIL visualizations used by the CCMC and how it would look in 3D. From
left to right the plots represent the scaled density in the: the Sun’s equatorial plane, meridonial plane
containing Earth, cylindrical map at 1AU from the Sun’s center.
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2.8.3

BATS-R-US

BATS-R-US is another three dimensional MHD model, but it is used for near Earth simulations[8] . It uses the Geocentric Solar Magnetospheric (GSM) reference frame, where the X-axis
points towards the Sun and the Z-axis is the orthogonal projection of the dipole axis onto the
X-axis, in direction of the North Pole. The Y-axis fulfills a right handed coordinate system.

Figure 2.7: 2D BATS-R-US visualization used by the CCMC illustrating magnetic field lines of the
Earth in red and black. The background colour represents the particle density.

2.8.4

Kameleon & the Common Data Format (CDF)

Kameleon is a software developed at CCMC that can analyze data from multiple space
weather simulation models [5]. It makes use of the Common Data Format (CDF) and is
integrated into OpenSpace. The CDF files contain volumetric data from the models and
Kameleon can extract values anywhere within the bounds of the volume using interpolation
techniques. This way it is possible to trace field lines within the volume. The data in CDF files
created from the BATS-R-US model is non-uniformly distributed, using an approach similar
to octrees, known as Adaptive Blocks [28]. The ENLIL CDFs are, however, built as a uniform
spherical grid.

2.9

Visualizing Volumetric Data

The outputs that the aforementioned models (PFSS, ENLIL and BATS-R-US) provide are all
three dimensional volumetric data. In order to visualize this type of data one can use several
different approaches - each with their own pros and cons. This section will cover some of the
approaches that have already been implemented within the OpenSpace application.

2.9.1

2D Cut-planes and Cygnets

The CCMC most commonly use 2D cut-planes to view a subset of volumetric data, examples
of which can be seen in the top row of Figure 2.6 and in Figure 2.7. These types of images,
along with many other plots and 2D-visualizations, are provided to the science community
through the Integrated Space Weather Analysis System (iSWA). Nilsson and Piwell [24] provided
support for showing these types of visualizations, referred to as Cygnets, within OpenSpace.
By taking this approach they had access to a lot of data that space weather researchers were
12
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using on a day-to-day basis and thus already familiarized with. Another benefit of this approach, over the pure 2D cygnets used by researchers and forecasters, is that it is possible
to combine several cut-planes in the same three dimensional view. In Figure 2.8, three cut
planes are shown together to give a more complete view of Earth’s magnetosphere.

Figure 2.8: Three planes of Earth’s magnetosphere as illustrated by Nilsson and Piwell [24]. Before
(left) and after (right) filtering out some data of the x-component of the velocity in the magnetosphere.
A clear downside of this approach is limiting 3D data to 2D images even though a 3D software
is accessible. The field lines shown in Figure 2.6 and Figure 2.7 are also very misleading.
As the images are 2D cut-planes, the observer gets the impression that these field lines also
belong to this plane. In reality these lines are three dimensional and may cross back and
forward over the cut-plane. What is illustrated is therefore in-fact a projection of the field
lines onto these planes.

2.9.2

Field Lines in 3D

Helltegen [13] took another approach when visualizing Earth’s magnetosphere. Instead of
projecting field lines onto a plane, his thesis was aimed at visualizing field lines from the
BATS-R-US model in 3D within the OpenSpace software. He integrated the Kameleon software suite into OpenSpace to be able to generate (trace) the lines given the volumetric data
(CDF files) and a trace origin, known as a seed point.
This approach results in a very clear visualization of what the magnetosphere actually looks
like. Helltegen also incorporated a feature to color code field lines depending on its topology,
which in this case refers to if the field line belong to the solar wind, or if it is connected to
Earth’s north and/or south pole.
The downside of this approach is only being able to show the structure of the magnetosphere.
All other data such as temperature, density and direction of the magnetic field was discarded
and would have to be visualized using some complimentary method. In 2D visualizations
it is common to illustrate vector fields using arrows and combine it with field lines, as seen
in figure 2.9, but it does not work well in 3D. To provide a more informative output, Piwell
and Nilsson [24] combined their cygnets of the magnetosphere with Helltegen’s magnetic
field lines, as can be seen in Figure 2.10. However, in terms of being intuitive and visually
pleasing it leaves more to be desired.

2.9.3

Volume Rendering

The field line tracing in [13] and the cygnets in [24] both have the downside of only showing a
minor subset of the available data. Prior work by Törnros [29], Sand [27] as well as Axelsson
and Forsyth Rosin [3] describes how one can visualize an entire set of volumetric data. The
main difficulty about this approach is regarding performance. The volumetric data often
13
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Figure 2.9: 2D vector field plot using arrows combined with traced field lines.

Figure 2.10: Three slightly faded image planes of Earth’s magnetosphere combined with magnetic field
lines, as shown by Nilsson and Piwell [24].
needs to be downsampled in order for the computations to be fast enough for an interactive
software, especially if multiple states should be handled. It can also be difficult for humans
to intuitively interpret volumetric data.

2.10

Line Tracing in 3D Volumes

Tracing field lines within a 3D vector volume is no different from its 2D equivalent. The
process is pretty straight forward and can be explained in just a few steps:
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1. Place and store a point at an arbitrary position within the volume. This is known as a
seed point.
2. Extract the value at the current position by interpolating the nearby values.
3. Use the extracted value to step to a new position and store that position.
Step 2 and 3 should be repeated until a stop criteria is reached. This can e.g. be a maximum
vertex count or until the line goes out of the volume boundaries. The step can, in its simplest
form, be performed using the Euler method, see Equation 2.1. It is also common to use a
slightly more advanced and accurate method like the 4th order Runge-Kutta, given in Equation 2.2. In these equations pn is considered the current position, h is the step length and f ( x )
is the value stored at position x in the 3D vector volume.

p n +1 = p n + h f ( p n )

(2.1)

k1 = f ( pn )
h
k2 = f ( pn + k1 )
2
h
k3 = f ( pn + k2 )
2
k4 = f ( pn + hk3 )

(2.2)

h
pn+1 = pn + (k1 + 2k2 + 2k3 + k4 )
6
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Chapter 3

Streaming High-Resolution Sun
Observatory Imagery

This chapter describes the details of implementing a tool in OpenSpace for streaming timevarying high-resolution imagery from the SDO, STEREO and SOHO spacecraft. The main
idea is to show the images together with their frustums to visualize how the spacecraft observe the Sun from their respective position. These images should be depicted on an image
plane that can be moved along the path between each spacecraft and the Sun and scaled
according to the field of view of each instrument. The concept is shown in Figure 3.1.

Figure 3.1: Spacecraft observatory with view frustums and image planes
The first part in this chapter will describe how the transformations were performed to place
the planes, frustums and spacecraft in their correct locations, The second part will describe
how image streaming is done in the context of OpenGL and the details about our optimiza16
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tions and preprocessing steps. Lastly, our techinque for projecting the images onto the surface
of the Sun is explained in detail. This technique makes it possible to get a full 360 view of
the Sun where different instruments and wavelengths can be combined in the overlapping
edges. Focus is put on supporting the raw FITS format as well as the JPEG 2000 format, to
provide an easy and flexible interface that works with the existing data sets at CCMC.

3.1

Scaling and Positioning

Using existing SPICE kernels, the spacecraft can be positioned in their correct locations by
giving the data to OpenSpace. To simulate the field of view of each spacecraft, a plane is
created that can be moved along the path between the spacecraft and the Sun. All planes and
spacecraft are transformed to a heliocentric reference frame, which has the Sun’s north pole
as up-axis. When everything reside in the same coordinate system, local transformations are
applied so that the planes are always facing the Sun.
Calculating the position of the image plane using a linear scale is not sufficient when a smooth
movement of the plane near the Sun is desired. This is mainly because the large distances
cannot be fully covered using double precision floating point numbers. To address this issue,
a Gaussian function is used (3.1) so that more weight is put on distances near the spacecraft
and the Sun.

f ( x ) = ae

´ ( x´b2)
2c

2

(3.1)

Metadata gives the radius of the sun R a and the number of pixels per arcseconds Cd . Together
with the original resolution M, the scale factor S can be calculated as explained in Equation
3.2.

S=

2R a
Cd M

(3.2)

The scale factor together with the offset for the center pixel, also given in the metadata, is
added to each vertex of the image plane for the desired transformation in its local coordinate
system. The frustum is visualized by drawing lines from the position of the spacecraft to the
corners of the plane.

3.2

Integration of FITS Data

To read and decompress the data from FITS files, the NASA developed library CCfits [11] is
used. An interface to the CCfits library is implemented within OpenSpace to make the code
base independent of possible future changes of the library.
The FITS data contains raw values of the number of photons hitting the sensor during exposure. To map these values from energy to intensity, the values need to be divided by the
exposure time T, given in the metadata. Also, to give more weight to the low-intensity re-
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gions of the image, a logarithmic mapping is needed. The algorithm performed on each raw
value of data is given in Equation 3.3.

I = log10

Ei
T

(3.3)

All the final pixel values are computed in the fragment shader by uploading the raw data
values. Using modern OpenGL texture formats, the raw image data can be given to the
OpenGL driver directly, using signed or unsigned 32-bits integer textures depending on the
native format specified in the FITS metadata.
Since the fragment shader outputs values in the domain [0, 1], the values also needs to normalized as given in Equation 3.4, where the Imax and Imin represents the global maximum
and minimum intensities of the images. These values are pre-calculated and uploaded to the
GPU as uniform variables.

Is = Ii ´ Imin /( Imax ´ Imin )

3.3

(3.4)

Handling Large Data Sets of Solar Imagery

When visualizing large sets of time-varying series of images, the FITS format is unfortunately
not feasible due to the magnitude of the data the different spacecraft observatories provide.
For example, using the raw FITS format, the SDO outputs approximately 1.4 Tbytes of data
each day, considering all wavelengths, a time cadence of 12 seconds and a 4096 x 4096 resolution. For the period of the Sun-Earth event, the disk space needed would be over 28 Tbytes for
solely the SDO spacecraft. Further, streaming 4096 x 4096 images in a high frame rate requires
a very efficient decoding algorithm where FITS proves to be too slow, as well as maximizing
the throughput to the GPU. Streaming multiple planes at the same time would therefore not
be possible without using some sort of multi-resolution approach. Pre-generating mipmaps
is not an option since it would increase the aforementioned spatial memory resolution even
more, and generating them in run-time would yield in poor performance.

3.3.1

Integration of Video Codec

Representing the data using a video codec addresses most of the issues mentioned above with
its very high compression ratio and fast decoding speed. A video player is implemented
within OpenSpace using the h.265 codec with the help of the library libde265 1 . The h.265
codec has many advantages over the more common h.264 [12], where one of the biggest one
might be the major improvement regarding compression ratio. The images are converted to a
raw h.265 stream using FFmpeg2 . Given chunks of the raw video stream, fast decoding can be
performed on a separate thread which yields in a smooth and efficient image stream. However, this solution lacks important features such as fast random access, support for metadata
and support for mipmaps.

3.3.2

Integration of JPEG 2000

Since one of the main goals is to be able to show multiple image planes at the same time with
a high time cadence, high compression ratio, fast random access and support for metadata,
1 libde265:
2 FFmpeg:

https://github.com/strukturag/libde265
https://www.ffmpeg.org
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another approach is needed. The JPEG 2000 format addresses all of these issues with the help
of its flexible code stream and the idea is to take advantage of its many features such as the
multi-resolution layers and region-of-interest decoding as described in chapter 2. The aim is
to keep the memory resolution on disk to a minimum, while being able to stream in a high
temporal speed with a high quality, while still maintaining a high fps. The data is interpreted
with 8 bits fixed-point precision to minimize data transfer to the GPU, even though the data
set provided by the JHelioViewer team allows for 16 bits fixed-point precision.
To decompress images in the JPEG 2000 format, the library OpenJPEG is used [9]. This is an
open source library developed by the Image and Signal Processing Group at the Université
de Louvain. The library is written in C and supports multi-threaded decoding as well as
different resolution layers.

3.3.3

Pre-processing Image Data

To be able to efficiently load the whole image data set, some preprocessing is needed. In
the current state of OpenJPEG, no support exists for reading metadata in XML format from
the image headers. This requires a slightly more complicated approach, and extraction of
metadata has to be done outside of the application.
To handle this problem, an external application is used that extracts the metadata from the
JPEG 2000 images and saves the data in JSON format. Due to licensing issues, this part
unfortunately cannot be integrated within OpenSpace.
Some additional preprocessing is also needed to avoid loading the whole data set in run-time.
For each instrument, the file names of the images are saved together with a time stamp and
relevant metadata in a text file. This makes it possible to load all the relevant data from a
single file rather than performing a linear search on the hard drive to look for images every
time the applications loads. However, this assumes a fixed data set. If the set changes, the
text files need to be regenerated.

3.4

Optimizing Texture Upload

Normally when working with static texture data in OpenGL, the straightforward approach is
usually to upload the data synchronously. This uses the CPU to copy data from user memory
to the driver memory and blocks it until the GPU has finished downloading the data from
the driver. Figure 3.2 explains the most common pipeline of transferring a texture from user
space to the GPU.

Figure 3.2: Overview of the commonly used synchronous texture upload pipeline which stalls the CPU
until the texture has been fully downloaded and processed on the GPU. Image from Ho Ahn [2].
When working with time-varying images in OpenGL, efficient texture transfers become fundamental. The approach taken in this thesis is similar to the asynchronous CPU approach
described by Venkataraman in OpenGL Insights [30]. Since the aim is to stream texture data
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to the framebuffer as efficiently as possible, the main idea is to make use of asynchronous
texture transfers so that the CPU can perform rendering while the image data for the next
frame is being uploaded concurrently. This can be accomplished with the help of Pixel Buffer
Objects (PBOs) and by taking advantage of Direct Memory Access (DMA) to access the memory
given to the OpenGL driver from the GPU side, without any additional copying. By taking
advantage of PBOs, the copying of the texture data does not have to be executed in a OpenGL
context and can therefore easily be done on separate threads. Another big advantage is that
the CPU does not stall while the data is being transferred to the GPU, and can continue to
process next frame immediately.
Venkataraman describes how two PBOs can be ping-ponged in order to increase parallelism,
where one PBO is mapped for writing while the other one feeds data to the texture object on
the GPU. Our approach is similar to this, but instead of ping-ponging two PBOs, we introduce
a streaming buffer which consists of an arbitrary amount of PBOs that can be adjusted to fit
the machines system memory. The purpose of the streaming buffer is to pre-load images
from disk and decode them directly into the first available PBO in the set. The loading and
decoding is performed in a thread-pool which is independent from the OpenGL context, this
is done by passing pointers to the available PBOs directly into the pool. To be able to keep the
streaming buffer running on multiple threads, a queue is implemented with the purpose of
returning the decode jobs in exactly the same order they were given to the pool. Finally, the
actual decoding is performed on the remaining number of threads by the JPEG 2000 library.
The pipeline of the streaming buffer is illustrated in Figure 3.3.

Figure 3.3: Illustration of how the streaming buffer feeds data into OpenGL controlled memory.
The level of resolution can be changed dynamically and is bound to each decode job. When
the streaming buffer is empty, the application skips frames until the buffer has a decoded
image available. By doing this, the OpenSpace thread is never blocked and can continue to
render and interact with the user. When filling the buffer with decode jobs, the OpenSpace
delta time is considered together with a minimum update interval factor. This factor basically
sets a threshold on the number of updates an image plane can have with the purpose of
achieving a continuous and stable video feed at the cost of smoothness and fps. Equation
20
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3.5 explains how the predicted time t p is calculated using the current OpenSpace time t, the
playback speed v and the minimum update interval tm .

t p = t + tm v

3.5

(3.5)

Projecting Spacecraft Imagery

As mentioned in the beginning of this chapter, in order to be able to get a full 360 view of
the Sun and see important areas in the overlapping edges, the idea is to project the planes
onto the surface of the Sun, Figure 3.4 is illustrating how an image plane is projected onto the
surface of the Sun.

Figure 3.4: Illustration of how an image plane is projected onto the surface of the Sun.
A new type of shader is created and applied to the Sun sphere object, that handles all the
EUV images in the scene. The same spacecraft imagery textures are used and they are passed
to the new shader as an array of texture units.
The texture coordinates in the new shader are calculated by transforming the local vertices
of the Sun to the local coordinate system of each spacecraft reference frame and interpolated
between by sending them to the fragment shader. Next, they are converted to the range [´1, 1]
by dividing by the radius of the Sun. The scale factor and center pixel offset can be applied
in the same way as for the image planes. Since we are handing texture coordinates they need
to be transformed to the range [0, 1]. Equation 3.6 describes how the texture cooordinates
are calculated for each individual image plan, where Ts and Ss are the transformation matrix
and scale factor for the current spacecraft and vi is the current vertex position in the local
coordinate system of the Sun.

ti =

Ss Ts vi
+ 0.5
2Rsun

(3.6)

Where the images overlap, as illustrated in the red areas in Figure 3.5, the images can either be overlayed or blended between. After discussions with CCMC, it was decided more
desirable to blend between spacecraft images to minimize noticeable artifacts in the edges between. To accomplish this, we perform Hermite interpolation3 between the calculated texture
coordinates with a source value that depends on the distance to each spacecraft.
3 Hermite

interpolation: http://www.cs.cornell.edu/~bindel/class/cs3220-s12/notes/lec19.

pdf
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Figure 3.5: Multiple image projections from the different EUV instruments, where the overlapping
areas are highlighted in red.
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Chapter 4

Field Lines

This part of the thesis is a continuation of the work that Helltegen [13] started in 2014. His
thesis focused on visualizing a single time step of field lines from the Earth’s magnetosphere
within OpenSpace, using data from the BATS-R-US model. The continuation in this thesis
aims towards being able to provide a more dynamic and temporal output as well as supporting more models — especially the ENLIL model. It also includes exploring the usefulness of
field lines, going further than only showing uniformly coloured lines.

4.1

Particle Flow

It is common to illustrate vector fields with arrows of different lengths, pointing in different
directions. By combining these arrows with traced field lines, like in Figure 2.9, it is easy for
humans to interpret the characteristics of the field. However, if the arrows are removed (and
only the field lines are kept) the flow direction is completely lost. This has been the case in
OpenSpace, as displaying the arrows in a 3D environment can get very cluttered.
The first step taken to introduce a more vivid and informative display of field lines was therefore to simulate the magnetic field’s flow direction within the lines. The idea is to color certain
parts of the lines differently from the rest and moving these parts along the line, in the direction of the magnetic field. Without introducing any new data, this would imitate particles
moving along the lines.
Helltegen’s code could easily be extended to achieve this behaviour. Our implementation
passes a time variable t as a shared variable, alongside the draw call, to the shader program.
In the vertex shader it is then determined if the current vertex should be colored differently
given its vertex id. Equation 4.1 shows the calculation made in the shader, where f is a frequency parameter specifying how often these ’particles’ should occur. The resulting value v is
then compared to a threshold value which specifies how many vertices each particle should
span over. If v is lower than the threshold its considered a particle.

v = (t + vertexi d) mod f
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For this approach it is important that the vertices of the field lines are stored in consecutive
order. In addition, their order also have to progress with the flow of the underlying data. For
magnetic field data it means that the position of vertex vn+1 is the result of a step in positive
direction from the field data given at the position of vertex vn .

4.2

Field Line Sequences

In order to be able to show a sequence of states (data from multiple CDF files), a lot of Helltegen’s [13] original Fieldlines module1 would have to be changed. Instead of changing the
existing code a new module called FieldlineSequence was created.
Each state in the new module is an instance of the class FieldlinesState. In its infancy the state
class would only contain the time variable triggerTime and the three vectors vertexPositions,
lineStart and lineCount. The first vector contains all vertex positions from all the lines in
the state. The other two vectors relates to the first one; one specifying the start indices of
each new line and the other specifying the number of vertices in each line, see Figure 4.1.
The reason for this structure is to make use of OpenGL’s gl MultiDrawArrays function. This
function only needs to be called once for OpenGL to draw all of the lines within the state.
The class responsible the rendering (RenderableFieldlineSequence) can this way easily switch
out which field line state to render.

Figure 4.1: Vector/Array relationships within the FieldlinesState class. This example contains three
lines where green, cyan and orange colours represent a line each. The lineStart vector stores indices
(of vertexPositions) related to the first position of each line, whereas lineCount stores the number of
vertices in each line.

4.2.1

Kameleon Tracer

The Kameleon software suite contains functionality for tracing field lines from multiple simulation models, including BATS-R-US and ENLIL. The FieldlinesSequence module makes use
of this fact, in a pre-processing step, when fed with CDF files. This means stepping away
from the wrapper class for Kameleon that Helltegen [13] created specifically for BATS-R-US
tracing. The intention is that minimal alterations should be needed in the OpenSpace code if
new models should be supported.
The entire process of using the built in tracer is only a five step process:
1. Create a Kameleon object kamObj
2. Use kamObj->open to open the CDF file to read from
1 An

OpenSpace module is a packet of executable code which may be loaded on demand
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3. Load the variables you want to trace (typically B for magnetic field or u for velocities)
4. Create a tracer object given kamObj
5. Call a tracing function from the tracer object. Requires seed point coordinates and the
tracing variable
Step 1–3 of the list above only needs to be performed once per CDF file but the way the
interpolator and tracer are built they need to be reset/recreated for each new line trace in
order to get a correct output. This means that step 4–5 are performed once for each seed
point. The FieldlinesSequence module calls the bidirectional tracing function at step 5 which
performs the tracing in both positive and negative direction through the vector field.
Using the built-in tracer requires the output to be converted before it can be rendered in
OpenSpace. The tracer will output the line vertices in the same coordinate system and scaling
as is used for the model. This means that it needs to be scaled to meters and for ENLIL traces
it also means that it must be converted to Cartesian coordinates, see Equations 4.2, where rm
is the radius expressed in meters, the latitude θ P [´90, 90] and the longitude φ P [0, 360].
rm = r AU ¨ 1.495978707 ¨ 1011
x = rm cos θ cos φ
y = rm cos θ sin φ

(4.2)

z = rm sin θ
As the BATS-R-US model and ENLIL models express positions in different reference frames,
GSM vs HEEQ+180, two scene graph nodes has been created in OpenSpace for these frames.
Each field line sequence must have one of these two nodes has to be specified as a parent in
order to get the correct alignment.

4.2.2

Time Alignment

CDF files contain information about what time and date the data relates to. This information
must be extracted, converted to J2000 time and stored in order to show field lines at the correct
time within OpenSpace. How the time data is stored within the CDF file differs slightly
between the simulation models and a function which can handle cases for both BATS-RUS and ENLIL has been incorporated into OpenSpace. Using Kameleon, the function first
extracts a time string representing the start of the simulation run and converts it to J2000
time. Then it extracts a second variable specifying the current offset of the CDF in seconds,
from the start of the run. These two values are added together and stored as the triggerTime
variable of the state class (mentioned in section 4.2).
To know which state to render, all of the states’ trigger times are stored in a sorted vector.
In the software’s update function it is first ensured that the OpenSpace time is within the
sequence interval. Next it checks if it should show the same state as in the previous frame. If
not, the correct state is found by performing a binary search on the sorted vector, which finds
the value in a time complexity of O(log n). The index of the correct time is extracted and used
to render the field lines of the corresponding state.
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4.2.3

Storing and Streaming Field Line States

The set of CDF files that CCMC provided for the Sun-Earth event requires more than 10TB
of storage space. Each file represents one state and for ENLIL data each such file is 5.5GB
in size. Just opening one of these files with Kameleon can take up to two minutes, then the
tracing has to be perfomed in addition to that. It is clear that pre-processing hundreds or even
thousands of CDF files every time the software is opened is not feasible. This is why features
for saving and reading field line states to/from files has to be implemented.
JSON File Format
The CCMC staff was well acquainted with- and could supply raw field line data in the JSON
format. Nilsson and Piwell [24] had already incorporated a library for handling files in this
format within OpenSpace. These two facts made JSON a great option for saving field line
states to files.
Binary Files
Streaming JSON files with field line data from disk during run-time is however not fast
enough, therefore a new field line state file format has to be created. The major benefit of
binary files is that an entire array can be read as a block of data whereas JSON files would
have to be parsed.
These binary files are read fast enough to be streamed from disk during run-time. However,
to prevent the software’s main thread from stalling it is performed on a separate thread. As
soon as the thread is done OpenSpace will show the new state.
Even though the files contain information about what time stamp the state relates to it was decided that the file names should also contain this information. The reason is that OpenSpace
still needs to know which files and at what time they should be read. This is done in a preprocessing step and instead of having to open each file and extracting the time variable, it can
this way extract it from the filename without ever having to open it.

4.3

Line Colours

The space weather researchers and scientists are interested in much more than just the structure and direction of the magnetic field, which is what our approach has provided so far.
As mentioned in section 2.8.4, the CDF files can contain many more data variables such as
density, velocity, pressure, current and temperature. Instead of colouring the field lines uniformly it was investigated whether or not these variables could be used to colourize the field
lines.
To do this the FieldlineState class had to be extended to store scalar values from these extra
variables. These values are extracted, using Kameleon, at the position of each vertex and are
stored in the same order. The values are then sent alongside the vertices to the vertex shader
where they are converted to a color value, given a transfer function. The transfer function is
actually a pre-defined 1D texture or color table which, when fed with a scalar value, outputs
an RGBA color value that is used to colour the vertex.
These extra variables can also be used to mask out certain sections of the lines. This is useful
if the user is only interested in showing lines where e.g. the temperature is higher than some
threshold.
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4.4

State Transition - Line Morphing

By just switching one state of field lines with another, the result will most likely look very
erratic. The reason is, of course, that the data of the different states are discrete samples,
calculated at different times. A higher frequency of samples helps but also requires more
storage space and would be more time consuming. Line morphing was implemented as a
way of achieving a smoother output without having to introduce more data.
The most straight forward way of performing morphing between two vertex based objects
(e.g. two lines) is to map each vertex from object A to a corresponding vertex in object B and
then linearly interpolate between these two positions. This is done by using Equation 4.3,
where ~x denotes a vertex position and t P [0, 1] and represents the time progression between
the states, where 0 represents the time for state A and 1 represents the time for state B.

~xinterpolated = ~x A (1 ´ t) + ~x B t

(4.3)

It would be easy to map one vertex to another if the two objects had the same number of vertices. This is usually not the case for two lines traced in different data volumes, even though
they might be traced from the same seed point. The lines are therefore resampled to match
each other. In order to not lose any resolution, our approach sets a maximum vertex count
when tracing the lines and then only resamples those lines that did not reach the maximum
number of vertices. That way all lines have the same amount of vertices and mapping one
line to another is trivial.
The seed points used for testing were all static, meaning that the same set of seed points were
used for each state. In return there will always be lines traced through these points. Our
resampling approach takes this into consideration; it makes sure that there are just as many
vertex points on either side of the seed point, ensuring that the seed point’s vertex index and
position stays fixed.
In order to perform the morphing during run-time, two states of field lines are uploaded
to the shaders together with the state progression variable t, mentioned above. Due to the
resampling both states will be of the exact same size, with same number of lines and vertices.
Lines and vertices are stored so that vertex number n in state A corresponds to vertex number
n in state B. Equation 4.3 is solved in the shader in order to find the interpolated position of
each vertex.

4.5

Live Tracing and Interpolation of Vector Fields

Instead of pre-tracing field lines, the possibility of sending the entire data volume to the
GPU and trace the lines at runtime has also been explored. Before this can be done one
has to ensure that the data only includes the three data variables needed for tracing ( bx,y,z
for magnetic fields). Depending on the size of the underlying grid data, the grid may also
have to be downsampled, especially if multiple volumes are required. The grid can then
be uploaded to the shaders as a shared 3D-texture. Our implementation requires uniformly
distributed grids, which means that BATS-R-US data always needs to be resampled.
Instead of using the Kameleon software for the tracing, a special shader program is implemented to do the tracing live, each frame, on the GPU.
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The explored approach performs the tracing within OpenGL’s drawing pipeline by utilizing
the geometry shader. The interesting feature of the geometry shader is that it can take one
type of primitive as an input and output another. In our case this means inputing seed points
and outputing entire field lines. After uploading the 3D volume to the GPUs memory, the
seed points are uploaded to the first step in the OpenGL drawing pipeline, the vertex shader.
The vertex shader will simply pass the points along to the geometry shader. This is where the
line tracing is performed, as its explained in section 2.10. The geometry shader outputs these
line vertices and the fragment shader ensures that the lines are drawn in between.
In order to get a more continuous result we use linear interpolation, much like we explained
for the line morphing in section 4.4. However, instead of interpolating between two vertices
the interpolation is instead done between the vector values within the corresponding grid
cells of two consecutive data volumes (3D-textures). There is no need to interpolate all values
in the volume — instead we perform the interpolation only when needed during the tracing
step.
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Chapter 5

Results

As a result of the thesis, OpenSpace now has the ability to stream high resolution solar imagery from different spacecraft using images in the JPEG 2000 and the FITS format. It is also
possible to see the effect that the Sun has on the solar system as a whole by displaying field
lines generated from some of CCMC’s different simulation models. Among other results, this
chapter also contains examples of the visual results that are achievable within OpenSpace.

5.1

Solar Imagery

For this section the results vary from images that are of scientific meaning to the CCMC and
the time period of the Sun-Earth event, to performance measurements in terms of frames per
seconds (FPS) and decoding speed regarding the suggested streaming buffer.

5.1.1

Benchmarks

Benchmarking results for streaming high-resolution solar imagery using our suggested approach are presented on a machine with the hardware and operating system as specified in
Table 5.1. All tests are done using 10 PBOs in the streaming buffer and the data set is loaded
from the machines local SSD drive. When calculating the average decoding speed, a set of
SDO footage with 1000 images per test is used.
Type
CPU
RAM
GPU
Harddrive
OS

Description
Intel Core i5-6600K 3.50 GHz
16 GB 2133 Mhz
NVIDIA GeForce GTX 1070 8 GB
Samsung SSD 850 EVO 500GB
Windows 10

Table 5.1: Specification of the machine used in the benchmarking of streaming solar imagery
The machine has a total number of 4 threads that needs to be distributed between handing
decode jobs concurrently, or concurrently decode the image itself. Table 5.2 compares the
results while biasing the threads towards the streaming buffer or the decode jobs respectively,
when decoding spacecraft imagery in 4096 x 4096 resolution.
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Resolution
4096 x 4096
4096 x 4096
4096 x 4096

Buffer Threads
1
2
3

Decoding Threads
3
2
1

Avg. Decoding Speed
90 ms
37 ms
52 ms

FPS
11.11
27.03
19.23

Table 5.2: Overview of the results while distributing the threads between the streaming buffer and the
decode jobs differently.
Table 5.3 displays the resulting fps for different levels of resolution, while distributing the
buffer threads and decoding threads equally.
Buffer Threads
2
2
2
2
2

Decoding Threads
2
2
2
2
2

Resolution
4096 x 4096
2048 x 2048
1024 x 1024
512 x 512
256 x 256

Avg. Decoding Speed
37 ms
18 ms
9 ms
8 ms
8 ms

FPS
27.03
50.56
111.11
125
125

Table 5.3: Decoding speeds and FPS between the different levels of resolution.

5.1.2

Visual Results

Figure 5.1 shows the positions of the STEREO spacecraft at almost equidistant positions between themselves and the SOHO spacecraft, positioned at the L1 point near the Earth. The
frustums of all the different instrument on each spacecraft are visualized at the same time,
which produces a full 360 view of the Sun.
Figure 5.2 illustrates a solar flare, taken by the AIA instrument on the SDO spacecraft in two
different wavelengths. The corona and the magnetic field lines around the limb can be seen
clearly in Figure 5.2 (a) which is often used to investigate coronal holes and magnetic activity.
The HMI continuum and magnetogram instruments of the SDO spacecraft are illustrated in
Figure 5.3 and are commonly used to study the surface of the Sun. The sunspots can be seen
in great detail by these two instruments, where the magnetic field usually travels from the
black spots in Figure 5.3 (b) back into the white areas.
The solar image projection in OpenSpace is illustrated in Figure 5.4, where the yellow sphere
represents the Sun without textures. The image plane can be moved between the spacecraft
and the center of the Sun and this movement is illustrated from top to bottom in this image
sequence.
Figure 5.5 illustrates the the difference between blending and overlaying texture coordinates,
viewed from two different angles. The top images have been textured using the blending
texture coordinates, while the bottom images are overlaid. The images are taken by the SDO
and the STEREO spacecraft by their EUV instruments.
The different resolution layers are displayed in Figure 5.6, taken by SDO AIA 304 where the
coronal loops can be seen very clearly. The top-left is decoded in 4096 x 4096 and decreases
by a factor of 2.
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Corona Graphs
Figure 5.7 and 5.8 displays the corona graph instruments on the STEREO and SOHO spacecraft. Figure 5.7 displays the fastest CME ever observed by STEREO on July 23, 2012. The
CME can be seen from the point of view of STEREO A in (a) and from STEREO B in (b). The
LASCO0-C2, LASCO-C3 and SDO AIA 193 are overlayed on top on each other in Figure 5.8,
where the transition between the different instruments can be seen in the right area, where a
CME is about to go off.

Figure 5.1: An overview of the equidistant positions between the STEREO spacecraft and the SOHO
spacecraft positioned near the Earth. Their combined views allows for a 360 view of the Sun.

(a) Image taken by AIA 193.

(b) Image taken by AIA 131.

Figure 5.2: Images of a solar flare taken by SDO with the AIA 193 (a) and AIA 131 (b) instruments.
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(a) Image taken by HMI continuum.

(b) Image taken by HMI magnetogram.

Figure 5.3: Images of sunspots taken by SDO with the HMI Continuum (a) and HMI magnetogram
(b) instruments.

Figure 5.4: Projecting an image, taken by SDO AIA 171, onto the surface of the Sun.
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Figure 5.5: Illustration between the blended texture coordinates in the top, and the overlaid coordinates
in the bottom. Images are taken from SDO AIA 193 and STEREO EUV 195.

Figure 5.6: Different resolution levels decoded from the same image in resolutions 4096 x 4096, 2048
x 2048, 1024 x 1024 and 512 x 512 from top-left to bottom-right.
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(a) Image taken by STEREO A COR2-A.

(b) Image taken by STEREO B COR2-A.

Figure 5.7: The biggest CME ever observed by STEREO on July 23, 2012.

Figure 5.8: Corona graphs taken by the SOHO LASCO-C2 and LASCO-C3 instruments and the EUV
image by SDO AIA 193.
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5.2

Field Lines

The FieldlineSequence module can be used to show pre-traced, time-varying field lines from
the BATS-R-US, ENLIL and PFSS models. Provided with CDF files and seed points it can trace
and render field lines as well as saving them to a JSON and/or binary format. Provided with
JSON files, the module will convert them to FieldlinesStates and store the data in RAM. This
is all carried out in a pre-processing step. The binary files can be used in the same manner as
JSON files but the processing time is greatly reduced. The binary files can also be streamed
from disk during run-time which only requires the states’ triggerTime variable to be stored in
RAM.

5.2.1

Field Lines State Class and Binary Format

The FieldlinesState class contains all the data that is needed to draw a group of field lines
and contains the variables shown in 5.4. The custom made binary format used to store and
stream the field lines states has the file extension: osfls (OpenSpace Field Line State). The
files are structured as shown in table 5.5. The Variable Name refers to the variables in the
FieldlinesState class. How many elements to read for the vector variables are determined by
the size_t variables.
#

Data Type

Variable Name

Description

1

double

_triggerTime

Time in J2000 seconds

2

int

_model

Simulation model used

3

bool

_isMorphable

4

vector<GLint>

_lineStart

5

vector<GLsizei>

_lineCount

6

vector<glm::vec3>

_vertexPositions

Each vertex’s position

7

vector<vector<float>>

_extraVariables

Extra variables

8

vector<string>

_extraVariableNames

If lines have a fixed number of vertices
Vector of line start indices
Number of vertices for each line

Names of the extra variables

Table 5.4: Stucture of the FieldlinesState class

#

Data type

Variable Name

Description

-

Version number of binary state file format

1

int

2

double

_triggerTime

Time in J2000 seconds

2

int

_model

Simulation model used

4

bool

_isMorphable

5

size_t

-

Number of lines in the state

6

size_t

-

Total number of vertices

7

size_t

-

Number of extra variables

8

size_t

-

Total byte size of ALL extraVariableNames

9

If lines have a fixed number of vertices

vector<GLint>

_lineStart

10

vector<GLsizei>

_lineCount

Vector of line start indices

11

vector<glm::vec3>

_vertexPositions

12

vector<vector<float»

_extraVariables

Extra variables

13

array<c_str>

-

Names of the extra variables

Number of vertices for each line
Each vertex’s position

Table 5.5: Stucture of the osfls files
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5.2.2

Morphing

By morphing field lines between states, one removes the obvious jump that would otherwise
occur when states are switched. For unstable lines, such as lines that change topology from
one state to the next, the morphing is very apparent. Figure 5.9 illustrates morphing of such
unstable lines.

Figure 5.9: The top and bottom images show two consecutive states of pre-traced field lines that change
topology. The three middle images illustrate different progress of the morphing in-between.

5.2.3

Live Traced Field Lines

The approach of tracing field lines live on the GPU using the geometry shader has proven
possible but comes with much less freedom as compared to pre-traced lines. The geometry
shader has a hardware dependent limit on how many data components it can pass along
to the fragment shader. This limits the amount of vertices one can create along a line with
the described approach. The hardware used for testing allows for passing 1024 components
through to the fragment shader. Each vertex position requires four floating values, i.e. four
components. This results in a maximum of 256 vertices per line. Introducing e.g. vertex
specific colors would reduce the number of vertices even further.
To extend the lines, the draw call is performed twice. The first call traces the line in the positive direction of the field whereas the second call traces in the opposite direction. By skipping
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to draw certain vertices one can also extend the lines — at the cost of lesser performance and
lower resolution.
Figure 5.10 illustrates two sets of lines, at three different points in time, given the same seed
points. The purple lines are the same as used in Figure 5.9, whereas the green lines are traced
live on the GPU. The middle image represents the interpolated state of the two other images.

Figure 5.10: Live-traced field lines shown in green vs pre-traced lines from Kameleon shown in purple. The seeds produce topology-changing lines and the middle image is an interpolated state using
morphing (purple) and vector field interpolation (green).

5.2.4

Visual Results

The field lines within the images of this section are all created using the same data that was
used for the Sun-Earth Connection event. Figures 5.11, 5.12 and 5.13 are illustrating the results
of the BATS-R-US model. All of these lines were traced by Dr. Lutz Rastaetter at the CCMC
and provided to us in the JSON format, before converted to the binary osfls format.
The magnetic field lines in Figure 5.11 are coloured by their topology, whereas Figure 5.13
illustrate two non-consecutive states where the lines are coloured by temperature. Figure
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5.12 illustrates velocity flow lines surrounding the last closed magnetic field lines of Earth.
Flow lines are coloured by speed and has the particle effect activated.
Field lines generated from CDF files of ENLIL data are shown in Figures 5.14 and 5.15. Both
figures show lines coloured by the plasma speed, but using different colour tables. The lines
are all seeded at 0.11AU, each with 20 shift in longitude. All seed points of Figure 5.14 are
within the Sun’s equatorial plane whereas Figure 5.15 are seeded at a latitude of 40 .
Figure 5.16 shows field lines from the PFSS model on top of a Sun projected SDO AIA 193
image. This data was provided as already traced lines in a JSON format.

Figure 5.11: Screenshot from OpenSpace of field lines generated from BATS-R-US. Colours represent
different topologies: red, solar wind; yellow, closed; green, connected to the north pole; blue, connected
to the south pole

Figure 5.12: Magnetic field lines in yellow illustrate the last closed field lines of Earth’s magnetosphere.
The rest of the lines are velocity flow lines coloured by speed and with the particle effect activated.
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(a) Earth’s magnetosphere in a quiet state

(b) Earth’s magnetosphere after being hit by a CME

Figure 5.13: Before (a) and after (b) the magnetosphere is hit by a CME, generated from the BATS-RUS model. Lines are coloured by temperature
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(a) CME hitting Earth

(b) Massive CME which hit STEREO A

Figure 5.14: ENLIL field line visualizations with CMEs. Field lines are coloured by speed, where blue
is the slowest and red the fastest. Earth’s orbit is shown in light blue.

Figure 5.15: Illustration of magnetic field lines from the ENLIL model as a CME travels towards Earth.
The white curve represent Earth’s orbit and the field lines in light blue are seeded at Earth. The rest
of the lines are created from seed points placed at r = 0.11AU and at latitude 40 . Colours represent
speed of plasma, where black is the slowest and white the fastest.
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Figure 5.16: Uniformly coloured PFSS field lines around a solar projected SDO AIA 193 image.

5.3

Sun-Earth Connection Event

During the Sun-Earth event in the Hayden Planetarium solar imagery, field lines and other
already implemented features in OpenSpace was displayed at the same time. The entire show
lasted for almost 1.5 hours, where CCMC staff explained the concept of space weather to the
audience as we navigated OpenSpace. Figure 5.17 shows the image used for advertising the
YouTube 3600 live stream1 on social media.
Solar imagery from multiple spacecraft and pre-traced field lines (without morphing) from
both ENLIL and BATS-R-US were all streamed from a network drive at the same time. It was
possible to interactively change which variable to color field lines by and which spacecraft
observatory tool that should be visualized onto their corresponding image plane.
A single state of PFSS field lines was also shown together with different solar projected images, much like in Figure 5.16. For the PFSS field lines we also had the particle effect turned
on, which helped the staff explain in what regions on the Sun the magnetic field flow is inward and where it is outward.
A few frames of volumetric renders of the ENLIL model, as implemented by Forsyth Rosin
and Axelsson [3], was also shown together with field lines and corona graphs, as shown in
Figure 5.18.

1 https://www.youtube.com/watch?v=rDDjcxBP6ag
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Figure 5.17: Teaser image for the the event at the Hayden Planetarium. Solar images taken by solar
observatory spacecraft together with their camera frustums are combined with field lines from the
ENLIL model. Field lines show a CME travelling towards Earth.

Figure 5.18: Screen capture from the Sun-Earth connection event’s YouTube recording showing ENLIL
field lines combined with an ENLIL volumetric render.
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Chapter 6

Discussion

This chapter evaluates the given results and discusses possible improvements and future
work regarding the chosen methods for implementing time-varying field lines and solar imagery.

6.1

Streaming Solar Imagery

The implemented streaming buffer aims to always keep all threads on the CPU busy, constantly working with decoding jobs for quick uploading of future frames. The chosen number
of PBOs is motivated by considering the highest resolution case of all images. With all planes
and instruments in the scene, the solar imagery occupies 443.4 MB of the system memory
in total, considering 1 byte per pixel. The results show that a balanced number of threads
between the streaming buffer and the decode jobs yields the best performance.
The buffer size can easily be changed, for testing purposes this was implemented dynamically so that the user can change the buffer size within the application and consequently gain
smoother video, if the application gets some pre-loading time. However, if the decoding jobs
run slower than the number of displayed images in OpenSpace, the buffer will always eventually run empty and the application will start to skip frames. An idea to resolve this issue
could be to lower the decoding resolution temporarily, when the buffer runs empty. This
would give the buffer some time to catch up by performing decoding jobs faster.
The results show that the number of FPS between decoding images in 4K, 2K and 1K resolution increases linearly, as one would expect. However, when decoding even lower resolutions, the gain in speed stops. This is because the overhead cost of reading many small files
from disk. To address this issue, one could investigate other file systems than NTFS, that
might be able to handle reading small files in a better speed. Alternatively, a container format
for JPEG 2000 such as JPX could be investigated. This would mean loading a single file per
instrument, and the compressed code streams could be kept in memory depending on the
size of the desired sequence.
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6.1.1

Region-of-Interest Decoding

A feature that would be suitable for the use case of streaming solar imagery, would be to take
advantage of the region-of-interest decoding feature in JPEG 2000. By utilizing this, it would
be possible to stream insets of really high-resolution with an increased fps when the camera
is close to the image plane and consequently only parts of the image need to be decoded. This
could be implemented by projecting the camera view on the plane and calculate the texture
coordinates that reside within the view frustum. Doing this on the surface of the Sun would
be slightly more complicated since the visible coordinates on the sphere has to be mapped
to texture coordinates. However this was not done mainly because the implementation of
region-of-interest decoding in OpenJPEG is really slow and therefore little to no speed would
be gained. At the time of writing, this feature is under development by the OpenJPEG team
and will be worth to investigate in the future.

6.1.2

Video Codecs

In terms of decoding speed the video codec significally outperformed the image codec, where
we managed to reach approximately 30-35 fps in 4K resolution with a cold cache. However,
the lack of random access for the video stream made this approach not feasible for our use
case, where the flexibility of the JPEG 2000 stream outweighted the gain in decoding speed.
This is mainly because we have a very dynamic nature of the OpenSpace application, one
usually wants to be able to jump back and fourth in time and repeatedly switch between
different instruments on each spacecraft. Performing such tasks with a video codec would
require a jump to the nearest keyframe and iterate from there, as described in chapter 2.
This would be certainly be possible to implement by increasing the amount of key frames
in the encoding step, but would be significantly slower than random accessing image data.
In addition, with an increased number of key frames the file size would not be as small as
desired. Further, reversing the video sequences would not be possible since the chunks of
h.265 data only can be decoded forward in time.

6.1.3

JPIP and Remote Browsing of Images

When dealing with huge amounts of imagery data, it becomes a time consuming process
to download the data locally and perform pre-processing on the whole data set since this
requires a lot of manual work from the user. Using a normal http or https protocol to access
the images from the server directly becomes too slow when handling time-varying images in
high-resolution, especially on a slow connection.
The JPEG 2000 Interactive Protocol (JPIP) [15] might be able to address parts of this issue. The
protocol allows for remote browsing of JPEG 2000 images using the least bandwidth required.
The region-of-interest and multi-level resolution feature can be used by the protocol, which
means that parts of an image can be fetched over the network, saving a lot of bandwidth.

6.2

Field Lines

The field line visualizations from the ENLIL model proved to convey clear and intuitive information when using uniformly distributed seed points in one plane. By only using one
such plane the audience is however not seeing the full 3D effect that a volumetric rendering
can give. One might think that several planes of field lines could help, and it does to some
extent, but it also makes the result more cluttered and it can be difficult to see tell lines apart.
During the event we showed a few frames of volumetric renders together with two layers of
ENLIL field lines. The two ENLIL planes were only seperated by a 40 shift in latitude. Figure
5.18 shows a screen capture taken from the recorded YouTube feed.
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The functionality of individually colouring field line vertices using other variables also
turned out to be very useful. As Figures 5.12, 5.13 and 5.14 clearly illustrate, it can be a
way of showing more information in an intuitive and visually stunning way.

6.2.1

Flow Direction Particles

Being able to show the direction of the flow turned out to be useful during the event, as it
aided the CCMC staff when explaining some of the characteristics of the magnetic fields. The
way chosen to implement the effect was based on not having to introduce any new data.
This resulted in the speed of the particles to be dependent on how densely the vertices were
placed. The further apart, the faster the speed. This can of course be quite misleading as
it may appear as though the field is stronger in some places. Problems also occur if states
are switched, as the particles will appear to jump. Therefore we have concluded that this
approach is most suitable for a static state of field lines.

6.2.2

Live Traced Field Lines

Pre-traced field lines are ideal for a presentation where you want full control of what the lines
are showing, like the Sun-Earth Connection event. Live Traced lines are, however, much more
suited for an interactive tool. It would allow you to add/remove/move seed points during
runtime, which potentially would benefit a user’s understanding of the characteristics of the
field. It would also be possible to change tracing parameters during runtime to see how they
affect the lines. In the OpenSpace GUI we added options for changing between the Euler and
4th order Runge-Kutta methods, as well as an option for changing the step lengths used.
Although the live traced field lines would be our preferred method, we do not suggest using
our method of utilizing the geometry shader. It does work, but the lines tend to become too
short. As GPUs become better this may become an appropriate method, but with the current
hardware limitations, other methods should be researched. One potential avenue would be
to step away from the drawing pipeline and make use of compute shaders instead.
Individually coloured vertices were never introduced for the live traced method, as the lines
would have turned out even shorter, but a potential method was developed. The extra quantities would have been put in their own 3D volume and the calculated vertex positions of
the lines would then be used to extract values from these volumes. The last step would be
exactly like for the pre-traced lines: passing the corresponding value to a 1D texture used as
a transform function.

6.2.3

Line Morphing vs Vector Field Interpolation

Going into the exploration of line morphing we had a major concern; would the lines be very
distorted during morphing and thus show false data? The result showed that it will in some
cases. During the testing phase of this approach we only had access to three consecutive CDF
files of BATS-R-US data and for these files we used about 1.600 static seed points. As far as
we could see, less than a dozen of these resulted in a visually unwanted results. These were
all lines whose topology changed, e.g. going from solar wind to pole connected, some of
these are used in Figure 5.9. For other, more stable lines, the transitional jump between states
disappeared entirely.
The transition between states seems much more realistic when using vector field interpolation
as opposed to line morphing. The difference is that morphing lines does not stay true to the
vector field during the transition as vertices are linearly moving from their positions in one
state to their positions in the next state. For live traced lines the entire line is instead retraced
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from scratch, thus staying more true to the vector field. It is, however, worth mentioning that
the linearly interpolated vector field is not fully accurate either.
Morphing could probably be done in more sophisticated ways, but as it was outside of the
scope of the thesis we chose not to spend too much time working on it.
As both live traced lines and morphing have their shortcomings, it was decided not to use
either of the methods during the Sun-Earth event. Instead we made sure to have a lot of
data samples/states. The BATS-R-US data was sampled at one minute intervals whereas the
ENLIL data was sampled at one hour intervals. By playing these at a speed of at least 20 states
per second we were able to get a smooth looking result without any transitional effects.
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Chapter 7

Conclusion

Time-varying and interactive solar observatory imagery and time-varying field lines have
been incorporated as two separate modules within OpenSpace, with support for many different file formats used by the scientists at CCMC. Streaming of these features in real-time
requires one to step away from their raw formats (FITS and CDF). This thesis shows that
JPEG 2000 is much preferred over FITS in this regard and that pre-tracing field lines using
CDF data and storing them in a binary format is ideal for presentations. If showing a high
resolution image sequence from start to finish would be the common use case in OpenSpace,
it would be ideal to use a video codec; but, as time jumps and reversed playback are more
common use cases, streaming JPEG 2000 images has proven to be the better option. The thesis also proves that colouring field lines with other quantities can be a way of providing more
information in an intuitive and visually appealing way.
The main goal of the thesis was to further develop OpenSpace so that it could be used as
a tool which would aid CCMC in its public outreach ambitions. The Sun-Earth Connection
event was a massive success and thus a clear indication that this goal is fulfilled. There are,
however, areas which could improve and more features that could be added. The other goal
of making OpenSpace a more useful tool in the day-to-day work of scientists still leaves more
to be desired. Features such as live fed data to OpenSpace and a better implementation of
live traced field lines are examples of such improvements.
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