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Abstract—Recommender systems can be seen everywhere to-
day, having endless possibilities of implementation. However,
operating in the background, they can easily be passed without
notice. Essentially, recommender systems are algorithms that
generate predictions by operating on a certain data set. Each
case of recommendation is environment sensitive and dependent
on the condition of the data at hand. Consequently, it is difficult
to foresee which method, or combination of methods, to apply in a
particular situation for obtaining desired results. The area of rec-
ommender systems that this thesis is delimited to is Collaborative
filtering (CF) and can be split up into three different categories,
namely memory based, model based and hybrid algorithms. This
thesis implements a CF algorithm for each of these categories
and sets focus on comparing their prediction accuracy and their
dependency on the amount of available training data (i.e. as
a function of sparsity). The results show that the model based
algorithm clearly performs better than the memory based, both
in terms of overall accuracy and sparsity dependency. With an
increasing sparsity level, the problem of having users without any
ratings is encountered, which greatly impacts the accuracy for
the memory based algorithm. A hybrid between these algorithms
resulted in a better accuracy than the model based algorithm
itself but with an insignificant improvement.

I. INTRODUCTION

Recommender systems are today a granted part of daily
life. Whether discovering music on Spotify, watching movies
on Netflix or searching on Google, they are at play. They
are everywhere, implemented to help you, the user, to make
your next decision. A recommender is essentially an algorithm
that generates predictions by operating on data. This enables
recommenders to be implemented in a large number of areas.

Each case of recommendation is highly environment sen-
sitive and dependent on the condition of the given data.
Therefore, it is difficult to foresee which approach to take
in a particular situation. There are a great deal of research to
utilize in the field, but there is no thorough study covering
what methods to use in specific situations, as concluded from
[1].

The two main approaches to recommendation is Content
based filtering (CBF) and Collaborative filtering (CF). While
CBF is based on creating profiles to characterize users and
items in the given data set, CF instead uses the information
patterns among the users and items to make predictions. The
algorithms in this work are based on two different sub tech-
niques within the area of CF: memory based and model based.
A hybrid of these techniques is also implemented. This, to
examine the possibility of a memory-model hybrid. However,
as stated in [2], common practice for hybrid algorithms is
combining CF with the CBF approach.

This paper covers a comparison study of these three CF
algorithms for movie recommendations. The study focuses
on prediction accuracy and dependency on the amount of
available training data (i.e. sparsity) for the algorithms, in-
dividually as well as in relation to one another. This, since
the data available on user preferences often is heavily limited
and therefore it is of interest to evaluate the recommenders’
dependencies on data sparsity.

The algorithms are implemented on the MovieLens data
set, which is described in section II and written in the
programming language Python. The prediction error for the
algorithms are then compared for varying data sparsity in
section III. How the results relate to the theory behind these
algorithms is discussed in section IV. The focus of this work
is sparsity sensitivity and error minimization with aspect to the
error measures RMSE and MAE, for definitions see section
II-E.

II. METHOD

Collaborative filtering is based on the assumption that
personal preferences between users are correlated [3]. By
identifying patterns in the observed preference behavior of the
given users, prediction making of the unobserved preferences
is enabled. Three different methods within the CF area are
used to make these predictions. The first is a memory based
method that utilizes the similarity for how users rate movies.
The second method is model based which means that it adjusts
the model parameters to the observed data. A hybrid of these
two algorithms is then implemented as a third method that
weights the separate algorithms’ predictions to make even
better predictions.

All of the algorithms are implemented on the MovieLens
data set [4], which contains 100000 ratings on a 1-5 scale from
943 users on 1682 movies.

A. Data processing

Before implementing the specific algorithms, certain data
processing has to be done. The chosen data set is partitioned
into a training set and a test set. The training set is used to
train the algorithm to make good predictions, while the test
set is used to calculate the algorithm’s prediction accuracy.

The algorithms operate on a rating matrix that is made from
the M users’ ratings on the N items (i.e. movies) as a M×N
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matrix and filling it with the ratings from the training set as
follows

R =


r11 − . . . . . . −
r21 r22 . . . . . . r2N

...
... . . .

. . .
...

− − . . . . . . rMN

 (1)

As seen above, where the bars represent missing ratings.
Thus, the matrix is not complete. However, the observed
ratings can now be used to predict ratings for the empty slots.

B. Memory based algorithm

The memory based algorithm has been implemented as a
user similarity algorithm. This is an intuitive approach where
similarities between all of the users are calculated. Ratings
from other users are then weighted to predict movie ratings
for the unrated movies.

1) Measuring similarity: Using the rating matrix R, the
users need to be compared in some way. This, to determine
how to weight the other users’ ratings to make predictions
for every missing rating. Thus, these weights represent the
similarities between the users. A frequently used similarity
measure for these kinds of problems is Pearson correlation.
With Pearson correlation, the linear correlation of two vectors
is calculated. Using the rows of R as user rating vectors, the
similarity between two users can be expressed as the Pearson
correlation of the two users’ rating vectors [5]. However, this
requires elements in the vectors where one or both of the users
have not rated a particular item to be removed (see fig. 1).

Fig. 1. Illustration of how several elements have to be removed to be able
to measure the similarity between user u and user v.

The Pearson correlation coefficient (i.e. the similarity) for
user u and user v can then be calculated as

sim(u, v) =

∑
i∈Iuv(i)

(rui − r̄u)(rvi − r̄v)√ ∑
i∈Iuv(i)

(rui − r̄u)2
∑

i∈Iuv(i)

(rvi − r̄v)2
(2)

where r̄u is the rating average for user u and Iuv(i) is the set
of items rated by both user u and v. By centering the data,
Pearson correlation naturally accounts for the users’ individual
usage of the rating scale, i.e. the user rating bias (one user may
rate a good movie 5 and a bad movie 3, while another user
may rate a good movie 4 and a bad movie 1).

A symmetric weighting matrix is then created by making
a M ×M matrix (where M is the number of users) of the
similarities calculated with equation (2) as

W =


w11 w12 . . . w1M

w21 w22 . . . w2M

...
...

. . .
...

wM1 wM2 . . . wMM

 (3)

where wuv = sim(u, v) is the similarity between user u and
v.

2) Making predictions: Unrated items for a specific user
can now be predicted by weighting ratings from other users
that have rated this specific item, using the similarities as
weights [5]. For a user u and an item i, the predicted rating
r̂ui is calculated as

r̂ui =

∑
v∈Ui(u)

rviwuv∑
v∈Ui(u)

|wuv|
(4)

where Ui(u) is the set of users that have rated the particular
item i.

One improvement for this is to again account for the user
rating bias (similar to Pearson correlation). This is according
to [5] done by subtracting a user’s rating average r̄v from all
of the user’s ratings before the weighting is done. The rating
average for the user that the rating is predicted for is then
added. This modifies (4) to

r̂ui = r̄u +

∑
v∈Ui(u)

(rvi − r̄v)wuv∑
v∈Ui(u)

|wuv|
(5)

3) The cold start problem: When the memory based algo-
rithm meets a new user (i.e. a user without any ratings) it is
simply not possible to make predictions for this user. This is
what is known as the cold start problem [2]. This results in
that either no predictions are made for these ratings or that
a default value has to be set. Since this thesis compares the
methods’ dependencies on sparsity, it has been chosen that
a default value for these ratings are set to the global rating
average µ according to

r̂ui = µ (6)

This is done to always be able to calculate the accuracy for
the whole test set.

C. Model based algorithm

For the model based algorithm, there are several models
to consider. These all have in common that a model and
its parameters are trained with the training data to make
predictions. One of the frequently used models is Matrix
factorization (MF). MF is based on the theory that the rating
matrix R can be written as the matrix multiplication of two
matrices that, when multiplied, not only gives a minimal error
to the training data, but also results in values for the empty
slots of R. The idea is that the matrices can be determined
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so that when the error of the training data is small, then
the error of the test data is assumed to be small too. The
two matrices have a number of latent factors, that represent
underlying features in the data. How many of these factors to
use depends on the data. The implementation of MF in this
thesis is based on the theory proposed by [6].

1) Implementing Matrix factorization: The rating matrix
can be written as the matrix multiplication of two lower rank
matrices P and Q as

R̂ = P T ×Q (7)

where P is a K×M matrix (M is the number of users), Q is
an K×N matrix (N is the number of items), K is the number
of latent factors used in the model and R̂ is the approximation
of R. Furthermore, R̂ contains ratings not only in the place
of the training data, but also for the previously empty slots
in R. The assumption is made that if the error between the
training data in R and corresponding approximations in R̂ is
small, the error for the rest of the ratings in R̂ is small as
well. This yields good predictions for the unobserved ratings.
The error for a prediction of the rating for user u on item i
can be written as

eui = rui − qT
i pu (8)

where pu is column u of matrix P , and qi is the column i of
matrix Q. To get a small error, the total squared error for the
training data is minimized and thereby also the error for the
test data. This can be expressed as

etot =
∑

u,i∈B(u,i)

(rui − qT
i pu)2 (9)

where B(u, i) is the training (base) set indices.
2) Avoiding overfitting: By minimizing equation (9), over-

fitting is introduced. This means that the model is able to adapt
to the specific rating cases in the training data, but the ability
to detect general patterns is lost. Unexpectedly placed ratings
in the training data thereby increases the error. To avoid this,
regularization can be implemented by adjusting (9) to

etot =
∑

u,i∈B(u,i)

(rui − qT
i pu)2 + λ(‖pu‖2 + ‖qi‖2) (10)

where λ is called the regularization factor.
3) Accounting for user and item bias: Another important

adjustment to the error is to make up for the user and item
bias (i.e. that users tend to use the rating scale in different
ways and that items tend to be rated differently compared to
the other items). A predicted rating from a user u on an item
i can be modeled as

r̂ui = µ+ bu + bi + qT
i pu (11)

where µ is the global rating average for the training data, bu
is the user bias and bi is the item bias. This modifies equation
(8) to

eui = rui − µ− bu − bi − qT
i pu (12)

Fig. 2. Illustration of iterations with Gradient descent, where a step is taken
in the negative direction of the gradient. Thereby the error approaches its
minimum and the predictions approach the desired ratings.

and equation (10) to

etot =
∑

u,i∈B(u,i)

(rui − µ− bu − bi − qT
i pu)2

+ λ(‖pu‖2 + ‖qi‖2 + b2u + b2i ) (13)

4) Error minimization using Gradient descent: To min-
imize etot, the gradient of the squared error can now be
utilized to iteratively modify P and Q [6]. This is done by
updating the values of P and Q by taking a small step in the
negative direction of the gradient and thus reducing the error,
as illustrated in fig. 2. The bias terms bu and bi are learned the
same way. This is a frequently used method to minimize the
error, often referred to as Stochastic gradient descent, where
you instead of updating the values of P and Q for all the
training data, select a random subset of the training data to
update the matrices on [7]. This shortens the execution time
for the algorithm, but results in a greater prediction error. The
underlying theory, however, is the same.

To get a starting point, P and Q are randomized. P and
Q can then, using equation (13), be adjusted by taking a step
in the negative direction of the gradient according to

pu ← pu + γ(euiqi − λpu) (14)
qi ← qi + γ(euipu − λqi) (15)

where eui is the modified error (12) and γ is called the
learning rate, since it determines how fast the minimum error
is approached. A too big learning rate can potentially cause
divergence as the minimum might be missed. The user and
item bias (also first randomized) can be learned similarly
according to [8] as

bu ← bu + γ(eui − λbu) (16)
bi ← bi + γ(eui − λbi) (17)

This procedure can now be iterated multiple times until the
error converges to a minimum and can be stopped when as
close to this minimum as desired.
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D. Hybrid algorithm

There are no obvious ways of constructing a hybrid rec-
ommender algorithm. As mentioned in section I, most hybrid
recommenders are built by combining a CF algorithm with
a content based algorithm [2]. However, there are ways to
implement a hybrid algorithm made of two CF algorithms. One
way to do it, as [9] suggests (and the approach this project has
chosen), is to weight every prediction from the two algorithms
as the final prediction according to

r̂ui = αr̂ui1 + βr̂ui2 (18)

where r̂ui1 is the predicted rating from the memory based
algorithm, r̂ui2 is the predicted rating from the model based
algorithm and r̂ui is the hybrid prediction. α is the weight
of the memory prediction and β is the weight of the model
prediction. Furthermore, it is a requirement that

α+ β = 1 (19)

where 0 ≤ (α, β) ≤ 1. The values of α and β can now
be determined numerically. This is a rather simple approach
that intuitively results in a program running time of the both
algorithms combined.

E. Error measures

Two of the most recognized error estimates are RMSE and
MAE:

RMSE =

√√√√ 1

‖T (u, i)‖
∑

u,i∈T (u,i)

(r̂ui − rui)2 (20)

MAE =
1

‖T (u, i)‖
∑

u,i∈T (u,i)

|r̂ui − rui| (21)

where T (u, i) is the test set indices.
However, there is no consensus on which metric is most

suitable for recommender evaluation. MAE is often considered
more intuitive and weights all errors the same, while RMSE
punishes variance as it weights errors with larger absolute
values more than the errors with smaller absolute values. Thus,
RMSE is sensitive to outliers, which is the main concern
against the measurement. Furthermore, the RMSE error is
assumed to be unbiased and normally distributed. Assuming
normal distribution and compensating for bias ratings, RMSE
is the most suitable measure [10]. Results are presented for
both RMSE and MAE, to make the thesis comparable to a
greater range of work and ensuring that the results are less
dependent on a certain choice of measure.

F. k-fold cross-validation method

To further increase the reliability of the accuracy, the k-
fold cross-validation method is implemented for all algorithms.
The basic approach of k-fold is to split the given data in to k
number of subsets, using one subset as the test set and the rest
k − 1 subsets as the training set. Which subset that is used
as the test set is varied, which results in k number of test
and training sets [11]. The algorithms’ prediction errors are

then calculated for each of the k sets. Averaging these error
calculations yields an error measure that is less dependent on
the randomization when partitioning the data in to a test and
training set. In this thesis, the MovieLens predefined 5-fold
sets are used (each set having a 80/20 ratio of training and
test data).

III. RESULTS

A. Model algorithm partial results

To determine the model parameters, i.e. the number of latent
factors K and the number of iterations to minimize the error,
the RMSE and MAE were plotted as functions of an increasing
number of iterations for values ranging from 10 to 100 with
steps 10 for K, see fig. 3 and fig. 4.

Fig. 3. RMSE as a function of increasing number of iterations for K from
10 to 100 where the solid line is for K = 70

Fig. 4. MAE as a function of increasing number of iterations for K from 10
to 100 where the solid line is for K = 70.

Here it appears that the optimal value is 200 iterations and
70 latent factors. The regularization factor was set as λ = 0.01
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Fig. 5. RMSE as a function of different weights of the memory and model
predictions. Here, β is the weight of model predictions and α = 1−β is the
weight of memory predictions. A minimum is found at β = 0.9.

Fig. 6. MAE as a function of different weights of the memory and model
predictions. Here, β is the weight of model predictions and α = 1−β is the
weight of memory predictions. A minimum is found at β = 0.9.

as [12] suggests. Furthermore, the learning rate was set to γ =
0.001, as larger learning rates caused divergence for several
choices of K.

B. Hybrid algorithm partial results

For the hybrid method, values in the range from 0 to 1 with
steps 0.05 for α and β = 1−α were tested and the RMSE and
MAE were calculated. The RMSE and MAE minimum was
found at α = 0.1 and β = 0.9 (see fig. 5 for RMSE graph
and fig. 6 for MAE graph).

C. Comparison

The comparison of the three methods was done by compar-
ing their RMSE and MAE as functions of sparsity. Initially, the
methods were given the whole training set, containing 80000

Fig. 7. RMSE as a function of sparsity. 5000 ratings were removed from the
training set (initially containing 80000 ratings) in every iteration.

Fig. 8. MAE as a function of sparsity. 5000 ratings were removed from the
training set (initially containing 80000 ratings) in every iteration.

ratings. 5000 of these ratings were then removed randomly
in each iteration down to a training set of 5000 ratings. The
5-fold cross-validation procedure was implemented to reduce
the dependency on the randomization. The RMSE and MAE
graphs for setting the predictions to the global rating average
of the training set were also added to give a perspective of the
performance for the different methods. The plots are shown
in fig. 7 and fig. 8. The RMSE and MAE values for 80000,
40000 and 5000 training data points can be found in table I.

Here it is found that for both measures, the model based
method performs better than the memory based method for
all levels of sparsity. The hybrid method has a similar perfor-
mance as the model based method. The memory and model
based algorithm both took roughly 3 to 6 minutes to run
depending on the training set size (which means the hybrid
algorithm took roughly 6 to 12 minutes). Running the algo-
rithms for the 5 different training sets (5 folds) and decreasing
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TABLE I
RMSE AND MAE VALUES FOR THREE CASES OF TRAINING DATA AMOUNT

Measurement (data) Memory Model Hybrid
RMSE (80000) 0.9506 0.9129 0.9126
RMSE (40000) 0.9856 0.9508 0.9506
RMSE (5000) 1.1388 1.0316 1.0287
MAE (80000) 0.7449 0.7173 0.7167
MAE (40000) 0.7728 0.7500 0.7496
MAE (5000) 0.9506 0.8210 0.8213

the set size 15 times (from 80000 to 5000 values) means that
every algorithm had to be run 80 times. This resulted in a
testing time of somewhere around 6 hours for the memory
and model based algorithm individually. The hybrid algorithm
would then take around 12 hours, combining the memory and
model algorithm with the α and β weights (practically, the
predictions from the memory and model algorithm were saved
in every iteration to avoid this).

IV. DISCUSSION

A. Analysis of results

The three algorithms were successfully implemented on the
MovieLens data set and RMSE and MAE were calculated as
functions of the decreasing number of training data points,
i.e. sparsity (see fig. 7 and fig. 8). It was found that the model
based method outperforms the memory based method for all
levels of sparsity and also seems to be less dependent on the
varying sparsity. The hybrid method performs nearly identical
to the model based method (see table I for values).

The memory based method suffers severely from the cold
start problem as predicted [2]. As the training set is reduced,
the prediction accuracy decreases greatly. This stems from
that the prediction coverage decreases and several ratings can
thereby not be predicted and have to be set to the global
rating average µ. When the algorithm is applied on the smaller
amounts of data it can be seen that both the RMSE and MAE
graph no longer follows the same ”smooth” curve and also
results in more poor predictions than just guessing the training
set average for all ratings. This is probably due to the bad
predictions the algorithm makes from the few ratings it is
trained on in combination with the cold start.

The model based method performs well in relation to the
memory based. It has better accuracy for all levels of sparsity
and is also less dependent on sparsity. However, the model
based method has several possibilities of optimization that
has not been fully explored in this thesis. How the number
of latent factors and number of iterations are chosen can be
improved. This can be done by allowing more iterations, which
in turn will affect how many latent factors is optimal. In this
implementation, the highest number of iterations tested was set
to 200 as a higher number would take too long to process. The
number of latent factors K tested for the varying number of
iterations can also be increased to possibly find a more optimal
K value. We saw, however, in fig. 3 that a K in somewhat the
same size yields similar accuracy. The learning rate γ was, in
this implementation, set to a constant value, small enough not
to cause the error to diverge from the minimum. However, a

more sophisticated MF algorithm will change step size (i.e.
learning rate) as the minimum is approached to yield a faster
solution that still ensures convergence. This would result in a
more accurate model for a given time frame.

The hybrid algorithm was implemented by combining the
predictions from the memory and model based algorithms.
Optimal weight factors α and β were found for the initial
training data set and resulted in a RMSE and MAE that
were smaller than for the algorithms separately. However,
the difference was proportional to 0.0001 as seen in table I,
which means that it is not of any particular interest, at least
for this data set. This, since the time increase of having to
run both of the algorithms and combine their predictions,
simply can be outperformed by increasing the amount of
iterations for the model based algorithm alone, as can be
realized from fig. 3. Furthermore, other ideas like making a
hybrid algorithm that switches between the two algorithms
depending on sparsity is not an option in this case. This,
since the model algorithm has better accuracy for all sparsity
levels. Nevertheless, these results confirm that it might be
interesting to look at combinations of algorithms within the
CF area as in the case of [9], even though the combination of
these algorithms on this data set do not result in a significant
accuracy improvement.

The measures RMSE and MAE seem to result in similar
evaluations of these algorithms. The same optimal number of
latent factors and iterations were found for the model based
algorithm and for the hybrid algorithm, the same weights
α and β were found. The plots of RMSE and MAE as
functions of sparsity (fig. 7 and fig. 8) as well as the table
of selected values (table I) shows that even though the curves
differ to a certain extent, the verdict of which algorithm has
the best performance would still be the same. However, it is
interesting to implement both measures for comparability over
all different sparsity levels.

B. Further development

Since this paper focuses on the sparsity dependency for the
recommender algorithms, one interesting way of proceeding
would be to simply evaluate other CF algorithms in a similar
way. Especially algorithm within the model based area since
many of these algorithms (e.g. Matrix factorization) have seen
promising results [6]. Other sizes and sorts of data sets would
also be interesting to look at to do a more thorough evaluation
of the methods within CF.

Other interesting aspects of this area to further develop
would be to make a hybrid recommender by combining CF
algorithms that have more similar accuracy than the ones
combined in this thesis. This, to see if these kinds of combina-
tions would be desirable the same way as for the combination
presented in [9].

V. CONCLUSION

This thesis has implemented three CF algorithms, one from
each CF category, on the MovieLens dataset and compared
them in terms of sparsity. The memory based algorithm
is greatly affected by increasing sparsity. The model based
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algorithm, however, was not as dependent on sparsity as the
memory based and had a better accuracy overall. The hybrid
algorithm implemented both previous algorithms and it was
shown that weighting their predictions gave an insignificant
accuracy improvement that would not be worth the time
increase of having the run time of both the memory and model
algorithms. This, however, might be a useful approach for
other CF algorithm combinations which could be interesting
to further explore.
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