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Abstract
The purpose of this study is to compare the software deployment tools Ansible, Chef and SaltStack
regarding deployment time and their respective resource utilization, and the findings of this study
are also compared to the previous works of Benson et al. (2016), which also studied deployment
time. However, there is no previous research which mentions resource utilization, which is equally
important. The study consists of an experiment performed in one of the laboratory rooms at the
University of Skövde where all three software deployment tools are configured to deploy a set
amount of packages to three hosts each.
By measuring deployment time with the most stable releases (as of 2017-04-22) for each software
deployment tool, as well as resource utilization for each host and server, this study may assist system
administrators to make more informed decisions when deciding which application to use to manage
their computers and infrastructure.
The results of the study show that Chef is the fastest software deployment tool in terms of
deployment time. Chef is also shown to be the most optimized application, as its usage of resources
is better than both Ansible and SaltStack.
Keywords: Software Deployment Tools, Ansible, Chef, SaltStack

Swedish translation
Syftet med denna studie är att studera och jämföra fjärrinstallationsprogrammen Ansible, Chef och
SaltStack gällande den tid det att installera en mängd program på ett antal klienter, och deras
respektive resursutnyttjande. Resultaten från denna studie jämförs även med tidigare studier av
Benson et al. (2016), som också studerat tidsåtgången för Ansible, Chef och SaltStack. Det finns
emellertid ingen tidigare forskning som nämner resursutnyttjande, vilket är lika viktigt. Studien
består av ett experiment som utförs i ett av laboratorierna vid Högskolan i Skövde där alla tre
program konfigureras och användes för att installera en viss mängd paket till tre klientdatorer
vardera.
Genom att mäta tiden det tar för varje program med de senaste stabila utgåvorna (2017-04-22),
samt resursutnyttjandet för varje klientdator och server, kan systemadministratörer läsa denna
studie för att fatta mer informerade beslut när de bestämmer vilken applikation som ska användas
för att hantera deras datorer och infrastruktur.
Resultaten av studien visar att Chef är det snabbaste fjärrinstallationsprogrammet för att installera
paket på klienter. Chef visar sig också vara den mest optimerade applikationen, eftersom dess
resursutnyttjande är bättre än både Ansible och SaltStack.
Nyckelord: Fjärrinstallationsprogram, Ansible, Chef, SaltStack

Configuration Management and the Cloud
Software configuration management tools, also known as software deployment tools, are ways to
semi-automate or fully automate time-craving processes such as updating software, re-configuring
parameters and the likes on one, or even hundreds of thousands of clients and servers. The three
software configuration management tools which this study looks at are Ansible, Chef and SaltStack.
Ansible is written in Python, a scripting language, and uses SSH (Secure Shell, a cryptographic
network protocol) to deploy packages. Chef is written in the programming language Erlang and
requires the client(s) to be installed with an agent, known as the Chef-client. SaltStack is also written
in Python, and like Chef, also requires an agent, called a Salt Minion.
By measuring the three tools in regards to not only the time it takes for each tool to install a set
amount of packages, but also the amount of resources that they utilize during the installations, they
can be compared more closely than done in previous research, such as that by Benson et al. (2016).
The three tools are tested by setting up an experiment where each server, installed with Ansible,
Chef or SaltStack, are accompanied by three hosts each, and given the same resources to operate on
to accurately measure each tool with identical environments.
Results show that Chef, the Erlang-written tool, is almost twice as fast as both Ansible and SaltStack
when deploying applications, and also use a lot more resources – Chef’s memory usage, for example,
is shown to operate at an average of 1641 megabytes, which compared to SaltStack’s 643 megabytes
and Ansible’s 132 megabytes, is a large difference.
System administrators and other IT professionals who handle large amounts of clients and servers
may use this research as a basis for making more informed decisions when deciding which tool to
implement to handle their infrastructures. With cloud computing being an ever-increasing market
with seemingly no end, the need for software configuration management tools too has become very
important to handle the large amounts of clients and servers correctly.
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1 Introduction
Software configuration management tools are used by developers and system administrators to
manage and facilitate build, status and organization processes. Amongst software configuration
management tools are software automation platforms known as software deployment tools, such as
Ansible, Chef and SaltStack. With cloud computing being an ever-growing market, both in size and
complexity (Noor, Sheng and Bouguettaya, 2016), the need for software deployment tools has also
increased. This research aims to explore and compare the three most popular open-source software
deployment tools with regards to their respective deployment times to install a set of packages on a
set of hosts, as well as the resources utilized by the hosts and servers.
This study is based on the previous research performed by Benson, Prevost, and Rad (2016) which
looked at deployment time for deploying a certain set of packages through Ansible, Chef and
SaltStack. This study expands on the research by Benson et al. (2016) by studying and comparing not
only deployment time, but also resource utilization, which Benson et al. (2016) did not study.
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2 Background
This section aims to explain and describe cloud computing terms, software configuration
management/deployment tools, as well as previous research in order to support the problem
definition.

2.1 Cloud computing
The National Institute of Standards and Technology (NIST) defines cloud computing as an evolving
paradigm which is characterized as an on-demand self-service, which allows the administrator to
increase their business’ server time and network storage without having to contact the cloud service
representants. Clouds are also characterized as having broad network access, resource pools and
rapid elasticity – broad network access means that the cloud resources should be accessible over the
network, while resource pooling allows for multi-tenancy, scaling and provisioning on the fly. Rapid
elasticity allows for provisioning to be made on demand, and in some cases, automatically (Noor et
al., 2016; Mell and Grance, 2011; Zissis and Lekkas, 2012).

2.1.1 Infrastructure as a Service
What cloud computing can provide for businesses is the ability to move infrastructure from the
business to a provider such as Amazon Web Services (AWS), Google Cloud or Microsoft Azure.
Renting infrastructure from a provider is known as utilizing Infrastructure as a Service (IaaS). IaaS is
defined by Noor et al. (2016, p. 10) as “the cloud service provider controls and manages the
underlying cloud environment, whereas the cloud service consumer has control over his/her virtual
machine which includes the storage, the processing and can even select some network components
for communication”.
Cloud computing can also be set up in-house through applications such as Apache CloudStack, which
allows the business to control their own data. Using a provider to handle your data has both benefits
and trade-offs.
The benefit of using IaaS is that there is no need for businesses to have large server rooms or server
farms which have to be handled by the staff. Instead, only the necessary storage and processing
power can be purchased as most IaaS providers have a “pay-as-you-go and only for what you need”
business model. Pay-as-you-go means that rather than purchasing everything up front, you pay a
certain fee each month depending on service, service level agreement and how much storage and
processing power you utilize (Xiao, Song and Chen, 2013; Fischer, 2016). In some cases, IaaS may also
provide other opportunities, such as data analysts replicating data from one geographical area to
another for independent studies (Allen et al., 2012).
The downside of using cloud computing is that while you have control of your storage and virtual
machines, the provider has control of the underlying cloud infrastructure. This means that potential
data breaches, multi-tenancy and/or malicious end-users on the providers side can affect your
business and compromise the four pillars of information security (confidentiality, integrity,
availability and accountability) (Manvi and Shyam, 2014; Ding, 2017).
When computers first emerged, they were specialized for performing one single task. Over time,
computers became smaller in size, cheaper to make, and got better, faster hardware. Computers
were no longer bound to performing a single task, but rather several tasks for several users, known
2

as time-sharing, allowing several users to use the same set of hardware concurrently. Time-sharing is
often regarded as the precursor to virtualization (Fischer, 2016).
Virtualization has since then gone from the old VM/370 time-sharing systems (Creasy, 1981) to allow
cloud computing through IaaS to provide enormous amounts of virtual machines using complete
virtualization, meaning that all operating system resources are handled by a hypervisor (Laadan and
Nieh, 2010). Virtualization also allows for alternative operating systems to co-exist, such as Linux and
Windows (Bugnion, Devine, Rosenblum, Sugerman and Wang, 2012). IaaS is not synonymous with
virtualization, however, as not only computers can be virtualized, but also the computer’s main
memory, operating systems such as JavaOS, storage systems such as SANs (Storage Area Networks)
and even entire network stacks (Fischer, 2016; Nordal, Kvalnes, and Johansen, 2012).
While virtualization may be used in multiple ways, this study utilizes full virtualization in order to
create and revert snapshots for every virtual machine for each host and server. Full virtualization,
such as that provided by VMware ESXi, is a way of providing the user with an environment created by
virtualizing underlying hardware (Fischer, 2016). Such an environment requires a virtual machine
monitor (VMM). A VMM handles not only provisioning of resources for each virtual machine, but also
handles the virtual disks and resource management in real-time for both the memory and the CPU
(Microsoft, 2016).
A virtual machine must use a portion of a physical hard disk drive (known as a virtual hard disk, or
VHD) to store not only applications and files, but also the operating system it hosts itself. For all
intents and purposes, the VMM sees the VHD as a physical hard disk drive (Joshi, Shingade and
Shirole, 2014). However, as shown in the works of Joshi, Shingade and Shirole (2014), VHDs have a
higher performance cost, both for read, write and I/O operations, compared to regular hard disk
drives, as a VHD is an extra layer on top of the physical hard disk drive, and therefore is slower when
performing read and write operations on virtual machines.
Memory usage in virtual machines is also handled differently than physical computer environments.
Each virtual machine, also commonly referred to as a guest operating system, that is run sees its own
physical (albeit, actually being virtualized) memory space as zero – not knowing that it is a software
abstraction that creates a mapping of the physical memory to an allocated address space
(Waldspurger, 2002). For example, the virtualized memory may see itself as having the address space
of 0 to 900, while it actually is mapped from 1050 to 1950.
CPU virtualization is possible if a physical CPU supports the VMM technique direct execution –
allowing the virtual machine to execute on the real hardware, but with the VMM still having control
of the CPU, stopping the virtualized environment from acting directly with the real hardware by
having the CPU trap interruptions (Rosenblum and Garfinkel, 2005).
With cloud computing and IaaS being an increasing market, which show a need for more automation
through software configuration management tools, the applications Ansible, Chef and SaltStack can
be used to control software versions and updates. Which settings to use, and which packages to
install can also be automated. Software deployment tools can also be used to quickly re-configure
recovered servers and hosts after a fatal crash, and often this must be done fast as downtime could
result in economic losses.

3

2.2 Software configuration management
Configuration management systems were in their early days meant for keeping track of military
supplies as a form of stocktaking, and was later adapted to computers under the name of software
configuration management. Computers were tracked by their versions of operating systems and their
configurations. If any these were to change, it would no longer be considered the same computer.
Software configuration management has since evolved from keeping track of the wanted states of
computers to declaring states that the computers are to be kept in. These states are managed by
software configuration management tools (Heap, 2016). Cloud computing is an increasing market
(Noor et al., 2016) which can host millions of instances. Thus, software configuration and
deployment management tools are becoming a necessity for system administrators.

2.3 Ansible
Ansible is an open-source community-made software deployment tool that uses Secure Shell (SSH) to
handle automated deployment and installations of the administrator’s specified applications and/or
services. Ansible does not use any software on remote machines (known as “agents”), but rather
manages them through native frameworks through SSH on Linux systems, UNIX systems, and other
derivatives. Windows can also use Ansible through the application WinRM. Because Ansible is an
agentless automation tool, no background daemons are necessary, nor does any additional network
traffic have to be sent when the Ansible server is idle. Ansible, compared to Chef and SaltStack, is
also regarded as very simple to set up and manage as it only requires SSH and Python to execute
commands (Stillwell and Coutinho, 2015).
Being an agentless software deployment tool, Ansible does not rely on raising user privileges through
means such as su or sudo, but rather runs on the executing users’ credentials and privileges unless
specified otherwise. Each task performed by Ansible is dictated by a module – a piece of code written
in any language that can be interpreted by JavaScript Object Notation (JSON) input and output, such
as Python and PowerShell (Red Hat, 2016).
The modules that are written for Ansible are kept in “playbooks”, a file used for configuration,
deployment and orchestration. Playbooks are written in YAML, a structured data format. This allow
the administrator to specify an inventory of hosts, either through host names or a range of IP
addresses to deploy a set of commands, applications and/or services (Red Hat, 2017).

2.4 Chef
Chef is an open-source automation platform made for software deployment. Chef, unlike Ansible,
uses remote agents on each client that are managed by the Chef server. When deploying applications
to clients, cookbooks and recipes are used. The Chef server is managed by one or several
workstations, where cookbooks and recipes are created. A cookbook contains recipes which are the
necessary specified configuration and policy distribution files to use. Cookbooks and recipes are
stored on the Chef server. Chef is written in Ruby and Erlang (Chef, n.d.).
Because Chef uses remote agents on clients, most of the work is done on the clients, and not the
server, allowing Chef to be very scalable. Chef also runs in two different modes – chef-client mode, or
chef-solo mode. The Chef-client mode is responsible for registering and authenticating with the Chef
server, compiling resources and synchronizing cookbooks. The Chef-solo mode executes Chef-client
4

commands without the need for a Chef server, which allows for options such as synchronizing the
available cookbooks, even without a real workstation/Chef-client/Chef server infrastructure (Chef,
n.d.).
As stated by Herric and Tyndall (2013), management of software installation packages should have
revision controls, especially if managed and edited by several administrators to avoid issues with
concurrency. Chef cookbooks operate with a git-like structure, having version control features that
allow several administrators to work on cookbooks concurrently, in order to avoid errors caused by
concurrent read/writes.

2.5 SaltStack
SaltStack comes in two variants – SaltStack Enterprise, and Salt Open Source. Salt Open Source is
SaltStack’s open-source automation platform, and runs in either agent or agentless forms. Agents run
in SaltStack environments are called salt minions. Salt minions are managed by the salt master – the
central management system. Salt uses pillar files and state files to configure salt minions – a pillar file
contains necessary variables and data for each system, while state files contain state declarations.
Each state declaration is a list of state functions which are used to configure systems (SaltStack,
2016). Salt uses YAML for state configuration files, and Salt itself is written in Python.
The agentless Salt uses SSH like Ansible, and can run in either master-minion environments or just as
an agentless system. Agentless Salt can also, like Ansible, run with the specified users’ credentials or
run with higher privilege through su and sudo (SaltStack, 2016).

2.6 Related research
Software configuration management tools are fairly new, and have not been studied thoroughly.
Most information regarding each tool, such as Ansible, Chef and SaltStack are biased, often based on
personal feelings and the authors’ familiarity with each tool. However, there exists previous research
which has touched upon the subject of software configuration management and version controls.
Benson et al. (2016) has previously addressed challenges of multi-cloud application deployments
using Ansible, Chef and SaltStack as a research basis. Their research is based on a white paper written
by Vision Solutions (Vision Solutions, 2014), stating that 59 % of all Fortune 500 companies have at
least 1.6 hours of downtime each week, which in the long run becomes costly. In order to minimize
the amount of downtime a server has, it must be possible to quickly install services and configure the
server, which is where Ansible, Chef and SaltStack are used. Their research found that in order to
install their specified packages (lammps-daily, mricron, mricron-data, tm-align), Ansible used 19 lines
of code; SaltStack used 11 lines of code and Chef 21 lines of code. They also reported that Ansible
was 1.54 times slower than SaltStack, and 4 times slower than Chef.
Other related research has been done by Xing (2010), who states that software configuration
management, as defined by IEEE, requires version and revision management as software systems are
becoming more complex. Proposed ideas for these implementations are change control processes
which allow or disallow change requests and change assessments. It also needs to allow for change
approval and/or rejections and change implementations. With the increasing need of revision and
version controls for software application configuration files, this can be compared to the software
deployment tool Ansible, Chef and SaltStack. Chef’s cookbooks offer both revision and version
5

controls, both on the Chef-server and in collaboration with the online code hosting platform Git
(Chef, n.d.). Ansible and SaltStack also have modules for implementing Git into their software
deployment stack, which allow for version controls (Ansible, 2017; SaltStack, 2017).
Like the previous works of Benson et al. (2016) and Xing (2010), this study also researches the
software configuration management tools Ansible, Chef and SaltStack. However, as opposed to
Benson et al. (2016), this research also studies resource utilization. While Xing (2010) also studied
Ansible, Chef and SaltStack, their research related to configuration and version controls, while this
study compares deployment times and resource utilization.

2.6.1 Related benchmark research
Comparing several very different software deployment tools, especially in virtualized environments,
is difficult. There are no identified precedential studies regarding resource usage and resource
utilization for Ansible, Chef or SaltStack, and can therefore only be based on similar but not equal
studies, such as that by Fourment and Gillings (2008) and Tikotekar et al. (2009).
Tikotekar et al. (2009) states that to benchmark CPU usage, the usage, wait and idle times of the CPU
must be added together to correctly represent the real time of the CPU. CPU idle time and I/O wait
times, however, must not be added as a metric as other domains may occupy them during each
benchmark.
For memory metrics, there are two parameters which are of interest during an experiment; these are
active memory (used memory) and inactive memory (free memory). Active memory shows a
representation of the allocated memory which is currently being used, while inactive memory shows
the allocated memory which is unused, or free to use (Tikotekar, 2009).
I/O metrics are presented as is, where each I/O operation, such as a disk I/O read or disk write I/O
operation, is a representation of how many IOPS (Input/Output Per Second) operations are being
performed on the disk(s) (Tikotekar, 2009).
Fourment and Gillings (2008) handle resource usage comparisons by stating each application’s (in
their case, each programming language’s) gathered data and compare them. In the case of their
comparisons, such as their analyses of Perl versus Python, CPU and memory usages are compared in
percentages to present which programming language is the best for handling and utilizing each
allocated resource.
The research performed by Tikotekar et al. (2009) and Fourment and Gillings (2008) do not regard
the software configuration management tools Ansible, Chef or SaltStack, but also benchmark and
compare various applications which are different from each other, much like this study.
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3 Problem definition
This study aims to look at and present the differences in resource utilization and deployment time for
the open-source software deployment tools Ansible, Chef and SaltStack.

3.1 Aim
The aim of this research is to compare and contrast three (Ansible, Chef, SaltStack) popular software
deployment tools regarding each applications’ resource utilization and deployment time necessary to
perform each task. The findings are also compared to previous research in order to see if any of the
three software deployment tools differ in deployment time compared to Benson et al. (2016).

3.2 Research question
This study aims to answer the following research questions:
RQ1: Do the software deployment tools Ansible, Chef, and SaltStack still differ in deployment time in
the same way compared to Benson et al. (2016) when deploying services and/or applications?
RQ2: Do the software deployment tools Ansible, Chef, and SaltStack vary in resource utilization when
deploying services and/or applications?
Deployment time is defined as how fast a software deployment tool can, from start to finish,
successfully deploy a set of packages and parameters to one or several specified hosts.
Resource utilization is defined as how much of the allocated resources for each server and host are
being used during the deployment of the packages mricron, mricron-data, tm-align and lammpsdaily. A server and host having the best resource utilization is therefore one that manages to evenly
distribute resources to perform its operations faster. Using more of its allocated memory to decrease
deployment time is also credited to having more optimized resource utilization (Colantonio, 2011).

3.3 Hypotheses
The formulated hypotheses are explained in this section.
1. RQ1 hypothesis:
The hypothesis for this study is that Chef still performs better than Ansible and SaltStack in regards to
deployment time.
2. RQ2 hypothesis:
The hypothesis for this study is that Chef performs better than Ansible and SaltStack in regards to
resource utilization on the hosts and server.
These hypotheses are based on previous research, where Chef was shown to be superior in
deployment time. Chef was shown to be four times faster than Ansible, and 1.54 times faster than
SaltStack (Benson et al., 2016). Chef is the most mature software deployment tool (Chef, 2009;
Ansible, 2012; SaltStack, 2011), and is therefore also hypothesized to have the best resource
utilization. Software deployment tools which utilize agents are also shown to have a strong
inclination to being better than agentless tools (Benson et al., 2016).
7

3.4 Motivation
The motivation for performing this study is to explore the most popular and most widely used
software deployment tools for deploying applications and services in either environments in, or
outside the cloud with regards to their deployment time and resource utilization.
Some businesses may look for various things in software deployment tools, and a decision could fall
either on scalability, resource utilization, security or deployment time. By reading this study, system
administrators that work with either small or large-scale infrastructures can decide which software
deployment tool best fit their own infrastructures and needs.

3.5 Objectives
In order to study and perform an experiment regarding this subject, several objectives are
performed:
1. Read about previous research, concepts and projects relating to Ansible, Chef, SaltStack and
software deployment tools
2. Select a methodology guidebook as a well-defined basis for the experiment
3. Create an environment topology for the experiments
4. Use the topology to set up the experiment environment in the NSA laboratory rooms at the
University of Skövde
5. Perform the experiments in the NSA laboratory room
6. Gather dstat and time data to analyze the outcome of each experiment
7. Present the data in this study

3.5 Limitations
No studies are made regarding other software deployment tools, nor are any measurements taken
regarding Ansible, Chef or SaltStack at more or less resources than one vCPU each and 1024 MB RAM
for the hosts, and 4096 MB RAM for the servers.
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4 Methodology
The methods that are used to gather, analyze and present data in order to answer the research
questions and hypotheses are defined and explained in the following sections.

4.1 Gathering data
Initially, a general understanding of the terms Ansible, Chef, SaltStack and software deployment tools
has to be obtained. This is done by following the best practices as described by Berndtsson et al.
(2008). This means that a systematic methodology (using reliable databases to look for research
articles) has to be followed to make sure that not only concepts are understood but also that the
process of gathering peer-reviewed literature is done correctly. Validity and reliability issues are also
considered and explained.
The bibliographic databases that are used for this study are semanticscholar.org and
scholar.google.com, both of which cover databases such as Springer, ACM, IEEE and WorldCat.

4.1.2 Experiment
As stated by Berndtsson et al. (2008), an experiment that takes place is one that changes a few
variables – this is done in order to test each variable in an experimental environment in order to
verify, or prove a lack of truth to one or several hypotheses. In this case, the two formulated
hypotheses in section 3.3 will either proven or disproven by setting and verifying a set of variables.
The variables that are changed are known as independent variables (Wohlin, 2012). The three
independent variables for this experiment are Ansible, Chef and SaltStack. By changing the
formulated independent variables, the dependent variables can be measured (Wohlin, 2012).
The dependent variables for this experiment are deployment time, network usage, CPU usage,
memory usage, disk read/write operations and disk I/O operations. Deployment time is measured
with the UNIX-command time, and all other dependent variables are measured with the application
dstat.

4.2 Experimental design
The experiment that is performed measures two things – resource utilization and deployment time.
In order to do so, each part of the experimental environment has to be as replicable as possible. This
is accomplished by creating a common, updated and clean template of Ubuntu 14.04 and exporting
the Virtual Hard Disks (VHDs) for use with each software deployment tool. Ubuntu 14.04 is used as it
was also used in Benson et al. (2016), in order to replicate the study as closely as possible. The
experimental environment contains the following:


Server environment
o One VMware ESXi 6.5 server
o Two virtual machine servers running Ubuntu 14.04.3 LTS (Trusty Tahr)
o One virtual machine server running Ubuntu 16.04.2 LTS (Xenial Xerus)
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o One client machine running Windows 10 installed with PuTTY and vSphere


Network environment
o One Cisco 2701 Router
o One Cisco 2860 Switch

VMware ESXi 6.5 is chosen because it is a bare metal hypervisor available in the laboratory rooms,
which allow for virtualization for several hosts and servers, as well as being able to snapshot and
reverse snapshots. Snapshots are chosen as the method for reversing the hosts after each
deployment. Purging may not remove all traces of an installation, and the software deployment tools
could handle this differently, based on file handling or other parameters, and are therefore
completely reverted to their original states after every deployment.
The network environment is decided by the available equipment in the laboratory rooms, and the
servers and hosts are also isolated on their own network, using a local apt repository to retrieve
packages. By isolating a network and using a local apt repository, it eliminates external threats such
as other users on the network using up bandwidth or Ubuntu’s official apt repository being down or
under any stress, which could have notable effects on the results.

4.2.1 Experimental environment
The experimental environment that is used for this experiment is a router-on-a-stick configuration
with one management desktop running Windows 10, one VMware ESXi 6.5 hypervisor, and, two
virtual machines running Ubuntu 14.04 LTS, with the SaltStack server running Ubuntu 16.04.
SaltStack masters intermittently lose connections to their SaltStack minions with Ubuntu 14.04, while
Ubuntu 16.04 remedies this.
Each server (Ansible, Chef, and SaltStack) has 100 gigabytes of storage, one vCPU and 4096
megabytes of available RAM. Each host has 30 gigabytes of storage and 1024 megabytes of RAM with
one vCPU.
The packages that are installed are the four packages that were installed in the paper written by
Benson et al. (2016); which were mricron, mricron-data, tm-align and lammps-daily.
The application versions that are used for the Chef experiment are Chef Server 12.15.7, Chef-client
13.0.118, Chef Development Kit 1.4.3, Push Jobs Client 2.1.4, and Push Jobs Server 2.2.1. Ansible is
installed with Ansible version 2.3.1.0-0.1. SaltStack is installed with the SaltStack Master version
2016.11.5 (Carbon), and the SaltStack Minions are installed with version 2016.11.5 (Carbon).
Each deployment is performed with the server and one host running dstat to gather data.
Dstat is a powerful command-line tool which allows the user to choose certain parameters to look at.
Unlike UNIX-commands such as free, top or vmstat (which dstat includes in its own application), dstat
has the ability to save output to csv-files, which can be imported into Excel to easily manage the large
amounts of data that is collected. While other UNIX-commands may be appended to files, dstat is
chosen because it is simple to use and can collect data from all parameters which are wanted, such
as CPU usage, disk I/O and read/write operations, network data and memory usage.
10

Ansible, unlike Chef and SaltStack, does not present the time from execution to end. Therefore, when
measuring Ansible, and also Chef and SaltStack, the UNIX command time is used. The command time
measures the time it takes for a command to execute in its entirety. It also measures not only real
time spent, but also time spent for the CPU to perform calculations for the user, and for the system.
However, as all applications are different, their system CPU times and user CPU times are not
accounted for in this study. The command time is used for all three software deployment tools to
maintain a level of validity.
Each benchmark is run ten times per software. The collected data is:
1) How long the deployment time for a successful installation of the packages mricron, mricrondata, tm-align and lammps-daily are, measured in seconds
2) How much of the allocated resources are utilized during each successful deployment for the
hosts and the server
The method for gathering data is presented in Figure 1:

Figure 1 - Method for Gathering Data
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4.2.2 Experiment topology
The topology presented in Figure 2 is used during the entirety of the experiment. Each server has one
vCPU, 4096 MB RAM and 100 GB storage. Each host has one vCPU, 1024 MB RAM and 30 GB storage.

Figure 2 – Experiment Topology
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4.3 Validity
Wohlin et al. (2012) states that validity is necessary in order to provide a trustworthy result. Validity
must not only be considered for the experiment, but also for all previous phases. There are four
aspects of validity which must be considered – these are construct validity, internal validity, external
validity, and reliability. A list of validity threats and how they are handled is found in Appendix A.
Construct validity means that every operational measure must be a correct representation of the
stated research questions. This means that in order to maintain construct validity, each stated term
must be specified and defined in the study (Wohlin et al., 2012). In order to make sure that construct
validity is correct in this study, each new term is defined by a credible source.
Internal validity applies to causal relations during investigations. There may be a factor which affects
another factor, but it must also be determined if other factors also affect the outcomes, other than
factor one and two. If these “hidden” factors are not considered, then it is a threat to the internal
validity (Wohlin et al., 2012).
In order to prevent hidden factors, careful planning is put into performing the experiment by
performing a general information gathering process regarding experimentations as well as carefully
following the basic experiment environment topology in order to make sure that the environment
stays small and simple with little interference.
External validity applies to threats which may not be seen as a general practice in the industrial
practice (Wohlin et al., 2012) – while using software deployment tools to deploy a certain set of
packages may be seen as very basic, network traffic amongst other things may slow down the
processes, thus being a threat to external validity. Therefore, several tests during several days were
run on an isolated network in order to increase the external validity of the experiments.
Reliability means that any study made by a researcher should not be dependent on that single
researcher – enough information should be supplied so that others may also replicate the
experiments – and if the experiments are replicated, it should result in the same outcome.
To provide reliability, every configuration and code snippet will be carefully reviewed and added as
an appendix (Appendix B) for replication and/or future research.

4.3.1 Validity threats
One of the largest threats to an experimentation conclusion is conclusion validity. As stated by
Wohlin et al. (2012), “Threats to the conclusion validity are concerned with issues that affect the
ability to draw the correct conclusion about relations between the treatment and the outcome of an
experiment”.
Amongst these threats are low statistical power, violated assumptions of statistical tests, and fishing
and the error rate.
Low statistical power in this case applies to not being able to draw a correct conclusion with the
collected data. The lower the statistical power, the easier it is to draw a false conclusion based on the
given hypotheses. In order to prevent this, a large amount of data will have to be collected in order
to assure that no variances affect the outcome.
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Violated assumptions of statistical tests are caused by drawing incorrect conclusions based on the
collected data. As data sets are collected, a pattern can be concluded – however, these patterns
must be analyzed and interpreted through some statistical measure, such as a histogram to give an
overview of correct patterns and outliers (Wohlin et al., 2012).
Fishing and the error rate are two other validity threats that are considered for this study. Fishing
means that the researcher “fishes”, or searches, for a specific result in order to affect the outcome
because of bias. Error rate is a validity threat that applies to the chosen significance level. In order to
handle fishing and the error rate, all collected data will be presented, and no changes will be made to
the experiment – if the experiment is changed, all data is discarded and collected anew.

4.4 Ethics
Wohlin et al. (2012) states that studies, especially those regarding humans, has to be discussed. Laws
and regulations must also be regarded during studies. No humans are involved in the experiment,
and because the areas where laws and regulations would apply, such as cloud computing, storage of
files in the cloud, et cetera are not being studied, no identified ethical issues are taken into
consideration for this report.
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5 Results
All gathered data from the benchmarks that are performed are presented in this section. See
Appendix B for the environment documentation and Appendices D-I for all benchmarks and their
respective graphs for all hosts and servers.
The dstat –cmndr command performs one update each second, showing a statistical line with the
amount of CPU usage, memory usage (used and free), how much data is sent to and from the
server/host, number of disk read/write operations and disk I/O read/writes of the server and hosts.
By using the –output flag, the data that is collected will be turned into CSV-files, which can be
analyzed in programs such as Excel. The dstat outputs are shown in the following sections.

5.1 Server Comparison
Comparing Ansible, Chef and SaltStack after performing the benchmarks for each application show
their differences in resource utilization and deployment time.
To illustrate the differences, a table is used to show the differences between the servers.
Server

Ansible Server

Chef Server

SaltStack Server

Average Deployment Time

60.5 (s)

34.1 (s)

82.4 (s)

Shortest Deployment Time

53.9 (s)

27.5 (s)

59.9 (s)

Longest Deployment Time

66.2 (s)

52.8 (s)

95.7 (s)

Average CPU Usage

4.7 (%)

5.8 (%)

2.6 (%)

Peak CPU Usage

39.4 (%)

43.4 (%)

49.0 (%)

Average Memory Usage

132.7 (MB)

1641.4 (MB)

643.7 (MB)

Average Disk Writes

11.0 (KB)

28.4 (KB)

13.4 (KB)

Average Disk I/O Writes

0.8 (IOPS)

2.9 (IOPS)

1.2 (IOPS)

Average Data Received

0.083 (KB)

0.368 (KB)

0.069 (KB)

Average Data Sent

0.750 (KB)

0.311 (KB)

0.125 (KB)

Table 1.1 – Server Comparison

5.1.1 Server deployment time comparison
Chef has a much faster deployment time, being on average 48.3 seconds, or 141.64 % faster, than
SaltStack and 26.4 seconds, or 77.42 %, faster than Ansible.
Chef’s shortest deployment time is 32.4 seconds (or 117.82 %) faster than SaltStack’s 59.9 seconds,
and 26.3 seconds (or 66.36 %) faster than Ansible’s 53.9 seconds.
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The longest deployment time for Chef is 52.8 seconds, and is 42.9 seconds (or 81.25 %) faster than
SaltStack at 95.7 seconds, and 13.4 seconds (or 25.38 %) faster than Ansible at 66.2 seconds.

5.1.2 Server resource utilization comparison
The Chef server has an average of 5.8 % CPU usage during ten benchmarks when deploying the four
packages mricron, mricron-data, tm-align and lammps-daily. Ansible has 4.7 %, and SaltStack has 2.6
%. This means that the Chef server uses on average 3.2 points more CPU than SaltStack, and
1.1 points more CPU than Ansible.
SaltStack has the highest peak CPU usage at 49.0 %, Ansible peaks at 39.4 % and Chef peaks at 43.4
%. SaltStack thus has a 5.6 point higher peak than Chef, and a 9.6 point higher peak than Ansible.
On average, the Chef server uses 997.7 MB (or 154.99 %) more memory than the SaltStack server,
and 1508.8 MB (or 1136.93 %) more memory than the Ansible server.
No disk read or disk I/O read operations are considered or compared as they do not utilize any disk
read operations after the initial deployment as shown in Figure 3.9 in Appendix C, Figure 5.9 in
Appendix F and Figure 7.9 in Appendix H.
The Chef server also receives on average four times more data per second than both the Ansible
server than the SaltStack server.
Comparing data sent, the Ansible server sends 0.439 KB per second more than the Chef server, and
0.625 KB per second more than the SaltStack server.

5.2 Host comparison
The same methodology for comparing the servers are used to compare the three hosts in regards to
their resource utilization, as deployment time already has been presented.
Host
Average CPU Usage
Peak CPU Usage

Ansible Host
Chef Host
SaltStack Host
56.2 (%)
29.6 (%)
59.3 (%)
100.0 (%)

60.0 (%)

100.0 (%)

133.1 (MB)

289.3 (MB)

255.4 (MB)

9.8 (MB)

10.3 (MB)

9.7 (MB)

136.7 (IOPS)

204.5 (IOPS)

75.9 (IOPS)

0.34 (MB)

0.99 (MB)

0.50 (MB)

Average Disk I/O Reads

25.7 (IOPS)

46.2 (IOPS)

34.0 (IOPS)

Average Data Received

132.3 (KB)

149.6 (KB)

134.0 (KB)

2.5 (KB)

3.6 (KB)

2.2 (KB)

Average Memory Usage
Average Disk Writes
Average Disk I/O Writes
Average Disk Reads

Average Data Sent

Table 1.2 – Host Comparison

Comparing the hosts, it is shown that SaltStack’s host has on average 59.3 % CPU usage over ten
deployments. Comparing SaltStack to Ansible and Chef, SaltStack’s hosts has an average of 26.7
points more CPU usage compared to Chef, and 3.1 points higher average than Ansible.
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Both SaltStack and Ansible peaks at 100.0 % CPU usage, which is 40.0 points (or 67 %) higher than
Chef, which has a peak CPU usage of 60.0 %.
On average, Chef hosts uses 33.9 MB (or 13.27 %) more RAM than SaltStack hosts, and 156.2 MB (or
117.36 %) more RAM than Ansible hosts.
The Chef hosts perform the most disk writes, at 10.3 MB of data written each second. The Ansible
hosts write an average of 9.8 MB of data per second, which is a decrease of 0.6 MB compared to the
Chef hosts. SaltStack hosts write an average of 9.7 MB of data per second, which is a decrease of 0.6
MB per second compared to the Chef hosts.
For disk I/O writes, the Chef hosts perform an average of 204.5 IOPS, which is 67.8 IOPS more than
the Ansible hosts at 136.7 IOPS, and 128.6 IOPS more than the SaltStack hosts at 75.9 IOPS.
Regarding disk read operations, the Chef hosts perform an average of 0.99 MB of disk read
operations per second. The SaltStack hosts perform an average of 0.50 MB of disk reads per second,
which is a decrease of 0.49 MB. The Ansible hosts perform an average of 0.34 MB disk read
operations per second, which is a decrease of 0.65 MB disk read operations per second compared to
the Chef hosts.
The Chef hosts also has the most disk I/O read operations at 46.2 IOPS, which is 20.5 IOPS more than
the Ansible hosts’ 25.7 IOPS and 12.2 IOPS more than the SaltStack hosts’ 34.0 IOPS.
The Chef hosts also receives the most amounts of data each second, receiving an average of 149.6 KB
of data per second. This is 17.3 KB more per second than the Ansible hosts at 132.3 KB per second,
and 15.6 KB more than the SaltStack hosts at 134.0 KB.
Regarding data sent, the Chef hosts sends the most amounts of data per second at 3.6 KB, which is
an increase of 1.4 KB per second compared to the SaltStack hosts at 2.2 KB per second, and an
increase of 1.1 KB per second compared to the Ansible hosts at 2.5 KB per second.
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6 Conclusion
As presented in Figure 1.1, the results of this study show that Chef is the best software deployment
tool in regards to deployment time at an average of 34.1 seconds with a standard deviation of 1.9.

Figure 1.1 – Average Deployment Time

SaltStack and Ansible are the slower deployment tools at 82.4 seconds, with standard deviation of
5.2, and 60.5 seconds with a standard deviation of 1.9, respectively.
One explanation for this behaviour is that Chef is more optimized, being the most mature software
deployment tool, having been around since 2009. To compare, Ansible was released in 2012, and
SaltStack was released in 2011 (Chef, 2009; SaltStack, 2011; Ansible, 2012). Chef also uses agents
(Chef-clients) to push install jobs, whereas Ansible is pull-based and relies on SSH sessions. SaltStack
also uses agents (Salt minions). Chef is written in Erlang, while Ansible and SaltStack are written in
Python, which may affect how each software deployment tool handles resource usage, and
consequently, deployment time.
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Figure 1.2 – Server CPU Usage

As shown in Figure 1.2, the Chef server has the second-lowest peak CPU usage, but also has the
highest average CPU usage with a standard deviation of 0.3. The Ansible server has a standard
deviation of 0.3, and the SaltStack server has a standard deviation of 0.1. Comparing this to Figure
1.3, it is concluded that the Chef server has an, on average, higher CPU load than Ansible and
SaltStack on the server side, but also has a much lower average CPU usage on the hosts. It is also
concluded that SaltStack has the highest average CPU usage on the hosts, and both SaltStack and
Ansible peak at 100.0 % CPU usage on the hosts.
In Figure 4.2 (Appendix D) it is shown that the Chef hosts never receives a peak CPU usage over 60.0
%, whereas both the Ansible hosts (Figure 2.2, Appendix C) and the SaltStack hosts (Figure 6.2,
Appendix G) does. Running the experiments with added verbosity only shows that the Chef hosts
follows the run list that is compiled and converged by the Chef server’s Cookbooks. The largest peak
CPU usages therefore occurrs when downloading and installing mricron, tm-align, and especially
lammps-daily, the largest package.
The Chef hosts have a standard deviation of 1.8, the SaltStack hosts have a standard deviation of 3.7,
and the Ansible hosts have a standard deviation of 1.9. The increased variance for the SaltStack
server is explained by looking at Figure 7.3 (Appendix H), which, compared to Figure 3.3 (Appendix D)
and Figure 5.3 (Appendix F), shows that the SaltStack server has a spikier, less consistent usage of
CPU.
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Figure 1.3 – Host CPU Usage

As shown in Figure 1.4, the Chef server uses on average a lot more memory than the SaltStack server
and the Ansible server. The Chef server, at an average of 1614.4 MB RAM, with a standard deviation
of 10.7, uses 997.7 MB more RAM than the SaltStack server (643.7 MB with a standard deviation of
0.3), and 1508.8 MB more RAM than the Ansible server (132.7 MB with a standard deviation of 1.5).

Figure 1.4 –Server Memory Usage

Comparing Figure 1.4 to Figure 1.5, it is concluded that Chef uses more memory on both the server
and the hosts than Ansible and SaltStack. Comparing these figures with Figure 1.1, Figure 1.2 and
Figure 1.3, it is also theorized that Chef, being much more memory-intensive than Ansible and
SaltStack, spends less CPU time in favor of utilizing memory to decrease its deployment times.
Both Chef and SaltStack relies on their own applications, both on the server side (Chef server, Salt
Master), and client side (Chef client, Salt Minion). One explanation for their much higher memory
usages is that their server and client applications are more memory intensive than Ansible, which
only has to process a YAML-file that gets translated to Ansible modules, which are sent over one or
several SSH sessions (Red Hat, 2017).
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The author did not identify any official documentation stating why the Chef server uses so much
more memory - the only available documentation states that the recommended amount RAM for a
Chef server is 4 gigabytes if the Chef client runs (CCRs) are lower than 33 per minute, which equals
roughly 500 active Chef clients that are checked in on every 30 minutes (Chef, n.d.). In this
experiment, the CCRs is 1.5~, where there are three hosts which got checked in on roughly once
every two minutes. Regarding the Chef host memory usage, as shown in Figure 1.5, it is theorized
that the Chef client application uses more memory to store the compiled cookbooks from the run
list, while also being an agent written in Erlang, which may utilize more memory than a Python agent,
such as the Salt Minions (Chef, n.d.; SaltStack, 2016). The Ansible hosts does not use agents to deploy
packages, and therefore, as shown in Figure 1.5, could be a possible reason for using much less
memory on the hosts and server (Figure 1.4).
In figure 1.5, the Chef hosts have a standard deviation of 2.8, the Ansible hosts have a standard
deviation of 0.8, and the SaltStack hosts have a standard deviation of 1.8.

Figure 1.5 –Host Memory Usage

Regarding disk write operations, it is shown in Figure 1.6 and Figure 1.7 that Chef performs more disk
write operations than Ansible and SaltStack, both on the server and the hosts.
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Figure 1.6 – Server Disk Write

Disk write operations occurring on the servers are credited to logging, and should not affect the
deployment times (Red Hat, 2017; Chef, n.d.; SaltStack, 2017). In figure 1.6, the Chef server have a
standard deviation of 0.005, the Ansible server have a standard deviation of 0.0004, and the
SaltStack server have a standard deviation of 0.0004.
The Chef server’s variance is shown in Figure 5.10 (Appendix F) and Figure 5.11 (Appendix F) that the
first benchmark performed almost twice as many disk writes than any of the other nine benchmarks
– the majority of which are done when installing lammps-daily. This could be caused by an anomaly,
as the first benchmark’s deployment time is also the longest, which may be credited to one or
several errors occuring when installing lammps-daily, causing the Chef server to write more logging
errors to the disk.

Figure 1.7 – Host Disk Write

The disk write operations occurring on the hosts are far higher than the server disk write operations,
and this can be explained by the hosts initially obtaining instructions from the servers, and installing
the packages that are instructed by the Ansible modules, the Chef cookbooks and the SaltStack states
(Red Hat, 2017; Chef, n.d.; SaltStack, 2017). In figure 1.7, it is shown that the Chef hosts have a
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standard deviation of 0.6, the Ansible hosts have a standard deviation of 0.4, and the SaltStack hosts
have a standard deviation of 0.4.

Figure 1.8 – Server Disk I/O Write

One way of measuring disk performance is done through IOPS; higher IOPS mean that more I/O (read
and/or write) operations are performed each second (Beal, n.d.). The Chef server is shown in Figure
1.8 to have the highest IOPS, meaning that the number of disk write operations per second is higher
than the Ansible server and the SaltStack server; but should mostly pertain to logging, and therefore
not considerably mean an increase in deployment time. In figure 1.8, the Chef server has a standard
deviation of 0.8, the Ansible server has a standard deviation of 0.02, and the SaltStack server has a
standard deviation of 0.1. The variance shown for the Chef server in Figure 1.8 can be credited to
anomalies during the initial benchmark, causing more log errors to be written, increasing the amount
of disk I/O write operations.

Figure 1.9 – Host Disk I/O Write

IOPS can be affected by a multitude of things, especially in virtualized environments. Disk types (hard
disk drives, solid state drives) naturally affect the number of IOPS, as does the RPM on the hard disk
drive, block sizes and RAID levels (Lowe, 2013). All experiments are run on the same hard disk drive,
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and therefore the number of IOPS should not vary much for each test, as shown in Figure 1.7.
However, the number of disk I/O write operations as shown in Figure 1.9 is considerably higher for
the Chef hosts than the Ansible hosts and the SaltStack hosts. In figure 1.9, it is shown that the Chef
hosts have a standard deviation of 11.8, the Ansible hosts have a standard deviation of 4.9, and the
SaltStack hosts have a standard deviation of 2.8.
Disk write (and disk I/O write) operations are important for the hosts, as each package that gets
installed has to be written to the hosts’ disk. A higher MB/s and a higher number of IOPS therefore
means that a package gets installed faster, decreasing the time that the software deployment
process takes.

Figure 1.10 – Server Data Received

In Figure 1.10 it is shown that the Chef server receives roughly four times more data per second than
the Ansible server and SaltStack server. Soni and Sharma (2015, p. 41) states that the Chef server first
handles the authentication of the Chef hosts with the Chef server, then synchronizes the cookbooks
from the Chef server to the Chef host, then gathers all required resources, such as recipes, cookbook
version, attributes and the likes. Then, the configuration of the Chef host is performed, and while the
Chef host is configuring its wanted state as specified in the synchronized cookbooks, there are
constant data streams of notifications and exceptions, which can explain the higher number of data
that the Chef server has, compared to the Ansible server and SaltStack server.
Hochstein (2014, p. 5-7) states that Ansible, compared to Chef, is “push-based”, rather than “pullbased”. This means that the process for Ansible receiving data is very different from Chef, as the
Ansible server connects to the host and executes one or several modules which change the wanted
state. The Ansible server therefore receives very little data, as it does not continuously gather
information about the hosts like Chef.
In Figure 6.16 (Appendix G) and Figure 7.17 (Appendix H), it is concluded that the majority of data
sent and received by the SaltStack host and SaltStack server occurs at the start of the deployments.
Hall (2016, p. 1-6) states that the SaltStack server is responsible for collecting information about the
hosts, using programs such as ps, du and netstat. These programs are used to gather a lot of
information about the hosts, and are saved in a database. The database allows the SaltStack server to
24

specify a grain; a way of selectively deploying states to one or several specific host criteria such as
operating system(s). SaltStack does not continuously gather data about the hosts after starting the
deployment, and therefore has a low average transfer speed during the entire deployment.
In figure 1.10, the Chef server has a standard deviation of 0.03, the Ansible server has a standard
deviation of 0.002, and the SaltStack server has a standard deviation of 0.003.

Figure 1.11 – Host Data Received

Figure 1.11 shows very little noticeable differences in how much data the host received. The data
that the hosts receive are mostly the packages that are downloaded and installed, as specified by the
servers’ deployment files. The Chef hosts have a standard deviation of 13.0, the Ansible hosts have a
standard deviation of 5.6, and the SaltStack hosts had a standard deviation of 9.7. Because the Chef
hosts finishes their deployments faster, the amount of host data received is also higher as there are
fewer lulls between each operation, causing the amount of data per second to consistently stay high.

Figure 1.12 – Server Data Sent

In Figure 1.12 it is shown that the Ansible server has a much higher amount of data sent, at 0.8 KB/s,
25

compared to Chef and SaltStack. Ansible is the only push-based agentless tool, which relies on SSH
sessions between the Ansible server and hosts, which would explain the increase in data sent. In
figure 1.12, it is shown that the Chef server has a standard deviation of 0.02, the Ansible server has a
standard deviation of 0.02, and the SaltStack server has a standard deviation of 0.005.

Figure 1.13 – Host Data Sent

Comparing Figure 1.13 with Figure 2.18 (Appendix C), Figure 3.18 (Appendix D) and Figure 4.18
(Appendix E), it is shown that the majority of data sent occurs when the deployments starts, and
then when the hosts are instructed to install packages, especially the largest package, lammps-daily.
The Chef hosts have a standard deviation of 0.3, the Ansible hosts have a standard deviation of 0.1,
and the SaltStack hosts have a standard deviation of 0.2.

Figure 1.14 – Host Disk Read

As shown in Figure 1.14, the Chef hosts perform the most amounts of disk read operations at 1.0
MB/s. In Figure 1.15 it is also shown that Chef also perform more disk I/O reads at 46.2 IOPS. In
figure 1.14 it is shown that the Chef hosts have a standard deviation of 0.06, the Ansible server have
a standard deviation of 0.01, and the SaltStack server have a standard deviation of 0.02.
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Chef have a higher number of disk reads per second, and as shown in Figure 2.12 (Appendix C),
Figure 3.12 (Appendix D) and Figure 4.12 (Appendix E), all Chef deployments have a high average
amount of reads on the hosts, while Ansible and SaltStack perform similar but smaller amounts of
reads on average. Because the Chef hosts perform more disk read operations, the number of IOPS
are also increased, as shown in Figure 1.15. In figure 1.15 it is also shown that the Chef hosts had a
standard deviation of 11.8, the Ansible hosts had a standard deviation of 4.9, and the SaltStack hosts
had a standard deviation of 2.8.

Figure 1.15 – Host Disk I/O Read

In conclusion, it is shown that the Chef server uses a lot more memory (1641 MB) on average,
compared to the SaltStack server (643 MB) and the Ansible server (132 MB).
Host-wise, the Chef host also uses more memory on average (289 MB) compared to the SaltStack
host (255 MB) and the Ansible host (133 MB).
The Chef server also perform, on average, more disk writes (0,028 MB/s) and had a higher number of
IOPS (2.9) than the SaltStack server (13 KB/s, 1.7 IOPS) and the Ansible server (11 KB/s, 0.8 IOPS).
The Chef hosts have a higher disk write (10.3 MB/s, 204.5 IOPS) number than the SaltStack hosts (9.7
MB/s, 76.0 IOPS) and the Ansible hosts (9.8 MB/s, 136.7 IOPS).
Chef hosts also perform more disk read operations (1.0 MB/s, 46.2 IOPS) than SaltStack hosts (0.5
MB/s, 34.0 IOPS) and Ansible hosts (0.3 MB/s, 25.7 IOPS).
The research questions formulated in section 3.2 are answered by this study. In the first research
question (RQ1), the formulated research question is:
RQ1: Do the software deployment tools Ansible, Chef, and SaltStack still differ in deployment time in
the same way compared to Benson et al. (2016) when deploying services and/or applications?
As shown by this study, the software deployment tools Ansible, Chef and SaltStack still varies in
deployment time, as Chef is shown to be the fastest deployment tool, with Ansible being the second
fastest, and SaltStack being the slowest (Figure 1.1) when deploying services and/or applications.
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Comparing the results of this study with the results of Benson et al. (2016), it is shown that while the
results still vary, Ansible is faster than SaltStack in this experiment, while SaltStack was shown to be
faster than Ansible in the study by Benson et al. (2016).
The second research question (RQ2) is also answered:
RQ2: Do the software deployment tools Ansible, Chef, and SaltStack vary in resource utilization when
deploying services and/or applications?
In RQ2, it is answered that the software deployment tools Ansible, Chef and SaltStack vary greatly in
resource utilization when deploying services and/or applications, as shown in Figure 1.1 to Figure
1.15 (which are based on Figure 2.1 to Figure 7.19, found in the Appendices D-I).
The formulated hypotheses presented in section 3.3 are also answered, as Chef is shown to be the
fastest software deployment tool in regards to deployment time and the most optimized resource
utilization when operating with the servers at 4096 megabytes of RAM and one vCPU, with all hosts
having 1024 megabytes of RAM and one vCPU.
There are no identified specific guidelines for benchmarking software deployment tools, especially in
virtualized environments, nor are there any identified specific guidelines for how to compare
resource usage and resource utilization between three vastly different software deployment tools.
Hence, the results that have been presented are discussed as is as done by Fourment and Gillings
(2008), and cannot be compared through any official, precedential means. However, there are
several theories as to why Chef is the fastest, and, by Colantonio, J.’s (2011) definition of resource
utilization, best software deployment tool with regards to resource utilization.
A CPU handles processes through a PCB (process control block). The PCB contains information
regarding each processes’ process state, such as “running”, or “waiting”, its process number,
registers, lists of open files, and so on. If a program has to await an instruction to finish, such as a
package being downloaded, or the downloaded package being written to the disk, then the state of
the process will be set to “waiting”, doing nothing until its state is “running” again (Silberschatz,
Galvin and Gagne, 2010). Chef hosts, having a higher amount of disk writes (Figure 1.7), and
consequently more disk I/O writes (Figure 1.9), as well as a higher amount of data received (Figure
1.11), means that the process will naturally have fewer and/or less time spent in of “waiting” states.
One theory is therefore that Chef has lower and/or shorter amounts of “waiting” states than Ansible
and SaltStack, and thus is the fastest tool of the three.
This theory is also supported by looking at each comparison graph (Figure 1.1 to Figure 1.15), as Chef
has, on average, a higher average of both host CPU usage and server CPU usage, amount of data sent
and received on the hosts, amount of memory used on the hosts and server, disk read and write
operations, as well as disk I/O read and write operations on the hosts and server.
Another theory for why Chef is the fastest software deployment tool is that Chef, unlike Ansible and
SaltStack, is written in Erlang. Erlang is a programming language which specializes in concurrency,
fault-tolerance and distribution; meaning that Erlang may accommodate a larger amount of
concurrent requests with regards to the available resources (erlang.com, n.d.). Ansible and SaltStack
are written in Python, a scripting language which excel in its massive amount of libraries, but lack the
allegedly better concurrency which Erlang can offer (Ayres and Eisenbach, 2009; Roberson, 2011).
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Ayres and Eisenbach (2009) state that lock-based concurrency is error prone, and is one of the
largest obstacles of writing concurrent code. They also state that Actor-based languages, such as
Erlang, may use the Actor model to restrict process interactions to message-passing, which prevents
lock-based concurrency errors, which allows for an increased throughput.
Each theory conclude the same point – Chef is faster, and therefore executes all of its commands
faster on each host, causing the amount of downtime for each measured parameter (CPU usage, disk
read/write, disk I/O read/write, data sent/received) to stay consistently low, meaning that the
average resource usage is higher than Ansible and SaltStack.
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7 Discussion
This study investigates the differences between Ansible, Chef and SaltStack. The measured
deployment times are very different to the related research of Benson et al. (2016), where Chef is
shown to be four times faster than Ansible, and Ansible being roughly half as fast as SaltStack. In this
study, Chef is shown to be, on average, 141.64 % faster than SaltStack and 77.42 % faster than
Ansible, with Ansible being 26.58 % faster than SaltStack.
Resource utilization for the three software deployment tools is a new area of study which this
experiment manages to explore.
There are a multitude of reasons as to why Chef is shown to be the fastest, and why SaltStack is
slower than Ansible – reasons may include that previous research utilized (but did not explain using)
several vCPUs for each server, which this study did not. If SaltStack is able to use multithreading and
other means of concurrently performing actions, then SaltStack could be faster than Ansible in a
similar experiment but with several vCPUs. One common denominator for both studies however, is
that Chef is still the fastest software deployment tool.
Would this experiment be performed again, the hosts would receive at least one additional vCPU.
This may alleviate the issues of the hosts not being able to compete with Chef on a resource
utilization level, but perhaps also on a deployment time level. This study does not measure the
servers’ abilities to work with multithreading and other means of concurrent throughput using
multiple cores, which could have an effect on the deployment times.
As shown in Figure 5.10 (Appendix F) and Figure 5.11 (Appendix F), there are several anomalies
causing an increased deployment time, more disk writes, et cetera. In future experiments, the server
and host logs should be saved to further analyze root causes of such anomalies. Newer deployments
were run after the experiment in order to try to analyze the cause of the Chef server using so much
RAM, and the Chef hosts only peaking at 60.0 % CPU usage. Verbose logs and the UNIX commands
top, free and vmstat could not verify why due to obfuscated output showing everything but errors
and output affecting resource utilization. The author did not identify any official documentation for
any of the three software deployment tools stating anything about resource usage, except for their
recommended resource allocations (Chef, n.d.). It can therefore not be answered why the Chef
server uses so much more RAM, or why the Chef hosts use so little CPU, and is therefore presented
as a future research topic where more sophisticated tools may be used to answer these questions.
If time would not have been a factor, the experiment would also have involved more hosts to
simulate a real environment. It is uncommon to use software deployment tools for only three hosts,
so at least fifty hosts would have been closer to a real-world scenario.
One validity threat that could have been handled better would have been to collect a larger data
sample, to combat low statistical power. Results were conclusive, but could have differed more if
more data was collected.
Overall, this study is performed with a thorough analysis regarding validity and methodology to
produce the results as shown in the study. However, the experiment should have been preliminarily
tested for all three software deployment tools on both the servers and hosts with dstat to see if the
allocated resources were enough. Because this was not done due to poor initial planning, the results
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may differ from what the experiment aimed to study. Despite this, the results are still conclusive and
show the varying differences in deployment time and resource utilization for all three software
deployment tools.
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8 Future research
Some future research that could be performed would be to compare Ansible, SaltStack and Chef with
a similar topology but with several vCPUs and more hosts. There has also been very little studies
made regarding security in these software deployment tools, and seeing as how Salt uses their own
version of TLS, Chef uses SSL, and Ansible uses SSH sessions, there is a potential for future works to
compare these tools. This report also omits certain software, such as Puppet and Juju which can be
compared to Benson et al. (2016) and this research. One area of research which is not studied in this
paper is the root causes of Chef using much more RAM compared to SaltStack and Ansible, nor why
Chef only uses a maximum of 60.0 % of its allotted CPU. Future research could expand on this area.
Other areas of study could include looking at different types of operating systems when using
Ansible, Chef or SaltStack, such as CentOS, or even Windows, and see if it compares to previous
research. The author has not identified any studies regarding scalability comparisons for Ansible,
Chef or SaltStack, which would be very interesting to study for system administrators to read.
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Appendix A – Validity threats
Validity threats

Applicable

Preventable

Handled

Low statistical power

Yes

Yes

In order to avoid low statistical
power, a large data set must be
gathered over a period of time. This
means that at least ten benchmarks
should be performed in order to have
some statistical power.

Violated assumption of tests

Yes

Yes

By using histograms or other means
of statistical presentation to easily see
a correct pattern. Therefore, each
sample will be presented in a graph.

Fishing and error rate

Yes

Yes

The researcher will be aware of the
term fishing, as well as making sure to
present all collected data to avoid
cherry-picking or misleading data. If
any methods are changed, all tests
will be thrown out and re-done.

Reliability of measures

Yes

Yes

All tests performed must be done
several times during the same times
for several days.

Random irrelevancies in
experimental setting

Yes

Yes

Tests will be run on an isolated
network to remove any random
irrelevancies caused by other sources

Random heterogeneity of
subjects

Yes

Yes

Will be handled by using the same
machines for all tests

History

Yes

Yes

All system updates will be performed
once for each machine then disabled,
meaning there will be no other effects
on the machines in the foreseeable
future

Instrumentation

Yes

No

No changes will be made on the
machines that can produce changes in
outcome

Ambiguity about direction of
casual influence

Yes

Yes

Cause and effect will not be measured
simultaneously

Inadequate preoperational

Yes

Yes

Methods (flowchart, topology) will be

used to articulate concepts and
remove spuriosity, along with peerreviewed articles to explain concepts

explication of constructs

Mono-operation bias

Yes

No

Because the research question only
will be answered through an
experiment method, this validity
threat will go un-handled

Confounding constructs and
levels of constructs

Yes

No

Only an experiment will be
performed, and thus goes unhandled.

Appendix B – Server Configuration Documentation
Ansible Server
============
General information
------------------|
|
|
|
|
|
|
|
|

FQDN
IP
MAC
Type
Services
Dependencies
OS
Maintainer
Access

|
|
|
|
|
|
|
|
|

`ansible.clients.nsa.his.se`
`10.208.19.100/24`
`00:0c:29:7b:85:ad`
Virtual
Ansible 2.4.0
Ubuntu 14.04.3
Jonathan Johansson <b14jonjo@student.his.se>
Groups: `root`, `wheel`, `ansible`

Configuration files
------------------The configuration files are as follows:
/etc/ansible/hosts
--[deploy-hosts]
10.208.19.10
10.208.19.20
10.208.19.30
/etc/ansible/deploy.yml
--- hosts: deploy-hosts
become: yes
become_method: sudo
tasks:
- name
apt_repository:
repo: ppa:gladkey-anton/lammps
- name: Installs lammps_daily package and adds repo key
apt:
name: lammps-daily
state: latest
- name: Installs mricron package
apt:
name: mricron
state: latest
- name: Installs mricron-data package
apt:
name: mricron-data
state: latest
- name: Installs tm-align package

|
|
|
|
|
|
|
|
|

apt:
name: tm-align
state: latest
Installed packages
-----------------The server has the following packages installed:
* vim-enhanced
* openssh-server
* pip
* python 2.7.6
* git
* sshpass
Special notes
-------------Each host requires a user which can sudo, and each host must have a valid
ssh key provided by the ssh-keygen –t rsa command. These keys can be copied
from the Ansible server to the hosts with the command ssh-copy-id –i
~/.ssh/id_rsa user@ip.
The Ansible playbook was deployed with the command sudo ansible-playbook
deploy.yml –-user=ansible –extra-vars “ansible_sudo_pass=password” –kK.

Chef Server
============
General information
------------------|
|
|
|
|
|
|
|
|

FQDN
IP
MAC
Type
Services
Dependencies
OS
Maintainer
Access

|
|
|
|
|
|
|
|
|

`chef.clients.nsa.his.se`
`10.208.19.110`
`08:00:27:8a:d8:8d`
Virtual
Chef 12.14.1
Ubuntu 14.04.3
Jonathan Johansson <b14jonjo@student.his.se>
Groups: `root`, `wheel`, `chef`

Configuration files
------------------/etc/hosts
127.0.0
127.0.1.1

localhost
chef.clients.nsa.his.se

chef

~/chef-repo/.chef/knife.rb
log_level
:info
log_location
STDOUT
node_name
‘admin’
client_key
‘~/chef-repo/.chef/admin.pem’
validation_client_name ‘nsa-validator’
validation_key
‘~/chef-repo/.chef/nsa-validator.pem’
chef_server_url
‘https://10.208.19.110/organizations/nsa’
syntax_check_cache_path ‘~/chef-repo/.chef/syntax_check_cache’
cookbook_path
[ ‘~/chef-repo/cookbooks’ ]
~/chef-repo/.chef/cookbooks/lammps-daily-ppa
apt_repository "gladky-anton/lammps" do
uri https://launchpad.net/~gladky-anton/+archive/ubuntu/lammps
end
~/chef-repo/.chef/cookbooks/mricron
package ‘mricron’ do
action :install
end
~/chef-repo/.chef/cookbooks/mricron-data
package ‘mricron-data’ do
action :install
end
~/chef-repo/.chef/cookbooks/tm-align
package ‘tm-align’ do
action :install
end
~/chef-repo/.chef/cookbooks/lammps-daily
package ’lammps-daily’ do
action :install
end

|
|
|
|
|
|
|
|
|

Installed packages
-----------------The server has the following packages and cookbooks installed:
* vim-enhanced
* openssh-server
* wget
* ntp
* chefdk 1.3.40.1
* packagecloud
* runit
* push-jobs
* yum-epel
* compat_resource
* chef-ingredient
Special notes
-------------NTP is required as Chef is by design based on certificate authentication,
and because snapshots will be taken, and the Chef cookbook “push-jobs”
require time to be synced for heartbeat identification.

SaltStack-master Server
============
General information
------------------|
|
|
|
|
|
|
|
|

FQDN
IP
MAC
Type
Services
Dependencies
OS
Maintainer
Access

|
|
|
|
|
|
|
|
|

`backup.b14jonjo.nsa.his.se`
`10.208.19.130`
`08:00:27:02:61:a9`
Virtual
Logging
CentOS 7
Jonathan Johansson <b14jonjo@student.his.se>
Groups: `root`, `wheel`, `salt`

Configuration files
------------------/etc/salt/master
interface 10.208.19.0
file_roots:
base:
- /srv/salt
pillar_roots
base:
- /srv/pillar
/srv/salt/top.sls
base:
‘*’:
- deploy
/srv/salt/deploy.sls
mricron:
pkg:
- installed
tm-align:
pkg:
- installed
mricron-data:
pkg:
- installed
lammps-daily-ppa:
pkgrepo.managed:
- name: deb trusty main
- dist: trusty
- file: /etc/apt/sources.list.d/gladky-anton.list
- ppa: gladky-anton/lammps
- keyserver: keyserver.ubuntu.com
- require_in:
- pkg: lammps-daily
- installed
lammps-daily:
pkg:
- installed

|
|
|
|
|
|
|
|
|

On salt-minions:
/etc/salt/minion
master: 10.208.19.130
master_finger: ’master.pub key’
Installed packages
-----------------The server has the following packages installed:
* vim-enhanced
* openssh-server
* wget
* ntp
Special notes
-------------Each salt minion must have its key accepted by the salt master through the
salt-key –A command. Keys can be found with the salt-key –L command. All
salt minions must have their daemons started with the salt-minion –d
command in order to receive installation jobs.
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