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ABSTRACT
When designing complex mixed-critical systems on multi-
processor platforms, a huge number of design alternatives
has to be evaluated. Therefore, there is a need for tools
which systematically find and analyze the ample alternatives
and identify solutions that satisfy the design constraints.
The recently proposed design space exploration (DSE) tool
DeSyDe uses constraint programming (CP) to find imple-
mentations with performance guarantees for multiple appli-
cations with potentially mixed-critical design constraints on
a shared platform. A key component of the DeSyDe tool
is its throughput analysis component, called a throughput
propagator in the context of CP. The throughput propaga-
tor guides the exploration by evaluating each design deci-
sion and is therefore executed excessively throughout the
exploration. This paper presents two throughput propaga-
tors based on different analysis methods for DeSyDe. Their
performance is evaluated in a range of experiments with six
different application graphs, heterogeneous platform models
and mixed-critical design constraints. The results suggest
that the MCR throughput propagator is more efficient.

CCS Concepts
•Computer systems organization → System on a chip;
Embedded systems; Real-time systems; •Hardware→Method-
ologies for EDA;

Keywords
Constraint Programming, Correct-by-Construction, Design
Space Exploration, Performance Analysis

1. INTRODUCTION
Design space exploration (DSE) is a critical step in the de-

sign process of real-time multiprocessor systems. To provide
performance guarantees, DSE methods need to be based on
formal models and platform architectures with guaranteed
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quality of service (QoS). However, current industrial multi-
processor architectures do not provide guaranteed QoS, and
are very difficult to analyze due to shared resources and
caches [24]. Furthermore, current industrial practice lacks
suitable formal application and platform models, and as a
consequence DSE in industry is often conducted manually
or cannot give performance guarantees.

A promising approach to overcome the present situation
is to combine formal analyzable models based on the the-
ory of models of computation (MoC) [15] with predictable
architectures, which can give guaranteed QoS with respect
to timing [16, 11, 19]. Especially, there has been great in-
terest in synchronous data flow (SDF) [14] thanks to well-
developed analysis techniques.

Due to its complexity, the problem of mapping and schedul-
ing streaming applications on heterogeneous MPSoCs under
real-time and performance constraints has traditionally been
tackled by incomplete heuristic algorithms [23, 18, 9]. Re-
cently, approaches based on constraint programming (CP)
[25, 1, 20, 17] have demonstrated their potential as complete
methods for finding optimal mappings, mainly concerning
throughput.

This paper uses the CP-based DeSyDe (Design space ex-
ploration for System Design) tool [8, 20]. DeSyDe can
provide system implementations with performance guaran-
tees for multiple applications that do not require any special
operating system or run-time scheduler. It provides order-
based schedules that can be implemented as bare-metal so-
lution. Apart from mapping, scheduling and throughput
analysis, DeSyDe’s CP model also contains interprocessor-
communication, buffer sizes, energy consumption, memory
consumption and a range of platform-related cost metrics.
Due to the fact that the CP model captures the problem as a
whole instead of decomposing it into its subproblems, trade-
offs as e.g. between throughput and energy consumption are
comprehended by the model. To the best of our knowledge,
DeSyDe is currently the only CP-based DSE tool for mixed-
critical systems that supports this range of performance met-
rics.

Throughput analysis plays a key role in DSE for real-time
and mixed-critical systems. It is a computation-intensive
task that is essential to evaluate the quality of potential so-
lutions repetitively throughout the exploration. Therefore,
it is crucial that this analysis, implemented by means of a
propagator in a CP context, is performed efficiently. The
contribution of this paper is the comparison of two alterna-
tive throughput propagators, one based on maximum cycle
ratio analysis (MCR) and the other based on state space



exploration (SSE), in a CP-based design space exploration
for multiple applications on an MPSoC platform and design
constraints of mixed-criticality. A number of experiments
with SDF graphs of real applications and a synthetic cyclic
graph evaluate the efficiency in terms of run-time of the two
propagators in comparison.

2. RELATED WORK
There are three commonly used methods to compute the

throughput of SDFGs: maximum cycle ratio (MCR) anal-
ysis, state space exploration and max-plus algebra. Maxi-
mum cycle ratio analysis [5, 12], commonly also referred to
as maximum cycle mean (MCM), requires the conversion
of an SDFG to its homogeneous equivalent. This is not a
draw-back in the presented CP-approach since the mapping
and scheduling is done on the unfolded, homogeneous graph
in order to take advantage of data-parallelism, potentially
yielding higher throughput.

Alternatively, throughput, as inverse of the iteration pe-
riod of an SDFG, can be determined without conversion of
the graph by state-space exploration (SSE) [10]. In [10] it
is experimentally shown that SSE often outperforms MCR
analysis in practice. However, this applies for the theoreti-
cally achievable throughput of an SDFG, not a mapped and
scheduled graph that is unfolded to achieve optimal through-
put on a given platform, shared among multiple applica-
tions. Hence, the problem setting in this paper is essentially
different, and the results can differ significantly.

A more recently proposed method [7] uses max-plus alge-
bra and operates on a similar unfolded graph representation
as the method in this paper. Due to this and the fact that
it has shown promising results in terms of performance, a
throughput propagator based on max-plus algebra may be
considered for future work.

There are a number of related CP-based approaches that
take throughput into account. The work in [25, 26] maps and
schedules SDFGs on a heterogeneous multiprocessor plat-
form with buffer and throughput constraints, but in an iter-
ative process, meaning that the throughput analysis is not
part of the CP model, but performed off-line. Further, the
CP model is essentially different in that the representation
of the schedules in the CP model is time-based, not order-
based as in the model in this paper.

Bonfietti et al. [2, 1] apply an MCR propagator as through-
put constraint in a CP model. However, interprocessor com-
munication and buffer sizes are not considered in that work.

The approach in [17] considers a network-on-chip plat-
form, including the configuration of a routing scheme, in the
CP model. However, it maps applications with SDF gran-
ularity and therefore does not exploit data-parallelism for
throughput optimization as the DeSyDe tool in this paper.
Further, their model does not support energy consumption.
Most significantly, none of the above mentioned approaches
consider a state space exploration propagator or support for
simultaneous scheduling and throughput analysis of multi-
ple applications. The approach presented in this paper can
map and schedule multiple applications on a shared platform
with or without individual or global performance and cost
constraints. The framework also offers support for mixed-
criticality, in the sense that constraints on performance and
cost metrics can be hard for some applications, while other
applications are provided with best-effort service on the re-
maining resources.
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Figure 1: Example for a cyclic SDF graph

3. DESIGN SPACE EXPLORATION
This section introduces the DSE problem for which the

throughput propagators of this paper have been developed.
In addition, constraint programming (CP) in combination
with dataflow analysis is presented as the method chosen to
tackle the problem.

3.1 The DSE Problem
The DSE problem addressed in this paper is to find imple-

mentations with performance guarantees for a set of applica-
tions on a shared multiprocessor platform. This involves the
interdependent activities of mapping, scheduling and perfor-
mance analysis. The analyses concern performance metrics
of individual applications, such as for example throughput
and latency, as well as system metrics like energy consump-
tion and area cost.

This DSE is a pure compile-time method, providing static
schedules. In order to enable compile time analyses, the
method relies on formal and analyzable models of compu-
tation (MoCs) for the applications and predictable target
platform models.

3.1.1 Application Model
Two application models are currently supported: syn-

chronous dataflow graphs (SDFGs) and independent period
tasks. SDF graphs [14] are widely used for modeling stream-
ing applications, while periodic tasks [4] are typically used
for modeling feedback control tasks. The throughput propa-
gators discussed in this paper only concern SDFGs. For fur-
ther information about the support of periodic tasks see [13].

An example SDFG is given in Figure 1. A finite set of
actors A and a finite set of channels C constitute an SDFG
G(A,C). An actor a ∈ A produces a fixed rate p of tokens
on outport op and actor b consumes a fixed rate q of tokens
from inport ip via a channel c = (a, op, p, b, ip, q, tok).
A channel can hold initial tokens, tok . Initial tokens are
depicted with a dot on the arc for a channel, optionally
with an adjacent integer signifying multiple initial tokens.
The DSE maps and schedules multiple application graphs
simultaneously on a shared platform, i.e. it takes a set of
graphs Gz (Az , Cz ) as input.

For consistent SDFGs, the fixed production and consump-
tion rates allow to derive a fixed number of repetitions for
each actor, which together constitute one iteration of the
graph. During one iteration, all actors execute or fire as
many times as given by function γ : A → N, which in the
end leads back to the initial token distribution.

All consistent SDFGs can be converted into single-rate,
homogeneous dataflow graphs (HSDFGs), with the tradi-
tional approach from [22] or a more recent method described
in [6]. The conversion to HSDF is a common step when deal-
ing with timing analysis of SDFGs and used for example
in [12] and [14]. Since the conversion can lead to a mas-
sive increase in size of the graph, it has been identified as
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Figure 2: Target Platform Model

a problem and methods working directly on SDFGs have
been proposed as an alternative, e.g. in [10] and [23]. Yet,
the homogeneous representation has the advantage to ex-
pose data-parallelism, which can be exploited when the goal
is to find a mapping and scheduling with optimal or sufficient
throughput for an application. Therefore, for the mapping
and scheduling of application graphs in this paper, one iter-
ation of the homogeneous-rate version is used.

The throughput of an SDFG is the inverse of its iteration
period. The self-timed execution of the order-based sched-
ules yields a pipelined operation with initial latency followed
by the periodic phase. The length of the periodic phase for
each application graph is its iteration period.

3.1.2 Platform Model
An illustration of the considered target platform model is

provided in Figure 2. In order to allow for the analysis of
communication delays on a shared platform at compile-time,
the underlying platform model must provide predictable ser-
vice. Without a predictable interconnect, possible contention
occurring at run-time makes worst-case communication time
(WCCT) analysis overly conservative or even impossible.
We assume a predictable bus platform, based on time-di-
vision multiple-access (TDMA). The bus is divided into a
round of time slots and each processing unit receives one
or more slots. With this model, each processor has a ded-
icated share of the bus. The assignment of TDMA slots to
processors is also part of the DSE model.

The communication buffers for the edges of the SDFGs are
placed into local memory of the receiving actor’s processor.
The platform must provide blocking send- and receive-prim-
itives for order-based self-timed schedules, e.g. through a
dedicated communication block as a network interface. The
communication block is assumed to have a limited amount
of buffer space for tokens waiting for transfer over the bus.
By this means, computation and communication can run in
parallel on each processing node. The DSE model also en-
sures that the buffers, both on the sending and receiving
side, do not exceed the available space.

The processors of the target platform can be instantiated
in different modes, creating a trade-off between factors like
power consumption, area cost, monetary cost and perfor-
mance, e.g. in terms of worst-case execution times (WCETs)
and hence throughput. A processor can for example be in-
stantiated in three different modes: economy, standard or
performance. Apart from general purpose processors, the
MPSoC-platform can also host dedicated hardware acceler-
ators for actor functions. As additional input to the DSE
framework, the WCET and memory consumption for all
valid combinations of actors and processing elements, and
modes if applicable, need to be provided. As part of fu-

ture work, the platform model is planned to be extended by
shared memory and network-on-chip communication.

3.1.3 Design Constraints
In addition to the application graphs and platform model,

a set of constraints can be specified to configure the explo-
ration performed by the DSE. These constraints are referred
to as design constraints throughout this paper in order to
to avoid confusion with the constraints that constitute a CP
model.

Most importantly, the design constraints are used to spec-
ify the goal of the exploration. There are two compliance
levels to choose from: satisfy or optimize (i.e. maximize or
minimize, respectively). By this means, the DSE can sup-
port exploration with mixed-critical performance constraints
in the sense that satisfy-constraints are hard constraints that
must be fulfilled, while optimize-constraints allow the explo-
ration of best-effort solutions. It is also possible to specify
both kind of constraints for the same performance metric,
e.g. an upper bound for energy consumption, but also re-
quest to minimize it further if possible. The design con-
straints are a powerful tool which allows to use the same
CP model for the exploration of diverse design goals. They
can be combined in any arbitrary way to fit the design re-
quirements and hence provide for a framework with great
flexibility.

3.2 The Method: CP + Dataflow Analysis
The problem of multi-processor scheduling under perfor-

mance constraints is a typical application for combinato-
rial optimization. Constraint Programming (CP) is a well-
known technique for solving combinatorial problems, with
and without optimality requirements. The core of a CP
model is a set of decision variables, which capture a solu-
tion to the problem at hand. Each variable has a domain of
possible values. Relationships between the variables are ex-
pressed in terms of constraints, e.g. the values of two integer
variables x and y may have to satisfy the constraint x > y.

The first step of CP is to create a model capturing a so-
lution to the problem with variables, their domains, con-
straints and optionally an optimization criterion. Then, a
constraint solver performs the intertwined steps of propa-
gation, branching and search. Propagation removes values
from the variable domains that are in conflict with the con-
straints. Branching builds a search tree from the remaining
alternatives in the variable domains after propagation. The
search operates on the created tree to find solutions that
satisfy all constraints.

A fundamental advantage of CP over the, due to the com-
plexity of the problem, commonly used heuristic algorithms
is that the problem is captured as a whole, instead of de-
composing it into sub-problems and hence disregarding the
interdependencies between them. This way, the approach
remains complete, optimal and trade-off-aware. Yet, due
to the separation of concerns in CP, i.e. detaching the de-
scription of the problem from the way it is solved, a heuristic
search method can be used to operate on the same CP model,
e.g. if exhaustive search is impracticable due to the scale of
the problem.

By means of constraints, the CP model comprehends the
relations between different variables of the model. A con-
straint is implemented through a propagator that operates
on the constraint’s subscribed variables. A propagator has



to fulfill a number of obligations in order to correctly func-
tion in a CP environment. Specifically, it must be correct
in the sense that it never prunes values that could still be
part of a valid solution in the current search tree branch. A
propagator must also be contracting, i.e. it is only allowed
to remove values from, not add to, the variables’ domains.

The remains of this section introduce the variables of the
CP model that are relevant for throughput propagation.
The problem to solve is the mapping and scheduling of n
SDF application graphs Gz (Az , Cz ) onto a platform model
with a set of processing nodes P . Each processing node p
is associated with a set of processor modes Mp containing
at least one mode. A mode M ∈ Mp determines the pa-
rameters of power consumption, area cost, monetary cost,
local memory size and computation speed factor. We de-
note the union sets of application graph actors and channels
as A =

⋃
z∈[0,n−1]Az and C =

⋃
z∈[0,n−1] Cz , respectively.

At the core of the CP model for the DSE, dataflow mod-
eling is used to capture the mapping and scheduling de-
cisions and their implications. The CP variables reflect a
mapping- and scheduling-aware graph (MSAG), which cap-
tures all input applications and the implications of mapping
and scheduling decisions taken during the exploration. Also
throughput analysis is performed on the MSAG. The differ-
ent CP variables forming the MSAG represent actors, chan-
nels, tokens and actor properties, respectively. An example
with two simple application graphs and a possible resulting
mapping and scheduling captured in an MSAG is illustrated
in Figure 3.

srca dsta srcb dstb

(a) Example SDFGs
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(b) Possible MSAG for the graphs in Figure 3a

Figure 3: Example of a mapping- and scheduling-aware
graph (MSAG) in the CP model

The schedules described by the CP model are static order-
based schedules, i.e. only the order in which actors execute
on each node is fixed, but not the start or end times. With
this type of schedules and blocking read and write primitives,
the system can be implemented as bare-metal solution, with-
out any special kind of scheduler or operating system. Mak-
ing scheduling decisions potentially involves adding chan-
nels to the input application graphs in the MSAG. The
order-based schedules are captured through the variables
nexta (1), pointing to a successor actor or, in case a is the
last actor in the schedule, to a special reserved value. Fig-
ure 3b shows how the decision nextsrca = srcb adds an edge
between the two actors.

∀a ∈ {0...|A|+ |P | − 1} : nexta ∈ {0...|A|+ |P | − 1} (1)

Mapping of actors affects their WCET and can result in
communication delays. The processor and processor mode
assignments are captured by variables proca (2) and
proc modep (3), respectively. The actors’ WCETs are as-
signed based on this mapping (4).

∀a ∈ A : proca ∈ P (2)

∀p ∈ P : proc modep ∈ {0...|Mp| − 1} (3)

∀a ∈ A : wceta(proca , proc modeproca ) ∈ N+ (4)

If for any channel, the source and destination actors are
mapped onto different processing nodes, additional actors
reflecting the communication process and delays are added
to the MSAG, as can be seen in Figure 3b for both channels
of the input graphs. Channels for which both source and
destination actor are mapped onto the same processing node
are implemented with the local memory, which is assumed to
not inflict any delay. Since the data dependency is respected
by the schedule, no change is done to the MSAG for this case.
For communication delays, the CP model contains a set of
constraints that performs worst-case communication time
(WCCT) analysis, based on the model of the TDMA bus.
It involves blocking (5), sending (6) and potentially receiving
time (7) as well as communication buffers and order-based
scheduling of messages send from (8) or received at (9) the
same node.

∀c ∈ C : wcct bc ∈ N0 (5)

∀c ∈ C : wcct sc ∈ N0 (6)

∀c ∈ C : wcct rc ∈ N0 (7)

∀c ∈ {0...|C|+ |P |−1} : sendNextc ∈ {0...|C|+ |P |−1} (8)

∀c ∈ {0...|C|+ |P |−1} : recNextc ∈ {0...|C|+ |P |−1} (9)

The model also captures memory consumed by actors in-
stantiated on processing nodes, as well as communication
buffers placed into the local memory. This ensures that
the mapping is valid even in terms of sufficient memory on
all processing nodes. The available buffer locations on the
sending (10) and receiving (11) side are initial tokens in the
MSAG. The non-filled circles in Figure 3b indicate that the
buffer sizes are only bounded and not fixed, and part of the
exploration.

∀c ∈ C : buffer sc ∈ N+ (10)

∀c ∈ C : buffer rc ∈ N+ (11)

Lastly, specialized throughput propagators that operate
on the MSAG have been implemented as a means to en-
able throughput analysis in the CP model, as detailed in
Section 4.

4. THROUGHPUT PROPAGATION
This section demonstrates the usefulness of throughput

propagation in a CP-based DSE approach, and introduces
two throughput propagators, using different analysis meth-
ods.

Figure 4 illustrates a possible partial search tree for the
simple example in the root node: an SDF application graph
with four actors, a two-processor platform and a design con-
straint on throughput, in terms of the scheduled graph’s
iteration period. In order to maintain traceability, the ex-
ample is simplified with fixed WCETs, denoted in the gray
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Figure 4: Example of a search tree with throughput propagation

circles attached to the actors, and without consideration of
the details of WCCT analysis.

The search tree example shows how branching on actor
mappings affects the minimal achievable iteration period,
as inverse of maximal achievable throughput, in the current
location of the search. Following the mapping decisions in
the left branch, the design constraint is violated after the
third step, which means the sub-tree with the failed node at
its root is pruned from the tree, and search is continued in a
different direction. Without throughput analysis of partially
mapped and scheduled graphs by means of a throughput
propagator inside the CP model, it would not be possible to
discard all potential solutions of the sub-tree already at this
stage. Considering that there are several additional variables
to branch on after the mapping, such as scheduling of actors
and channels, the impact of pruning sub-trees is significant.

After the failed node, search backtracks to the last still-
feasible partial solution and continues with mapping actor
C to processing element PE1. This mapping adds the block,
send and receive actors for the TDMA bus communication to
the MSAG. Depending on the delays of these actors, which
are only bounded at this stage and will be assigned later
when branching on TDMA slot allocation, the throughput
design constraint is still satisfiable. Thus, search will con-
tinue from this node.

Both throughput propagators are subscribed to the same
variables of the CP model, which are used to determine
the MSAG for the current state of the search. In addition
to the variables illustrated in Figure 3: nexta , sendNextc ,
recNextc , buffer sc and buffer rc, the actor delays for ap-
plication actors wceta and potential communication actors
wcct bc, wcct sc and wcct rc are needed. An additional
argument is the set of channels C, for information about ini-
tial tokens and source and destination actors. The result of
the analysis is propagated to CP variables periodg for the
length of the iteration period, as the inverse of throughput,
of each mapped and scheduled application graph g .

The maximum achievable throughput, i.e. minimal iter-
ation period, of the MSAG is determined by the heaviest

cycle in the graph. Note that the CP model prohibits cy-
cles without initial tokens since they are equivalent to dead-
lock. Cycles occur for different reasons, as demonstrated
in Figure 3b. The scheduling creates a cycle of actors on
each processing node. For communication on the TDMA
bus, there are cycles combining communication and buffer
sizes, i.e. source actor and block actor on the sending side
and send actor and receive actor on the receiving side, re-
spectively. The scheduling of channels with source actors
on the same processing node creates a cycle of block and
send actors. For cyclic input graphs, cycles across proces-
sors result in the MSAG if actors in the input graph cycle are
mapped onto different processing nodes. The simplest cycles
in the MSAG are created through self-edges on each actor,
prohibiting auto-concurrency. These edges are omitted in
Figure 3b for readability.

As mentioned in Section 3.2, a propagator must be cor-
rect and contracting. For the throughput propagators this
means that for a partial mapping and scheduling, where not
all CP variables are assigned a fixed value yet, it must prop-
agate the lower bound on the achievable iteration period. In
other words, the analysis must be performed in such a way
that further decisions taken along the search tree branch
cannot result in a smaller lower bound on the iteration pe-
riod. This is achieved by using the minimum value of the
domains for all variables that impose a delay, i.e. WCET and
WCCT, and the maximum value for all variables that carry
potential for parallelization, i.e. buffer sizes. For schedul-
ing, only the assigned nexta variables are added as edges
to the MSAG. The remainder of this section presents both
throughput propagators developed for this paper, including
their different representations of the MSAG.

4.1 MCR Propagator
This propagator calculates the minimum achievable itera-

tion period of each application graph as the maximum cycle
ratio (MCR) of the MSAG. The cycle ratio cr of a cycle c



of edges is defined as:

cr(c) =

∑
e∈cW1(e)∑
e∈cW2(e)

(12)

The boost graph library’s [3] maximum_cycle_ratio func-
tion is used to perform the computation of the MCR. There-
fore, the representation of the MSAG for this propagator is a
boost::adjacency_list with actor delays as edge_weight

(W1) and initial tokens, representing buffers, schedules and
initial tokens from the input graphs, as edge_weight2 (W2).

The MSAG can be a disconnected graph consisting of sev-
eral connected sub-graphs. This is the case if at least one ap-
plication graph does not share any processing element with
actors from another application graph. Therefore, the MCR
propagator first analyses which application graphs are cov-
ered by which sub-graph of the MSAG. Then, MCR analysis
is performed for each of the sub-graphs and the results are
propagated to the periodg variables. As long as there are
unassigned variables that can affect the period, i.e. the vari-
ables used to create the MSAG, the propagator removes all
values from the periodg ’s domains that are lower than the
minimal achievable period determined by the analysis. Once
all relevant variables are assigned, the propagator assigns the
iteration period to its fixed value.

The experiments in Section 5 show that the MCR propa-
gator is efficient. However, it can only propagate the mini-
mal achievable iteration period. It may be possible to add
further analyses that can use the same representation of the
MSAG. For example, if relevant, a longest path analysis
may be used to determine the initial latency of the pipelined
schedule, after which the iteration period is reached. This
would of course impose additional delay for analysis.

4.2 SSE Propagator
The second propagator uses state space exploration, as

described in [10]. The MSAG is represented as a matrix
that contains the initial token distribution of the MSAG, in
combination with a vector with the minimal delay imposed
by each MSAG actor, i.e. input application graph actors
and communication actors. State space exploration is the
simulation of the self-timed behavior of an SDFG. Self-timed
means that actors execute as soon as all input tokens are
available. This fits very well with the order-based schedules
of the CP model.

The state space of the self-timed execution of a consistent
SDFG is made up of a transient phase, followed by the pe-
riodic phase. The length of the periodic phase divided by
the number of completed iterations of the graph is its iter-
ation period, and the inverse of its throughput. The length
of the transient phase is the initial latency, after which the
throughput is reached. The SSE-based throughput prop-
agator propagates the result for the iteration period to the
periodg variables, and in addition the initial latency to vari-
ables init latencyg . In the same manner as the MCR prop-
agator, the SSE propagator propagates the lower bound by
removing all smaller values from these variables’ domains,
unless all variables that are used to create the MSAG have
a fixed value, in which case it assigns the variables’ values.

Due to the fact that the state space exploration visits all
states of self-time execution of the MSAG, it gathers more
knowledge about the system that could be propagated back
to the CP model. E.g., it is aware of the start and end times
of all actor executions, which can be necessary information
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Figure 5: Overview of the DeSyDe Framework

to capture in the CP model to enable its extension with an
additional application model with a timed model of compu-
tation. Most importantly, this information can be extracted
from the same SSE analysis as performed by the propagator
in the current version and does not add further delay to the
analysis. Even though the propagation of additional infor-
mation is not needed in the current version of the DSE, it
can be exploited as part of future work.

5. DeSyDe AND EXPERIMENTS
Figure 5 gives an overview of the DeSyDe DSE frame-

work. The DeSyDe tool, including all files for the experi-
ments presented in this paper, are publicly available on the
DeSyDe github repository [8]. The framework takes the ap-
plication graphs with their design constraints, the platform
description, and WCET and memory size figures as input
parameters, generates the corresponding CP model for the
DSE problem, invokes the CP solver and outputs the re-
sults in terms of mapping, schedules and performance data.
A CP solver can be configured in many ways, e.g. using
different, possibly heuristic, search techniques or guide the
search to promising areas of the search tree through clever
branching techniques. The work in this paper is focused on
the comparison of throughput propagators and employs a
standard depth-first search (DFS) for satisfy problems, and
branch-and-bound (BAB) search for the optimization prob-
lems in the following experiments. The solver used in this
paper [21] also supports parallel search through work-steal-
ing, where different threads operate on different parts of the
search tree. This feature is enabled for all of the experi-
ments. All experiments were carried out on a system with
an Intel Xeon CPU E3 running at 3.6GHz with 32GB RAM,
and Ubuntu 14.04.

For the experiments, the six graphs of Figure 6a are used:
five SDFGs of real applications and one synthetic graph as
an example of a cyclic SDFG. A summary of the performed
experiments is contained in Table 6b. Each column cor-
responds to a different experiment. The upper half of the
table shows which applications graphs are part of each exper-
iment, and with which kind of design constraint on through-
put. The letter S means that a hard throughput constraint
is specified that needs to be satisfied. The letter O indi-
cates that the throughput for the application is subject to
optimization. Experiments 4 to 6 use mixed-critical design
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(a) The six application graphs used for the experiments

App.
Exp.

1 2 3 4 5 6 7

Sobel S S
SUSAN S S
RASTA S S
JPEG enc. O
VAD S S
Synthetic S O O

Platform 4+2 4+2 4+2 4+4 4+4 4+4 4+2

Time SSE 16:52 56:06 01:33 00:17 01:34 16:09 720:02
Time MCR 02:35 13:55 00:18 00:07 00:51 03:05 720:05
#Sol. SSE 3,219,992 18,456,544 688,416 1 1 1 27,189,020
#Sol. MCR 3,219,992 18,456,544 688,416 1 1 1 49,295,301

(b) Experiment setup and results. The exploration times are
shown using the following format: minutes:seconds. S: satisfy a
specified throughput constraint. O: optimize throughput.
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Figure 6: Experiments setup and results.

constraints on throughput, combining hard and best-effort
constraints.

For the target platform, two different heterogeneous plat-
form models are considered, consisting of a number of small
and large processors. The large processors run 30% faster
than the small processors. Each processor can be initiated
in two modes: standard mode or economy mode. In the
economy mode the computation speed is slower than in the
standard mode. The row in Table 6b stating the platform
configuration used for each experiment indicates two num-
bers. The first number corresponds to the count of small
processors, while the second number is the count of large
processors on the platform.

The amount of time spent for exploration using each of
the two propagators is provided in two separate rows in
Table 6b. The last rows of the table show the number of
designs found for each experiment. DeSyDe finds the same
number of designs regardless of the choice of the propagator
in experiments where the entire design space is explored, i.e.
Experiments 1 to 6. Note that for Experiments 4 to 6, which
involve optimization, a single solution is provided, since the
BAB search engine is configured to only look for better, not
equally good solutions, in the experiments. Experiment 7
reached the specified time-out of 12 hours with both versions
of the throughput propagator. Therefore, the experiment
was stopped before the entire design space was explored.
However, the number of designs found by the propagators

within the 12 hour time-out differs significantly. DeSyDe
with the SSE propagator found merely 55% of the designs
found by the MCR propagator within the same time.

The MCR propagator outperformed the SSE propagator
with respect to exploration time in all of the experiments.
This can be attributed to the fact that the MCR propaga-
tor is analytical, while the SSE propagator performs a sim-
ulation of the entire state space. In order to compare the
exploration times conveniently, the normalized exploration
times are visualized in Figure 6c. The figure shows that the
improvement was more significant in Experiments 1, 2 and 6
which have larger design spaces than the other experiments.

6. CONCLUSIONS AND FUTURE WORK
This paper presented two different throughput propaga-

tors in a CP-based design space exploration. The perfor-
mance of the propagators has been compared in a range of
experiments, partially with mixed-critical design constraints.
The experiments show that the MCR propagator is more ef-
ficient in terms of run-time, while the SSE propagator has
the potential to propagate further information, e.g. bounds
for time-based schedules, without adding further analyses
steps.

Directions for future work include the extension of the
platform model with shared memories and networks-on-chip
architectures and the consideration of throughput propaga-
tion based on max-plus algebra.
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