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Abstract 
The social media platform Twitter is designed to allow users to efficiently spread information 
through short messages that are broadcast to the world. The efficient way to spread 
information that is in no way controlled or edited brings inherent problems with the spreading 
of misinformation and other malicious activity as it can often be very difficult to establish 
what information can be considered reliable. This study seeks to showcase these problems 
as well as find out whether it is possible to identify these malicious users by filtering tweets 
by keywords, clustering the tweets based on similarity and analyzing these clusters along 
with user data such as amount of followers, number of accounts followed, and geolocation 
being turned off. The tweets were gathered using the Twitter streaming API and the 
clustering was done through the use of k-means clustering using a tf-idf approach. 
Approximately 2000 tweets were gathered for every keyword, and roughly 4000 using no 
filter, to allow us to discern which topics contain higher and lower percentages of likely trolls 
or malicious users. The results show that highly political and controversial topics such as 
“ISIS”, “Russia”, and “Putin” have significantly higher percentages of likely trolls and 
malicious users when compared to tweets that are not filtered by any keyword, which in turn 
has higher amounts than more neutral keywords such as “cat”, “happy” and “car”. However 
the results also show that it would be very difficult to use clustering alone to find trolls or 
malicious users, and that the analysis of user data does not paint a complete picture and 
may give both false positives as well as false negatives. However clustering in combination 
with other techniques such as user data analysis can be used to successfully analyze how 
malicious users are spread through different topics on Twitter. 
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Sammanfattning 
Den sociala nätverkstjänsten Twitter är utformad för att låta användare effektivt och snabbt 
sprida information via korta meddelanden som sänds ut till världen. Denna typ av effektiva 
spridning av information som inte kontrolleras eller redigeras bär med sig problem i formen 
av spridning av misinformation och annan skadlig aktivitet, då det kan vara mycket svårt att 
säkerställa vilken information som är pålitlig. Denna studie försöker klargöra dessa problem 
och ta reda på om det är möjligt att identifiera dessa skadliga användare genom att filtrera 
tweets på nyckelord, klustra dessa tweets baserat på likhet och analysera klustren i 
samband med användardata såsom antal följare, antal konton följda och att geolocation är 
avstängt. Tweetsen hämtades med hjälp av Twitters streaming API och klustringen gjordes 
med tf-idf k-means clustering. Uppskattningsvis 2000 tweets hämtades för varje nyckelord, 
och cirka 4000 ofiltrerade tweets, för att möjliggöra att skilja på vilka ämnen som har större 
och mindre andelar potentiellt skadliga användare. Resultaten visar på att politiska och 
kontroversiella ämnen såsom “ISIS”, “Ryssland” och “Putin” har märkbart högre andelar 
potentiellt skadliga användare, jämfört med tweets som inte filtrerats baserat på något 
nyckelord, vilka i sin tur har högre andelar än mer neutrala nyckelord såsom “cat”, “happy” 
och “car”. Resultaten tyder på att det är svårt att enbart använda klustring för att hitta 
skadliga användare och att analysen av användardata inte alltid visar den hela bilden och 
kan ge felaktiga resultat åt båda håll. Trots det kan klustring i kombination med andra 
tekniker såsom data analys användas för att analysera hur skadliga användare är spridda 
genom olika ämnen på twitter. 
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1 Introduction 
1.1 Context 
Twitter is a huge source of information and news for a lot of people, but the validity of the 
information in tweets is rarely checked. This means that twitter is very easy to abuse by 
spreading disinformation. This abuse of the medium can be very harmful for society, and this 
is why showcasing the problem and analyzing the spread of disinformation could be very 
valuable in helping increase awareness of the issue and thereby improve critical thinking and 
criticism of sources. 

1.2 Problem definition 
This study is based around scanning twitter in search of different types of “trolls” i.e. sources 
of disinformation on the internet. We seek to showcase the inherent problems with a social 
media platform such as twitter, and the need for critical thinking that comes with such a 
platform. 

1.2.1 research question:  
Is it possible to determine the amount of trolls who spread disinformation in different topics 

on twitter by clustering tweets and analyzing the clusters along with user data? 

1.3 Scope and definition 
The purpose of this report is to analyze twitter data in order to determine if clustering and 
user data analysis can make it possible to find malicious users on twitter. 
 
A number of indicators that a tweet was made by a malicious user have been formulated. 
These indicators are based on user data such as follower/following ratio, number of 
followers, number of hashtags per tweet and age of the account. The clusters of tweets were 
then be analyzed to determine clusters with higher rates of likely malicious users.  
 
In order to do this the twitter API and python were used to analyze and compare tweets, and 
Scilearn in python was used to cluster the tweets and visualize the clusters of twitter users 
that are believed to be trolls. 
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2 Background 

2.1 Disinformation 
The term disinformation is defined by the Oxford dictionary as false information which is 
intended to mislead, especially propaganda issued by a government organization to a rival 
power or the media. This term is very closely related to the definition of misinformation as 
false or inaccurate information, especially that which is deliberately intended to deceive. 
While the terms are connected to a high degree, there is a distinct difference between the 
two terms in the purpose and source of the false information(Oxforddictionaries 
Disinformation). 
 

2.2 Trolls and their purposes 
A troll is a person who tries to cause discord on the internet by manipulating people. For 
example through the use of posting deliberately inflammatory and sometimes false articles 
on twitter. A recent report tried to investigate the cyberspace war in Finland and how Russia 
uses propaganda and trolling as warfare tools. The writer discovered that Russia has been 
influencing Finland politic through the usage of trolls. Trolls and bots were found to be 
coordinating to distribute vast amounts of false information both in Finnish and other 
languages. The trolls tried to aggravate a feeling of fear among the internet population to 
cause them stop making Russia related comments online. A journalist went undercover to 
find that Russia has a social media comment office dedicated to the use of trolls on the 
internet. This so called “troll factory” has as its purpose to try to influence the media the way 
they see fit. (Aro, 2016). 

 

2.3 Identifying malicious users 
In their study of the ISIS supporters on Twitter, Berger and Morgan describe that the 
likelihood that a twitter account is malicious can be determined through the analysis of a 
number of metrics related to the twitter accounts. These include tweeting patterns, number 
of followers, number of accounts followed and follower/following ratio (Berger, Morgan, 
2015). 
Kumar and Geethakumari describe four factors that people take into account when they 
evaluate the truth value of information, those are:  
1. Consistency of message. Is the information compatible and consistent with the other 
things that you believe?  
2. Coherency of message. Is the information internally coherent without contradictions to 
form a plausible story?  
3. Credibility of source. Is the information from a credible source?  
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4. General Acceptability. Do others believe this information? They describe how General 
Acceptability can be determined on twitter through the use of the retweet function, and how 
this can be analyzed to detect the spread of misinformation (Kumar, Geethakumari, 2014). 
 
Yilmaz determines in his report about detecting malicious tweets that the following 
assumptions can be made in order to identify that a tweet is likely to be malicious: 
1. Malicious accounts are likely newer as they tend to close their accounts to hide their 
identity, to access more users, and because malicious accounts are likely to be shut down 
when they are detected. 
2. The users spreading malicious tweets follow more people than they have followers, since 
they want to access more people; while they are unknown to others..  
3. The accounts do not enable the geolocation.  
4. A high number of followers (>20,000) indicates a celebrity or public figure, a low number 
(<500) indicates regular users. Suspicious users are likely between them.  
5. Malicious users follow fewer than 1000 users. (Yilmaz, 2016). 

2.4 Twitter 
Twitter is a platform for communicating one's thoughts and ideas through short messages up 
to 140 characters long. The tweets can also contain videos and links. The tweets are posted 
on a person's profile and sent to all of the person's followers. The tweets are also searchable 
through the twitter search function (Twitter New User). 
Hashtag(#) is a way to index keyword or topics on twitter. Popular hashtags get classified as 
trending making them show up more on people's twitter feed (Twitter faqs about trends).  
During the 2016 american election day twitter was the biggest and most common source for 
news (Isaac and Ember, 2017). 

2.5 K-means clustering 
There are many different ways one can arrange data into clusters using a multitude of 
different clustering algorithms each with their own advantages. K-means clustering is an 
algorithm that is simple to understand and implement. K-means takes two arguments, a 
number of vectors with the objects which would be put into clusters and a number K which is 
the number of clusters they will be clustered into. For example clustering twitter users based 
on their tweets requires first a vectorization of the user's text. The process involves 
transforming users tweet into tokens with weight, a word commonly used in a user's tweeting 
would have higher weight. A popular way of assigning weight is through the TF-IDF 
approach. TF-IDF is a statistical approach that weights the importance of a word in a text. A 
frequent word is assigned a high value while a rare word is assigned a low value. All the 
values form a vector for a text which is used in the k-means clustering. 
 
The recommended partition of the K with a number of objects is where n is the number K =   
of objects (Bonzanini, Marco, chapter 3). In an article the authors use K-means clustering to 
study spam on Twitter. They argue that K-means clustering is valuable for this task as it 
provides spherical clusters based on Euclidean distance and it can be done with both 
good speed and effectiveness (Miller, Dickinson, Deitrick, Hu & Wang, 2014). 
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2.5.1 Lloyd's Algorithm 
Lloyd algorithm is an k-means algorithm to find sets of points in a subset of euclidean 
spaces and partition them into voronoi cells. The input data to the algorithm is a set of input 
points with n-dimensions. The algorithm starts by placing a k amount of arbitrary seed points 
with the input data. The seed points is then considered as seed of the regions of a voronoi 
diagram, all the input points inside a voronoi cell belongs to that region. The centers of 
voronoi cells is then calculated and set as a new seeds and the partition of input points is 
done once again. This process continues until the seed points of the voronoi cells are close 
enough to the center of the voronoi cells(Lloyd, Stuart P. 1982). 

2.6 Twitter API 
Twitter use  REST API to allow access to read and write twitter data. The API allows for a 
programmer to read a user profile, follower data and more. The API identifies the 
applications and users using Oauth and the responses are in JSON format. Oath is a way for 
twitter to allow the applications to access the data on twitter without submitting 
password(Twitter API). 
The API limits the amount of API request an application using a certain Oauth can call. Each 
fifteen minutes a application can only call a fixed amount of times. 

2.6.1 Streaming API 
The Twitter streaming API allows developers to access the whole Twitter's global stream 
of Tweet data. The data is unfiltered and the filtering process is done at the receiving 
end (Twitter API). 
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3 Method 
 
The process used to identify trolls can be divided into 3 parts, twitter data collection, data 
clustering and cluster analysis. The Twitter Data Collection and the data clustering is a 
quantitative data gathering while the cluster analysis is a qualitative analysis. 

3.1.1 Tweepy 
Tweepy is a python library for using twitter API. Tweepy has methods for using the twitter 
streaming API. The filter function only gathers those tweets which text contains the keyword 
specified in the filter parameter (Tweepy Streaming). 

3.1.2 Scilearn 
Scilearn is a machine learning library for python build upon Scipy. Scilearn has methods to 
cluster using the k-means method with Lloyd's algorithm. (Scilearn Cluster). Sci Learn also 
has methods to visualise high dimensional data by using principal component analysis 
(Scilearn PCA). 

3.1.3 Keyword selection and filtering 
To be able to detect differences in amounts of likely trolls based on different topics on twitter 
keyword filtering is used. The keywords used are:  “russia”, “putin”, “trump”, “isis”, “cnn”, 
“disney”, “car”, “cat”, “happy”. The keywords “russia”, “putin” and “trump” were selected 
because they are controversial political topics that may be likely to contain many trolls that 
seek to spread propaganda and/or disinformation. The keyword “ISIS” was chosen due to it 
being a topic that may contain tweets from malicious users such as recruiters and 
sympathisers for the terrorist organization. The keywords “cnn” was chosen as it is a large 
news organizations and is for that reason a topic that could be the target of some trolls. The 
keyword “disney” was chosen as it is a large company that is not political in nature. The 
keywords “happy”, “cat”, and “car” were chosen as topics that are likely to be discussed by 
normal users without much agenda. Tweets without keyword filtering were also gathered to 
serve as a control, allowing us to compare the rates of likely trolls in tweets containing 
different keywords to an average tweet with no filtering. 
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3.2 Methodology 

3.2.1 Twitter data collection 
The first part is to gather data from twitter that is going to be clustered using the framework 
tweepy with the streaming API. A keyword was applied to the streaming data to filter the 
data to concentrate on something special, the keywords used were “russia”, “putin”, “cnn”, 
“trump”, “isis”, “car”, “cat”, “happy”, “disney”. All the retweets was also filtered out. The 
relevant data(tweet text ,geolocation,followers friends ,and userid) of the json was parsed 
and saved in a text file for later clustering. 
 

3.2.2 Data clustering 
The data clustering was done with the framework Scilearn (Scilearn clustering). The text 
from the textfile was vectorized and weighted using the TF-IDF approach. The vectors were 
then used in a k-means clustering using Lloyd's algorithm where the k value was set to the 
square root of the number of tweets divided by 2. 
 

3.2.3 Cluster analysis 
The data cluster analysis was done using the data collected in the twitter data collection. All 
the tweets in the clusters were analysed for each cluster to see the percentage of tweets in a 
certain cluster that are made by accounts fulfilling the twitter troll definition. In the analysis a 
twitter troll is described as a twitter user fulfilling four criteria; a lifespan under 2 weeks, 
following more people than followers, geolocation not enabled and having between 200 and 
20000 followers. 
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4 Result 

4.1 Clustering  
Around 24000 tweets were collected using 9 different filters. For each filter around 2000 
tweets were collected, and roughly 4000 tweets were collected using no filter. The data was 
collected on the 21st of april 2017 on a friday between 14.00 and 20.25  
 
Figure 4.1 

 
Time it took to gather around 2000 (4000 for unfiltered) tweets for each keyword 
 
The k value was chosen to be 20 for the filtered data and 30 for the non filtered data as 
mentioned in section 2.5 in this report. Political filters such as “Trump”, “Putin” and “CNN” 
had a higher percentage of likely trolls compared to neutral filters such as “happy” and “car”. 
The filters “Trump”, “Putin”, “Russia”, “Disney”,”ISIS” and “CNN” all had higher total troll 
percentage than the unfiltered tweets.The filters “cat”, “car” and “happy” all had lower total 
troll percentage than the unfiltered tweets. “Russia”, “Trump”,”ISIS” and “Disney” had 
clusters with more than 9% likely trolls. A summary of the clustering can be found below, a 
more detailed view can be found in the appendix . The size of a cluster is measured in bytes 
where 1 kb corresponds to approximately 5 tweets .  
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4.2 Cluster results 
Below (figure 4.2) is a table summarizing the results of the user data analysis for all the 
clusters of tweets, sorted by keyword filter. The percentage in the table is the portion of the 
tweets in the cluster that fill all the criteria for the user data to be considered a likely troll or 
malicious user. Clusters containing 5% or more likely malicious users are colored orange to 
indicate that their rates are significantly higher than the average for the unfiltered tweets 
(1.4%) and clusters with 10% or more likely malicious users are colored red to indicate 
extremely high rates of likely malicious users. 
 
Figure 4.2 

Cluster tot 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 

cat 
(%) 

1.2 0 0 0 0 0 5 1 0 0 0 0 0 1 0 1 1 2 0 0 1 
 
 

car 
(%) 
 

0.64 0 0 0 2 1 0 0 0 0 0 0 0 0 0 0 1 0 0 0 1 

happy 
(%) 

1.09 0 2 3 0 0 0 1 0 2 0 0 2 0 3 2 0 0 2 0 0 

disney 
(%) 

1.96 4 0 2 1 2 0 0 0 0 1 2 14 0 21 0 0 0 2 0 1 

cnn 
(%) 

1.46 2 4 0 0 0 0 5 0 0 0 0 1 5 0 2 9 2 0 0 3 

trump 
(%) 

1.93 0 9 0 4 0 1 0 7 1 1 0 3 3 0 5 11 0 4 3 1 

russia 
(%) 

2.17 0 2 0 5 0 10 3 0 0 0 3 3 0 0 0 0 3 0 5 3 

putin 
(%) 

1.97 0 0 0 0 2 0 0 0 1 2 0 4 4 0 0 1 3 0 0 4 

isis 
(%) 

2.69 0 0 2 95 0 0 0 1 0 2 4 0 2 0 3 2 2 0 12 1 

nofilter
1-20 
(%) 

1.4 0 0 3 2 9 1 1 0 2 0 0 0 1 0 1 4 9 0 1 0 

nofilter 
21-30 
(%) 

 0 3 1 0 7 0 0 0 0 0           
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5 Discussion 
The results show that by clustering twitter users by their tweet text using a certain keyword 
to filter the tweets there is an distinction between the different clusters in terms of troll 
percentage. Without the filter there is less distinction between the clusters, it is harder to find 
the troll clusters. None of the non filtered clusters reach more than 9% likely malicious users 
while 4 of the 9 filtered topics have at least one cluster containing 10% or more. Political 
filters have a higher amount of trolls while non political filters have a low amount of trolls. 

5.1 Types of clusters 

5.1.1 Tightly clustered tweets 
In many of the topics analyzed there are clusters where the tweets are grouped very close 
together. This is a sign that the tweets in the cluster are made through “tweet this” functions 
that exist on many websites, which creates large number of identical tweets that are not 
caught by the filtering of retweets. This kind of cluster is likely very tightly focused around the 
centroid but has a low percentage of likely trolls, due to these tweets being made mostly by 
regular users.  
 
Another likely reason for tight clusters are bots and spammers that spread similar or identical 
tweets to one another. As opposed to clusters made up by “tweet this” functions on different 
websites this kind of cluster is likely to have a higher percentage of likely trolls. This could be 
due to the properties of malicious users and trolls being very similar to the properties of bots 
and spammers, with user data that indicates that the accounts are designed to have a wide 
reach and accounts being young due to being shut down often. 
 

5.1.2 Loosely clustered tweets 
Loosely clustered tweets are likely to be more natural tweets written by hand. The loose 
clusters with low percentages of likely trolls are, as one might expect, the most common 
types of clusters. These represent the vast majority of tweets in all subjects and are most 
likely regular tweets made by non-malicious users. 
 
Loosely clustered tweets with high percentages of likely trolls are the clusters that are most 
likely to be made up by trolls that are part of troll-farms that spread misinformation or other 
types of organizations that spread propaganda on the internet. This type of cluster could also 
possibly contain other types of malicious users, such as recruiters for terrorist organizations, 
as well as less malicious users such as marketers promoting products or services. 
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5.2 Cluster analysis 

5.2.1 Clusters containing keyword “cat” 
The clusters filtered using the keyword “cat” (appendix 1.1) have a quite natural spread with 
tighter clusters in some areas indicating that some of the tweets were nearly identical, this 
suggests that the topic most likely has a quite low amount of bots, spammers and tweets 
made through “tweet this” functions although the clustering indicates that there are some. 
The topic also has a lower amount of likely trolls or malicious users (1.2%) when compared 
to the unfiltered tweets (1.4%). 

5.2.2 Clusters containing keyword “car” 
The clusters containing the keyword “car” (appendix 1.2) have a very low amount of likely 
trolls or malicious users (0.64%)  when compared to the unfiltered tweets. However some of 
the clusters are tightly focused around the centroid. This indicates that the topic contains 
many identical or nearly identical tweets.  

5.2.3 Clusters containing keyword “happy” 
The clusters filtered using the keyword “happy” (appendix 1.3) are very spread out 
suggesting that there are very few spammers, bots, or “tweet this” messages in this topic. 
With 1.09% likely trolls or malicious users the rate was also significantly lower than the 
unfiltered tweets. 

5.2.4 Clusters containing keyword “Disney” 
Several of the clusters in the topic Disney (appendix 1.4) are very closely grouped together 
implying that a large portion of these tweets are similar to one another. The topic also has a 
surprisingly high amount of likely trolls or malicious users (1.96%). This could possibly be 
due to a large amount of the tweets containing the keyword “disney” being marketing, as 
marketing accounts may share many of the attributes of a likely troll. 

5.2.5 Clusters containing keyword “CNN” 
The clusters that contained the keyword “CNN” (appendix 1.5) were largely focused around 
a small area, and the percentage of likely trolls or malicious users was low relative to the 
unfiltered tweets (1.46%). This suggests that a large portion of the tweets were most likely 
made through a “tweet this” function, which is likely the case as the CNN website has such a 
function for every news article. 

5.2.6 Clusters containing keyword “Trump” 
The clusters containing the keyword “Trump” (appendix 1.6) have a very low amount of 
spread, as well as a high number of likely trolls (1.93%). It is likely that this topic has a high 
amount of spammers and trolls, and that a large amount of tweets are made with “tweet this” 
functions on different news websites as it is a topic widely discussed in the news. 
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5.2.7 Clusters containing keyword “Russia” 
Much like the keyword “Trump”, clusters containing “Russia” (appendix 1.7) has a high 
amount of likely trolls and malicious users (2.17%) while having a clusters that are very 
closely centered around a small area. This indicates that like the “Trump” clusters many of 
the tweets are made through “tweet this” functions. The high rate of likely trolls or malicious 
users also show that this topic may contain a large number of bots and spammers. 

5.2.8 Clusters containing keyword “Putin” 
The clusters filtered with the keyword “Putin” (appendix 1.8) when compared to the topics 
“Russia” and “Trump” had a similar amount of likely trolls (1.97%) but a slightly more natural 
looking spread. This may be an indication that the topic contains a larger amount of 
organized trolls while having slightly fewer bots and spammers. 

5.2.9 Clusters containing keyword “ISIS” 
The clusters containing the keyword “ISIS” (appendix 1.9) are highly interesting as they 
contain by far the highest amount of likely trolls or malicious users (2.69%) but when 
compared to the other topics with high amounts of likely trolls it has a significantly more 
natural spread. This may imply that it is a topic with a very high amount of malicious users, 
while having a relatively low rate of bots and spammers. This could likely be attributed to 
there being a large amount of terrorist sympathisers making tweets about this subject, which 
are likely to have accounts that closely match the indicators for malicious twitter accounts. 
 

5.3 Method limitation 
The data gathering was done 16-20 CET, this means that it is likely that a large portion of 
the active users on Twitter at the time of gathering were european, with fewer american and 
asian users active. It is possible that the more political keyword filters could find more trolls 
during peak hours in the areas where they are most relevant, such as Russia and USA for 
the keywords “Putin” and “Trump”. The speed to collect the 2000 tweets took different times 
for each filter which means that the data gathering that took shorter time might be less 
reliable. The data analysis on the unfiltered clusters showed that less than 2 % of users 
analyzed are considered likely to be malicious, however according to a study 15 % of users 
on twitter are bots (Varol et al., 2017). Bots can be considered a subpart of malicious users 
which means that the study could have caught more potentially malicious activity with criteria 
designed to find bots. 

5.4 Future research 
In order to get more reliable data it would be advisable to gather significantly larger sets of 
tweets, and to gather these at different times of the day, in order to account for different time 
zones and levels of activity changing drastically over time on twitter. It is also important to 
note that malicious activity on twitter may be highly connected to controversial events, 
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meaning that world news may play a large role in determining amounts of likely trolls or 
malicious users that are active on twitter at a given time. For this reason it may be useful to 
gather tweets at several points with longer periods of time between them. 
 

6 Conclusion 
While it is very difficult to identify trolls and malicious users on twitter through clustering, the 
results show that it is possible to combine this with the analysis of user data to get a rough 
idea of how trolls, spammers, bots, and malicious users are spread throughout a social 
media platform such as Twitter. The algorithm used to analyze and cluster the data is 
somewhat simple and is likely to give a high amount of false negatives, particularly when it 
comes to bots or more well-organized trolls due to the criteria used to define a malicious 
user being mostly based on the indicators that an account is not subtle in its spreading of 
disinformation or propaganda. However the results indicate that the conclusion can be drawn 
that it is possible to use clustering and user data analysis to find trolls and other malicious 
activity in social media.  
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Appendix 

 

Appendix 1 
Appendix 1 contains the k-means clusters for all the keyword , each keyword is visualized 
through pca of the k-means clustering. The axis in the graph is the pca percentage score. 
Each cluster has its unique color and its cluster center is numbered. The table show the 
amount of trolls for each cluster. 
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1.1 Cat 

 
 

Clusters of the keyword “cat” 
 
 

Cluster tot 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 

 

tweets 
(kb) 

630 6 21 5 4 29 95 41 
 

17 5 47 4 40 27 27 75 21 17 25 9 201 

 

trolls 
(%) 

1.2 0 0 0 0 0 5 1 0 0 0 0 0 1 0 1 1 2 0 0 1 
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1.2 Car 

 
Clusters of the keyword  “car” 

 
 

Cluster tot 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 

 

tweets 
(kb) 

397 
 

6 2
4 

9 34 56 12 3 26 3 20 18 7 15 6 4 25 5 10 94 32 

 

trolls 
(%) 
 

0.64 0 0 0 2 1 0 0 0 0 0 0 0 0 0 0 1 0 0 0 1 

 
 
 
 
 
 
 
 

 



21 

 

1.3 Happy 

 
Clusters of the keyword “happy” 

 
 

Cluster tot 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 

 

tweets 
(kb) 

372 3
6 

1
6 

1
0 

21 26 26 42 8 26 18 6 16 19 32 10 2 15 9 20 25 

 

trolls 
(%) 

1.09 0 2 3 0 0 0 1 0 2 0 0 2 0 3 2 0 0 2 0 0 
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1.4 Disney 

 
Clusters of the keyword “Disney” 

 

Cluster tot 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 

 

tweets 
(kb) 

446 9 4 1
0 

27 7 8 49 11 31 15
9 

20 6 3 5 11 7 12 25 4 50 

 

trolls 
(%) 

1.96 4 0 2 1 2 0 0 0 0 1 2 14 0 21 0 0 0 2 0 1 
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1.5 CNN 

 
Clusters of the keyword “CNN” 

Cluster tot 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 

 

tweets 
(kb) 

391 1
8 

4 4
8 

7 3 5 4 9 8 4 9 18
7 

4 4 9 5 25 9 17 20 

 

trolls 
(%) 

1.46 2 4 0 0 0 0 5 0 0 0 0 1 5 0 2 9 2 0 0 3 
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1.6 Trump 

 
Clusters of the keyword “Trump” 

 

Cluster tot 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 

 

tweets 
(kb) 

451 9 5 1
7 

4 12 16
3 

7 3 55 41 9 27 7 4 11 8 30 5 26 19 

 

trolls 
(%) 

1.93 0 9 0 4 0 1 0 7 1 1 0 3 3 0 5 11 0 4 3 1 
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1.7 Russia 

 
Clusters of the keyword “Russia” 

 

Cluster tot 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 

 

tweets 
(kb) 

431 1
3 

1
3
5 

1
5 

9 39 8 5 9 5 17 7 34 5 44 23 10 30 5 15 14 

 

trolls 
(%) 

2.17 0 2 0 5 0 10 3 0 0 0 3 3 0 0 0 0 3 0 5 3 
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1.8 Putin 

 
Clusters of the keyword “Putin” 

Cluster tot 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 

 

tweets 
(kb) 

420 7 3 6 10 36 17 26 15 21 13
9 

3 9 22 6 3 48 19 3 29 10 

 

trolls 
(%) 

1.97 0 0 0 0 2 0 0 0 1 2 0 4 4 0 0 1 3 0 0 4 
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1.9 ISIS 

 
Clusters of the keyword “ISIS” 

Cluster tot 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 

 

tweets 
(kb) 

430 5 1
2 

7
8 

4 6 17 27 17 16 59 9 3 11
0 

7 6 8 21 11 5 18 

 

trolls 
(%) 

2.69 0 0 2 95 0 0 0 1 0 2 4 0 2 0 3 2 2 0 12 1 
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1.10 Unfiltered 

 
Clusters of the keyword tweets 

Cluster tot 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 
 

            21 22 23 24 25 26 27 28 29 30 

 

tweets 
(kb) 

876 4
0 

2
4 

2
9 

13 6 20 12
5 

2 30 98 9 37 11
3 

12 29 30 4 19 32 9 

            81 24 27 11 5 10 27 3 12 12 

 

trolls 
(%) 

1.4 0 0 3 2 9 1 1 0 2 0 0 0 1 0 1 4 9 0 1 0 

            0 3 1 0 7 0 0 0 0 0 
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