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ABSTRACT 
Cloud computing’s growing popularity is based on the 
cloud’s flexibility and the availability of a huge amount of 
resources. Today, cloud providers offer a wide range of 
predefined solutions, VM (virtual machine) sizes and 
customization differing in performance, support and price. In 
this thesis it is investigated how to achieve cost minimization 
within specified performance goals for a commercial service 
with computation occurring in a repetitive pattern. A 
promising multilevel queue scheduling and a set of auto-
scaling rules to fulfil computation deadlines and job 
prioritization and lower server cost is presented. In addition, 
an investigation to find an optimal VM size in the sense of 
cost and performance points out further areas of cloud 
service optimization.  

Keywords 
Cloud computing, job scheduling, auto-scaling, horizontal 
scaling, vertical scaling, optimal VM size. 

INTRODUCTION 
Cloud computing frees companies from purchase and 
maintenance of their own server hardware for a “pay as you 
go”-fee. Companies hosting their product on cloud servers 
can focus more on their software production when all 
hardware maintenance is managed by the cloud service. In 
addition, a main factor to the cloud’s growing popularity is 
the flexible scaling of cloud resources. Websites, online 
games and services are likely to have a varying number of 
users hour by hour. By hosting software on a cloud service 
the resources are either scaled manually or automatically to 
meet the current needs. “Auto-scaling” strives to be 
economic with both resources and cost. However, without 
thoughtful configuration computing resources can 
potentially go to waste and the bill become unnecessarily 
high. The type of cloud resource, performance goal and 
scaling decision are key factors for optimal configuration.      

Today, two of the most popular cloud services are Microsoft 
Azure and Amazon EC2. Both provides a wide catalog of 
VMs, databases and other cloud hosted services. The 
services are provided in varying performance, support and 
price range. Some VM types are built for I/O- or CPU-
intensive computing or a hybrid of both [9].  

Performance goals or deadlines are counterweights to cost. 
Without it, the cheapest cloud solution would be the best. 
However, in the case of performance goals or performance 
deadlines it probably is not. Whether the goal is to have high 

web responsiveness or deliver mail fast the goal has to be 
evaluated and decided to which extent it is to be strived for. 
In the case of a hobby website with minimum budget it is 
wise to restrict the scalability’s upper bound to intentionally 
have low performance and cost. 

If one strives for a high-performance solution one has to 
identify the characteristics of the workload to be able to 
choose a suited method for scaling decisions. When the 
workload has a clear pattern and a repetitiveness, it becomes 
easier to predict future workload as well as to construct 
successful scaling decisions.  

In the case of this thesis, auto-scaling decisions and a 
scheduler is to be formed for a service application at Sigma 
IT in Sweden. Today, the service provides their customer 
with a long-term forecast on the energy market with help of 
machine learning. Sigma is aiming to release a short-term 
forecast in the near future. The long-term forecast is 
delivered on a daily basis and the short term is to be delivered 
on an hourly basis. In this thesis, the short-term forecast is 
considered a part of the service and is assumed to be 
produced by the same procedure as the long-term forecast. 

Forecasts are produced repetitively in a fixed pattern and at 
predefined hours. Short-term forecasts are produced on every 
new hour (during office hours) and has a hard-deadline of 15 
minutes. The long-term forecasts are executed during 
nighttime without any deadline. If a deadline, of a short-term 
job, is passed the forecast lose its value to the customer. 
However, producing a forecast that has missed its deadline is 
desirable for its statistical value. 

Roughly, the steps in generating forecasts is fetching 
external data, process it and send the result to the designated 
customer. In addition to the fetched data, the process also 
takes previous forecasts and their accuracy in consideration 
when producing a result. 

The process of creating one forecast is henceforth referred as 
a job. Jobs are today queued in database tables for each VM 
and is picked out from queue in a FIFO (first in first out) 
manner. Today, the service is hosted on one VM per 
customer, delivering daily forecasts that is manually queued 
and started by a service admin. In addition, jobs cannot be 
shared between customers, meaning that if multiple 
customers demand the same forecasts the same computation 
is executed more than once.  



Development Goals 
To meet the demands of an increasing number of customers 
several development goals are addressed: 

 All customers must share the same job queue. 
 The job queue must be separated from the VMs 

executing the jobs.   
 The VMs must be able to run all jobs, they are not 

allowed to be customer specific. 
 VMs must auto-scale depending on the service’s 

need in an efficient1 manner.  

Problem Description   
A heavy workload and the urge for fast results set high 
demands on the job scheduling and an effective use of 
resources. Well-equipped servers are one step toward 
meeting this demand, however, it comes with a cost, which 
is strived to be as minimal as possible. In the following 
paragraphs are the issues of meeting the development goals 
and keeping the costs at a minimum addressed. 

Cloud Computing 
Cloud computing provides convenient scalability and 
virtually limitless amounts of resources. Thus, a solution for 
the immense workload would be to scale up the cloud 
resources until each forecast job is assigned to its own 
resource. That would eliminate all waiting time and give the 
result in best turnaround time though with minimal work 
utilization. However, this solution would neither be 
economical nor an efficient use of resources.  

Cloud Pricing 
On Azure, VMs are billed per minute the instance is running. 
Startup and shutdown time is included in the cost. The cost 
differs by the various VM sizes and region the VM is located.  

Cloud Scaling 
Cloud scaling is possible in two dimensions, vertical and 
horizontal. Vertical scaling, also called scale-up and scale-
down, refers to scaling the capacity of a set of VMs [5]. An 
example would be scaling from a two core VM to an eight 
core. When scaling vertically, all machines has to reboot to 
scale VM size where a reboot time of several minutes is to 
be expected [6]. During the time the VMs scale vertically the 
service is unavailable. Horizontal scaling, also called scale-
out and scale-in, is scaling of instances of VMs. Scaling 
horizontally adds or removes instances parallel to the 
unchanged instances meaning that the service is always 
available. Thus, the VM size is preferably chosen before 
cloud deployment and then scaled horizontally to meet the 
varying needs.  

Cloud Auto-Scaling 
By configuring a set of rules of when and how much to scale 
in and out cloud resources the efficiency could improve or, 
if managed poorly, decrease.  

                                                           
1 High utilization of resources and as low costs as possible 
without affecting service performance. 

When scaling-out it is necessary to add the initialization time 
of a new instance into the calculation of active VMs. 
Initializing can take several minutes and has during this time 
a status as “pending”. Pending VMs should therefore be 
taken into consideration when deciding to initialize new 
cloud instances to avoid excessive scaling. In addition, the 
risk of missing a workload peak should be considered to 
avoid acquiring an instance which after initiation is no longer 
required.  

Scaling-in should as well be considered carefully. 
Aggressively scaling-in can result in high-frequent out and 
in scaling to meet the demand and a great part of a VM’s 
lifetime is risked to only be boot and shutdown time.  

 

Figure 1. Relation between cloud instances and execution time 
for a set of jobs.  

Theoretically, if a cloud instance computes one job in one 
hour the total execution time on a set of jobs is decreasing 
linearly with the increasing number of instances. However, 
when the number of instances exceeds the number of jobs the 
additional instances does not affect the execution time. The 
lines in figure 1 illustrates how execution time flattens when 
the number of instances exceeds the number of jobs. 
Therefore, with the set deadline an optimal number of 
instances can be found. The most beneficial cost (giving the 
number of instances) is where deadline and execution time 
intersects. If the execution time is above the deadline in 
figure 1 jobs will pass its deadlines. If the execution is far 
below the deadline, the cost for the running instances in 
unnecessary high.  

Job schedule  
A job schedule is a procedure with a set of rules for how and 
when a job should be executed or put in wait queue. Several 
implementations of schedules have been formed through 
computing history. FIFO, SJF, Round Robin, preemptive and 
non-preemptive schedules are some examples of schedules. 
The schedules are varying in stored metadata, data structures 
and risks of starvation [10].  

Starvation    
A possible problem of massive job queues where new jobs 
are regularly added is starvation. Starvation occurs when a 
queue schedule is implemented in a way where a job never 
leaves the queue. By prioritizing jobs in a queue there is a 
risk that high prioritized jobs are added in an equal or faster 
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pace than jobs are executed, if this occurs low prioritized jobs 
are never sent to execution and starve.  

In this thesis a solution to achieve the development goals is 
investigated and implemented in the given time limit. The 
thesis aims to answer the following research questions: 

1) Is there a more efficient scheduler algorithm than FIFO 
for Sigma’s service needs and if so, which?  

2) How can horizontal scaling decisions be constructed to 
meet the development goals on minimum amount of 
resources? 

3) How does vertical scaling affect the execution time and 
server cost on a set of forecast jobs?  

BACKGROUND 
Today the forecast system consists of a job queue, result 
databases, a FIFO scheduler and forecast algorithms written 
in R. All these parts of the system are hosted on one 
Basic_A22 VM on Microsoft Azure as seen in figure 2.  

 

Figure 2. Simple overview of the forecast solution.   

Core DB consists of the job queue as well as related data such 
as customer information. Customer data and forecast jobs are 
fetched by the scheduler together to be able to send the 
forecast to the customer directly after execution. 

Scheduler  
Today, the scheduler uses FIFO to schedule jobs on one 
cloud resource. Only one job is sent from the queue to the 
forecast procedure at a time. The Schedule component is 
built on the .Net (dot Net) platform and is using EF (Entity 
Framework) to interact with SQL.  

UI (User interface) 
Interaction with the scheduler, as to manually stop and start 
the scheduler, is today carried out through the terminal or 
through remote desktop access. 

Forecast 
The forecast script takes two arguments, CustomerId and 
ForecastId. In the beginning of the script it fetches data from 
                                                           
2 Basic_A2: 2 cores, 3.5 GB memory. 

the customer database. After execution, the result(s) is saved 
in the customer database. The forecast procedure is today 
constructed to execute only one job at a time per VM.  

Customer DB 
Each customer of the forecast solution has its own customer 
database where the results of the customers’ forecasts is 
saved.  

Job 
A forecast job takes several minutes to complete. If the 
forecast process is interrupted for any reason the process has 
to be started over. The process to produce one forecast cannot 
be divided into subtasks and sent to several VMs.  

THEORY 
In 2009 Ostermann, Simon, et al. [2] performed an analysis 
of cloud computing for scientific computing. Scientific 
computing puts high demand of performance, which the 
largest actor on the cloud computing market could not meet. 
The authors conclude that the performance is far from 
satisfying for heavy workloads. The advantage of cloud 
computing is the flexibility and scalability for small to 
medium sized workloads.  

In Iosup, Alexandru, et al. [1] research in 2011 points out a 
lack of performance and reliability on cloud computing of 
heavy workload on several cloud services. Nevertheless, the 
study concludes in a promising future for the cloud 
computing concept. In their research, they also investigated 
if it is possible to optimize an application for cloud 
computing which their test was not indicating.  

Both articles above are mentioning that the performance 
bottlenecks are transfer speed between client and cloud and 
memory size on cloud machines. The transferring speed and 
memory size are both fast developing areas. Thus should the 
cloud computing performance issue decrease over time. 

The Optimal VM Size 
In 2010, Ming Mao, Jie Lie and Marty Humphrey [3] found 
that choosing a suiting VM size for a service decreases the 
long-term costs. The price and performance of VM sizes has 
a fairly linear relation as seen in table 1. meaning that the 
choice of VM size should not affect the performance or the 
cost. However, by considering both job deadline and 
turnaround time an optimal VM size should exist. As an 
example, a job has 15-minute deadline and ten-minute 
turnaround time on Basic_A2, then three jobs would require 
three VMs. Remember, a job cannot be divided into tasks and 
run on several VMs. If a job would have a turnaround time 
of five minutes on a more expensive and faster VM, only one  



 

VM should be required to run three jobs. Three Basic_A2 
machines have a combined execution time of 30 minutes, in  

comparison would an expensive VM perform the same work 
in 15 minutes. Because of the efficiency of the more 
expensive VM, there is a potential economic gain in using a 
more expensive VM.   

Load Vector (LV) 
The Load Vector, defined by Ming Mao, and Marty 
Humphrey [4], is used to estimate the upcoming workload. 
LV estimates the lowest number of VM instances needed to 
manage the workload within deadline. The original 
definition of LV [4] consider the different performance types 
of VMs such as High-CPU, High-Memory, etc. However, in 
this solution all jobs are CPU intensive processes and thus is 
the VM type factor excluded. Jobs have an average execution 
time, t, that is calculated during run time. The date of when 
a job is queued and its deadline form the time interval of 
when the job should be executed (T0, T1). Thus, LVj = tj / (T1 

– T0) for job j. The length of the vector is the number of 
instances needed. Though, the actual workload of instances 
is a rational number. A workload of 2.5 indicates that the 
workload requires 3 instances to terminate within deadline 
and that the 3rd instance has a 50% utilization rate. In the 
reality, the 50% utilization loss is distributed on all active 
instances due the workload being equally balanced on all 
resources. 
 

 

Figure 3. Number of instances related to the calculated 
workload. At LV = 0, the number of instances = 0.   

                                                           
3 ”Priser – Virtuella Datorer” Microsoft Azure, n.d. Web. 09 June 
2016.<https://azure.microsoft.com/sv-
se/pricing/details/virtual-machines/#Windows> 

Figure 3 illustrates the number of instances that would be 
running if scaling decision only depended on LV. The 
vertical distance between the two curves shows the 
utilization level. It shows that precisely after an increment of 
VM instances the overall utilization level of the instances are 
at its lowest. The utilization level is growing in a linear pace 
parallel with LV and reaches its maximum directly before 
scaling up. In reality, utilization level above approximately 
70% is unusual because scaling up is executed slightly after 
50% to guarantee quality of service. However, in the case of 
repetitive and regular job executions a more certain number 
of instances is known. Thus, a higher utilization level is 
expected in this case.        

METHOD 
The investigations in this thesis are divided into separated 
steps to answer the research questions. First, a test set of jobs 
is created, followed by an initial test of the current solution. 
After the initial test three investigations are performed. First, 
evaluation of scheduling algorithms. Secondly, performance 
tests of four different VM sizes. Finally, rules for efficient 
vertical scaling are investigated. 

Test set 
Initially, a test set of jobs is formed to be able to answer the 
research questions. The set is to simulate one day of the 
forecast service which is containing both short and long-term 
forecasts. To validate that the set is realistic to the real 
environment advice has been given from developers of the 
service. The test set is simulating a workday with long-term 
jobs queued at first office hour with a 24-hour deadline. 
Short-term jobs are queued at the beginning of each office 
hour with a 15-minute deadline.  

Initial test 
Prior to the investigations to answer the research questions 
an initial test of the current solution’s performance is made. 
This initial test runs on the test set and measures the jobs 
turnaround time.  

Scheduling 
By considering the two different forecast types, their 
execution times and deadlines, several scheduling algorithms 
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REGION: North Europe Date: 2016-06-09 
    

Name CPU cores   Memory(GB)     Disk size/type    Bandwidth                 Price(SEK/hour)    Max IOPS/disk 
Basic_A2 2 3.5     60/HDD    unknown 1.1807 300 
Standard_A2 2 3.5     135/HDD    moderate 1.4168 500 
Standard_A3 4 7     285/HDD    high 2.8336 500 
Standard_F2 2 4     32/SSD    unknown 1.6057 500 

Table 13. VM size specification. Bandwidth speed specifics does not exist from Microsoft Azure on all VM sizes. 

 



are to be evaluated. To decide the algorithms to evaluate the 
following argument is put forth: 

 Round Robin(RR): By using RR multiple jobs have 
to be sent to one VM at the same time. The waiting 
queue would decrease in a faster pace. However, 
one job completed before deadline is prioritized 
over multiple jobs becomes partially computed but 
finishes after its deadline. One argument could be 
that to set the time quantum of RR to equal the 
execution time of one job, but then the point of RR 
is lost.  

 Shortest Job First(SJF): Job’s execution time vary 
from 5 to 15 minutes as seen in figure 4. The 
difference in execution time is difficult to estimate 
since the execution time is depending on the size of 
the external data set fetched at the beginning of the 
forecast process.  

 Earlies Deadline First(EDF): EDF is very similar to 
SJF. EDF is instead of SJF ordered by the jobs 
deadline closest to now. The short-term jobs with 
an hour deadline would then be prioritized before 
the long-term jobs that have a 24-hour deadline. It 
is important to consider a backup plan to handle 
jobs if a deadline is missed, because then a job’s 
deadline have passed the current time and is not sent 
from the queue.  

 Multilevel priority queue(MPQ): Separate the 
different deadline lengths into multiple FIFO 
queues with different priority. Short-term jobs are 
placed in highest priority queue, long-term jobs in 
medium priority and old jobs sent back with errors 
or missed deadlines is sent to the low priority queue.   

 Pre-emptive or not: A pre-emptive implemented 
schedule could be of interest if a job in execution is 
passing its deadline and passed to a lower priority 
queue. However, with cloud scaling and the 
repetitiveness in jobs occurrence cloud resources 
should always be enough to handle the workload. In 
addition, to succeed with implementation and 
answer the research questions within the time limit 
of the project the effect of pre-emption is not to be 
investigated.  

By these arguments, the performance of non-preemptive 
EDF, non-preemptive MPQ and FIFO schedules will be 
evaluated. The reason to implement non-preemptive 
algorithms is that jobs passed their deadlines still are of 
interest. Performance is measured in total turnaround time 
for a subset of the test set and the evaluation is based on Gantt 
Charts presented in the Result chapter. Because the test set 
has a repetitive pattern and to easy visualize the results only 
a subset of the original test set is used. The subset contains 
the jobs queued during the first two hours.  

VM Sizes 
A large number of different VM sizes are available on most 
of the Cloud services. On Microsoft Azure the VM sizes are 

divided into mainly three performance types; CPU-intensive, 
I/O-intensive and hybrid. Within each performance type the 
VM sizes vary in number of CPU cores, memory sizes, disk 
sizes, bandwidth and cost.  

The exact characteristics of the forecast procedures are 
unknown, but with help from the developers of the service 
some assumptions can be made. It is assumed that the service 
is CPU-intensive and needs a lot of memory. However, the 
procedure does not seem to have big need of fast bandwidth 
and disk access because the size of the data transferred from 
external source has been described by the developer of the 
service as “small”.  

 As seen in figure 4 the average execution time for the 
forecast procedure is ten minutes on a Basic_A2 VM. 
Deadline of 15 minutes on short-term forecasts means that 
the service has to scale out one VM per short-term job. If a 
VM size could execute one job on a mean time of seven 
minutes it would then halve the number of instances and 
possibly the costs. Lower number of VM instances does not 
necessarily decrease costs. Naturally, better VMs cost more. 
Therefore, several VM sizes are tested. Interesting for a first 
evaluation is to measure CPU utilization, memory usage and 
turnaround time. By measuring these parameters potential 
system bottlenecks are revealed. The parameters are 
measured with the diagnostics available [8] in Azure.  

As a reference point, the current used VM size, the 
Basic_A2, is measured. Then Standard_A2, that on paper has 
the same equipment as Basic_A2, though with description as 
a CPU-intensive machine.  Third VM size of interest is the 
Standard_A3 with the doubled capacity of Standard_A2. 
Standard_A3 has four CPU cores, seven GB memory and 
high bandwidth. Finally, Standard_F2 is tested which has 
less memory and disk space than Basic_A2 though it has a 
solid-state drive(SSD) instead of a mechanical disk.     

Table 1 lists the four VM sizes to be tested. The VMs are 
Windows machines and located in the North Europe region.  

Scaling Decisions 
Scaling decisions can be done on several different metrics. 
The three most commonly used scaling decisions factors 
found during the research of this thesis are job queue length, 
CPU utilization and time schedule[5]. Depending on the 
nature of the application and shifting of computing demand 
one approach can be more suitable than the other.  

 Queue length: Scaling decisions by queue length 
could be the best approach if the turnaround time 
for a job is known but the regularity of the 
application calls is not. For example, an image 
processing service know the process takes 5 
minutes but do not know when the service is to be 
requested.  

 Time schedule: When cloud computing is based 
entirely on time and day and the workload is known 
time scheduling can be a good approach. 



 CPU utilization: By setting upper and lower CPU 
utilization limits, scaling decisions can be made 
when the utilization passes these limits. This 
approach is suitable if the future workload is 
unknown or very difficult to predict.  

After considering these three approaches a hybrid between 
time schedule and queue length seems promising. Number of 
customers or hardware (vertical scaling) is not likely to 
change often and is therefore suitable of scaling decision 
based on a time schedule.  A reason to include the queue 
length parameter in scaling decisions is to construct decision 
rules to be flexible to hardware or customer changes. In 
addition, if turnaround time would be affected by any reason, 
the scaling decisions would preferable be dynamic and 
taking the changed execution time in consideration. To 
confirm if the scaling rules meets the development goals a 
theoretical scenario is produced. 

RESULT 

Initial test 
Initially, the existing solution is tested and its turnaround 
time of a set of jobs is measured. Because jobs are manually 
inserted before the service is started there is a time difference 
between the time the first job is queued and the time the first 
job is sent to execution. Therefore, turnaround time is 
measured from the time a job is sent to execution until it is 
marked as complete. Because existing solution (as described 
in figure 2) have all components on the same VM, network 
transfer time is eliminated which possibly shortens the total 
execution time.  

 

Figure 4. Turnaround time of 32 jobs in minutes on a Basic_A2 
VM. 

Figure 4. Illustrates the turnaround time of 32 jobs in the test 
set. The 32 jobs have an overall regular execution time. As 
shown in figure 4. the turnaround time is on average between 
9 and 12 minutes except for the two jobs with times of 5 and 
15 minutes. The difference in turnaround time cannot be 
related to any parameter sent into the forecast procedure. The 
same entity id sent to the forecast indicating which forecast 
to produce have from time to time different turnaround time. 
The time of day, date or number of executing the same entity 
id does not show any repetitive patterns. 

Scheduling 
To create the Gantt charts some presumptions and rules are 
set. A qualified guess from the developers is that the 
execution time for short-term jobs is similar to the existing 
procedure. All jobs’ turnaround time is therefore the same 
and are set to 10 minutes. All overhead time such as 
switching jobs are neglected. To separate this investigation 
from the investigation of scaling decision only one VM 
instance is considered in the scheduling evaluation.  

Table 2 lists the job set the schedules is evaluated on. Long 
term jobs are titled as JL and short term job is titled as JS. 
The job set is for a two-hour period where three short term 
jobs and five long term jobs are initially queued. The 2nd 
hour, after 60 minutes, two additional short term jobs are 
queued. Which queue each job is sent to depends on the 
schedule in question.   

Table 2. Job set 

Name Insert Duration Deadline(h) 

JS1 1 10 0.25 

JS2 1 10 0.25 

JS3 1 10 0.25 

JL1 1 10 24 

JL2 1 10 24 

JL3 1 10 24 

JL4 1 10 24 

JL5 1 10 24 

JS4 60 10 0.25 

JS5 60 10 0.25 

 

FIFO 
In figure 5 the result is presented of the existing schedule 
where no prioritization is considered. The result shows that 
most of the short-term jobs are finished long after its deadline 
and the long-term jobs are finished long before its deadline. 
Because long-term jobs are queued in the beginning of each 
day and short-term jobs are queued at the beginning of each 
hour the result would have been worse than presented in 
figure 5 as the amount of long term jobs increases.     

Time 10 20 30 40 50 60 70 80 90 100 
Job JS1  JS2 JS3 JL1 JL2 JL3 JL4 JL5 JS4 JS5 

Figure 5. Gantt chart of FIFO queue.  

In figure 5 the green marked jobs ended successfully and the 
red marked jobs was delivered past its deadline.  

Multilevel Priority Queue and EDF 
To secure the EDF schedule from starvation the algorithm 
either must be extended to handle the missed deadline itself 
or send the jobs to an additional backup queue. If the 
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algorithm is extended the first job with missed deadline is 
sent to execution when no job without missed deadline 
exists. Alternatively, if a job misses its deadline the job is 
sent to a FIFO queue.  When the EDF queue becomes empty 
then the FIFO queue sends its queued jobs to execution. Both 
solutions have however, the same result. To easier discuss 
the different scheduling algorithms, EDF algorithm handles 
missed deadlines by itself and thus a single queue. Unlike 
EDF does MPQ consists of three FIFO queues, with high, 
medium and low prioritization which is respectively 
containing short-term, long-term and old jobs. A job which 
passes its deadline does not receive a new deadline because 
no prioritization of missed jobs is of interest. 

MPQ and EDF have been found to give the same result. 
Execution order of jobs, missed deadlines and time to finish 
the job set are the same for both schedulers. However, they 
differ in implementations and in structure of their queues. 

As seen in figure 6 that illustrate both MPQ and EDF the jobs 
JS2, JS5 and JS3 miss their deadlines. JS3 misses its deadline 
and is sent to the low prioritized queue for the MPQ and EDF 
is not executing any specific actions. JS2 and JS5 are running 
while it passes its deadline and is therefore finished as usual. 

Time 10 20 30 40 50 60 70 80 90 100 
Job JS1 JS2 JL1 JL2 JL3 JL4 JS4 JS5 JL4 JS3 

Figure 6. Gantt chart of MPQ and EDF schedule. Time is 
measured in minutes. 

Evaluation 
MPQ and EDF have, as mentioned, the same theoretical 
performance. However, MPQ has lower time overhead than 
EDF.  The EDF queue has a more complex procedure to 
insert and pick jobs than the MPQ. MPQ has multiple levels 
of FIFO queues where jobs are placed and picked from the 
queues at fixed positions, eliminating all search time. In EDF 
there is a choice of implementation, either place the job in 
the right order into the queue or iterate over the queue to pick 
the job with earliest deadline, both implementations mean a 
possibility of iterating over a long queue. In a worst case 
scenario the look up time is O(n). MPQ is by these arguments 
a more time efficient algorithm than EDF. However, in 
relation to the long execution time of the forecast procedure 
the overhead time of the schedule algorithms is negligible.  

VM Size 
The result of the performance test on four different VM sizes 
are here presented. In figure 7 is the turnaround time for each 
job and VM illustrated. In the following figures, figure 8 and 
9 are CPU utilization and memory usage from this test 
presented.  

Each machine executed separately with machine individual 
FIFO queues supplied with 10 identical forecast jobs. The 
jobs did not have any deadlines or priorities.  

Turnaround Time 
In figure 7 each job’s turnaround time on the VMs is 
described. Standard_A2 slightly outranks the Standard_A3 

and with even greater success compared to the Basic_A2. 
Standard_F2 greatly outranks all the other VMs and has a 
smaller variation in turnaround time over the test set.  

The total turnaround time for the whole test set is 180 
minutes for Basic_A2 and 56 minutes for Standard_F2. The 
total cost for Basic_A2 is then 3.54 SEK and for 
Standard_F2 1.5 SEK. The slightly more expensive F2 lower 
the execution time with over two hours and the server cost 
with 58%.  

 

Figure 7. Turnaround time(mm:ss) of ten forecast procedures 
on different VM sizes. 

 

Figure 8. Max-Average-Min CPU utilization. 

Figure 8 describes the range of CPU utilizations for the four 
VM sizes. The utilization of Standard_A3 is almost half of 
what the other utilize.  

 

Figure 9. Max-Average-Min amount of available memory in 
GB. 
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In figure 9 the amount of free memory is presented. The 
amount of memory used is increasing during the execution 
of a forecast job. Standarad_A3 shows in figure 8 and 9 that 
its CPU and memory capacity is far from fully utilized.   

Scaling Decisions 
The differences of Sigma’s service and the scenario which 
the LV was defined makes the LV incompatible with the 
current scenario. One difference is the use of several VM 
types concurrently, which is not used in Sigma’s case. 
Another difference is the strict regularity in jobs pushed to 
queue in Sigma’s case. An adaptation of the load vector is 
therefore done to better fit Sigma’s service, which is covered 
in the next section.  

Instance representation 
By using an array of load vectors where every vector in the 
array represents the workload on one instance the LV 
calculation problem can be solved. Naturally, an instance 
cannot have a ratio above one. When adding a job’s 
calculated workload it is added to an instance representation 
in the array so the instance’s ratio not exceeds one and where 
the job have chance to complete before deadline. After all 
jobs’ workload from the queue(s) is added in the array the 
array’s length is equal to the number of instances required.  

Figure 10 displays Python 3 code for the calculation of LV 
with instance representation. Input is a queue and output is 
an integer representing the number of instances needed. The 
job mentioned in the code is the job’s calculated workload. 

 

Figure 10. Python 3 code for calculating number of instances 
needed. 

Research on scaling time [6] shows it takes on average 5.5 
minutes for VMs to scale in Azure. The difference in scaling 
time is between 5.3 and 7.8 minutes meaning scaling out is 
preferable about 8 minutes before the instances are needed. 
As soon as the high-prioritized queue is emptied scaling-in 
to one instance is preferred if the medium prioritized queue 
do not risk to starve. While no high prioritized jobs exist, 
medium prioritized jobs are executed followed by the low 
prioritized jobs. The minimum number of running instances 
is one as long the service is not shutdown.  

Once every minute the LV is calculated and the scaling 
decision procedure executed.   

Scaling-out 
1) Scale-out to LV number of instances 8 minutes 

before new hour during office hours.  
2) Scale-out if LV of the high and medium prioritized 

queues combined is greater than the current number 
of running and pending instances.  

Scaling-in 
1) Scale-in is not allowed until 15 minutes after 

scaling out. 
2) Scale-in if LV of the number of high and medium 

prioritized jobs combined is less than the current 
number of running instances if the first rule is 
satisfied. 

Scaling-in rule #1 is important to avoid scaling-in the 
instance scaled-out from scaling-out rule #1 too early. If a 
required instance boots faster than 8 minutes it is not utilized 
until the excepted jobs are queued. Because the instances in 
general are booted under 7.8 minutes [6] there is a short time 
where cloud instance exceeds the current LV making the 
scaling rules trigger a scale-in, scale-in rule #2. Therefore, 
scaling-in rule #1 is necessary to prevent scaling-in instances 
too early after scaling-out. 

 

 

Figure 11. Illustrating number of instances running by the 
formed scaling decisions. 

Figure 11 illustrates the number of instances running during 
office hours. Instance two and three is either booting or 
shutting down when the line in figure 11 is sloping and can 
during this time not execute any work. However, instance 1 
is not affected by the scaling and can continue work as usual.  

DISCUSSION 
In this section the following subjects will be discussed; the 
choice of method, the presented results, this thesis in a wider 
context and finally source criticism to referenced research.  

Method 

Scheduling 
Although MPQ and EDF acted in the same way in the test 
set there are scenarios that would make their results differ. 
Because MPQ is multiple levels of FIFO queues a job queued 
with an earlier deadline than the job first in line is not 
considered.  The new job is not prioritized even though it has 
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an earlier deadline. EDF would in this case differ from MPQ 
and execute the new job first. However, the jobs have fixed 
deadlines relative to the queued hour, thus the more time 
consuming procedures of the EDF algorithm should not be 
necessary. 

A preemptive MPQ algorithm is perhaps a better choice over 
non-preemptive if it is found that missing deadlines are 
common. In that case jobs still within deadline would get a 
better chance to finish before deadline. However, a concern 
with a preemptive algorithm is that it would strongly increase 
cost. Because the scaling decisions aim to always meet the 
demand of the short-term jobs, missing deadlines occurs due 
to external parameters such as network errors or VM failure. 
The risks of VM failure and network errors are estimated to 
be small. Therefore, it is unlikely that a job misses its 
deadline and if so, the job which is preempted would later be 
started over from beginning because of how the forecast 
procedure is built. Preemption would then greatly increase 
the total execution time and cost.  

VM Sizes 
During the performance test of VM sizes the job properties 
as deadlines and prioritization was not considered. The 
reason for that was to eliminate potential time overhead from 
the scheduling that would disturb the measuring of the VMs 
performance.  

The fact that just a small set of jobs was executed during this 
test does however not affect the test credibility because of 
the generally similar turnaround time as illustrated in figure 
7. The measuring of minimum, maximum and average CPU 
and memory utilization was done once every minute during 
the nearly three-hour long test session.  

Result 

Scaling Decisions 
Azure has a limited scaling interface making it difficult to 
customize scaling freely. Therefore, the scaling decisions 
presented in the result and the modified calculation of LV 
was not successfully implemented in the time limit of this 
thesis. The rules do not, as I can see, have any conflicts that 
could lead to incorrect scaling and would give a satisfying 
result.  

To support the presented scaling decisions a successful 
implementation could perhaps be done with the new Azure 
service called Scale set4 or the 3rd party program 
AzureWatch5. Both AzureWatch and Scale set seems to   
provide more customization for scaling decisions than Azure 
provides via the web interface or the Azure Resource 
Management API [7].   

                                                           
4  ”Azure Virtual Machine Scale Sets GA”, Microsoft Azure, 
Web.16 April 2016.<https://azure.microsoft.com/sv-
se/blog/azure-virtual-machine-scale-sets-ga/>. 

VM Sizes 
This test shows that the cost and turnaround time can be more 
than halved by choosing one VM size over another. The 
theory about an optimal VM size is thereby proven. 
However, to find the optimal VM size a wider range of VM 
sizes has to be tested. In addition, the test excluded scaling. 
If scaling is involved and boot and shutdown times are 
measured even greater results for the Standard_F2 could be 
found. Basic_A2 needs to scale out to one instance per short-
term job to finish before deadline where Standard_F2 would 
require one instance per two short-term jobs. Basic_A2 
would then at least have two times more boot and shutdown 
time than the Standard_F2, probably even more due faster 
boot time with SSD on the Standard_F2. 

Surprisingly, this test gave results quite far from the 
expected. There are three things I want to point out. First, the 
more expensive and better equipped Standard_A3 had 
slightly longer turnaround time than the Standard_A2, 
illustrated in figure 7. The program starting the forecast 
procedures in the VM is constructed to execute only one job 
at a time, even though resources for parallel execution exists. 
In addition, only one core is utilized.  

Secondly, the relatively large difference between Basic_A2 
and Standard_A2 indicates that read/write speed to disk is a 
system bottleneck. Disk access is by far the most time 
consuming action on a computer. If the VMs would produce 
forecasts in parallel, the CPU should handle the workload 
because of the long waiting times on disk access. 

Thirdly, the difference in turnaround time on the Basic_A2 
between the initial test (figure 4) and the performance test 
(figure 7) can have several reasons. The time between the 
initial test and the VM size test is about 4 months. During 
this time the procedure may have changed or the data set 
grown.  

With a CPU utilization from 25% to 50% the forecast 
procedure has a great potential for optimization. Either 
through parallelism or a better matched VM size.  

Wider Context 
Companies merging their software into the cloud are, in a 
global context, helping in the fight of our environmental 
issues. A company as Sigma would need a dozen of servers 
to be able to run their service during workload peeks but a 
majority of the time only one server is needed. By hosting 
their service on the cloud other companies can use the same 
physical machines when Sigma do not need them, and 
therefore the overall energy consumption is decreased. In 
addition, the cloud opens the possibility of faster and cheaper 
(some cloud services are to some extent free) developing of 

5 “About AzureWatch”, AzureWatch. Monitoring and 
Autoscaling Features for Windows Azure with AzureWatch 
Indepth. Web. 24 May 2016. 
<https://www.paraleap.com/AzureWatch>. 



software which is today highly valuable when our society 
depends more and more on software.   

Source criticism 
Cloud computing is still relatively new and has developed 
rapidly during the last few years. The short time of the 
cloud’s existence however, does not imply a shortage of 
research on the subject. In a hot field such as cloud 
computing finding research on the subject was not a problem. 
Although some research papers have been published on 
respected conferences and cited in hundreds of other works 
the relevance should be questioned. In the fast developing of 
the cloud’s performance the skeptical attitude toward the 
cloud seen in some papers [2] in the late 2000s is not justified 
today.  

The researches and documentations used in this thesis have 
been evaluated by who the publisher is, the authors’ purpose 
by their paper and the date it was published.  

CONCLUSION 
In this thesis, job schedules have been evaluated to meet 
future expansion of customers’ demand, a set of rules for 
scaling decisions on repetitive computation has been 
proposed and a performance test on multiple VM sizes has 
been executed in search for an optimal VM size.  

An evaluation of four VM sizes shows the great significance 
of selecting a VM size optimized for its purpose. Among the 
tested VM sizes, a more suitable VM size was found, 
decreasing the cloud cost with 58% and shortening the 
execution time with more than 60%. Azure provide a wide 
range of different VM sizes. Knowledge of the intended 
program’s hardware needs and the available VM sizes has 
proven to be an easy and powerful way for optimization.   

Two different schedule algorithms, multilevel queue(MPQ) 
and earliest deadline first(EDF), have been found to satisfy 
the need of prioritization by deadline.   

The proposed rules for scaling decisions seems promising, 
however, the restrictions of the Azure Resource Management 
API has led to the implementation of the rules have not been 
accomplished.  

The main objective of this paper was to investigate how to 
minimize cost of the cloud service without preventing the 
forecast service to deliver forecasts before deadline. By the 
results of the VM size test, the large impact on cost and 
performance by the choice of VM size is presented. The 
hypothesis of an optimal VM size has been proven.  

Future work 
As mentioned in the discussion further research of the Scale 
set and AzureWatch customization would be of interest, if it 
supports the implementation of the proposed scaling 
decisions and measure the scaling decisions’ efficiency.  

The large variation of VM sizes and performance types can 
make it difficult for the software engineer to select the 
optimal VM size. Therefore, an interesting investigation may 

be to create a solution that given any set of workload 
calculates the optimal VM size.  
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