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ABSTRACT

at the heart of the ICN architecture lies retrieving content
by location-independent names that might correspond with
content copied and stored on several hosts.
Communication in CCN, one particular ICN design, is
initiated by the consumer in the form of an interest packet.
When an interest packet reaches a content provider, a data
packet is sent back with the requested content. Since the
content name is included in both the interest as well as the
data packet, the data packet is able to retrace the path of the
interest packet in reverse. Nodes in CCN, both end nodes
and routers, have three primary data structures: a Forwarding Information Base (FIB), a Content Store (CS), and a
Pending Interest Table (PIT). The FIB acts like a routing table and stores next hops for content names; the CS caches
copies of data packets passing through the node; and, the
PIT maintains an entry for each incoming interest packet until its corresponding data packet arrives. Whenever an interest packet arrives at a CCN node, the node tries to look up
the associated content name in the CS. If the content name is
found, the corresponding data packet is returned to the consumer who is the originator of the interest packet; if not, the
node searches the PIT for the content name. Only if the content name is not in the PIT, the interest packet is passed to
the FIB, who lookups the next node and forwards the interest
packet. Otherwise, the interest packet is aggregated on a list
in PIT holding pending interests on this content name, i.e.,
waits on an already-sent interest packet requesting the data
packet with this content name.
Although ICN is indeed a promising alternative internet
architecture that solves many problems inherent with the current internet architecture, there remains several open issues
that need to be solved, e.g., congestion control. Since ICN
intrinsically supports multiple providers for a single, named
content item, with interest and data packets not tied to any
particular network paths between consumer and providers,
the single-source, single-path congestion control schemes
used in the current internet architecture cannot be directly
applied in this type of network architecture. In view of this,
hop-by-hop congestion control schemes have been proposed,
complemented with end-to-end congestion control schemes [4,
9]. Since hop-by-hop congestion control schemes work on

Information-centric networking (ICN) has been introduced
as a potential future networking architecture. ICN promises
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have on a hop-by-hop congestion control scheme, such as the
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1.

INTRODUCTION

The tremendous growth of the internet in the past decade,
together with a new breed of applications, such as Facebook, Twitter, YouTube, Netflix, that are content rather than
location centric, put a great pressure on the way internet
currently works, and in many ways challenge its architecture. Information Centric Networking (ICN) emerged as an
alternative architecture that addresses the requirements of
content-centric applications —it rethinks and redesigns the
current internet architecture, which originally was designed
for communication between pairs of end-hosts. In contrast,
1

a per-link basis, the traditional congestion control schemes
of the current internet apply. Still, as a way of simplifying
its design, several hop-by-hop congestion control schemes
work under the assumption that the link capacity is fixed
and known beforehand. In this paper, we demonstrate the
consequences of such an assumption. Particularly, the paper
shows that fairly small fluctuations in the link capacity could
have a significant negative impact on throughput, latency, as
well as link utilization, for a hop-by-hop congestion control
scheme such as the one employed by Multipath-aware ICN
Rate-based Congestion Control (MIRCC) [4].
The remainder of the paper is organized as follows. Section 2 puts this work into context by providing a brief overview
of related work with a bias towards the works of Wang et
al. [9] and Mahdian et al. [4], which constitute the foundation of the work presented in this paper. Section 3 describes
our study: the experiment setup; the methodology used; and,
the results from the study. The paper concludes in Section 4
with a summary of the results from the paper, their significance, and how we intend to utilize these results in our future
work.

2.

RELATED WORK

As previously mentioned, ICN employs a consumer-driven
communication model in which requested data packets can
be accessible from several different providers, something
which to a large extent invalidates the use of the traditional
congestion control schemes found in the current internet.
For example, it makes it very hard to use an RTO mechanism
similar to transport protocols such as TCP and SCTP, and
the self-clocking mechanism employed by these and other
transport protocols, due to in-network caching, cause fairness problems between competing flows. Still, some of the
earliest proposed congestion control schemes for ICN work
under the assumption of a single provider: Both the Interest Control Protocol (ICP) [2] and the Information Centric
Transport Protocol (ICTP) [8] use AIMD window-based schemes
that work very much the same as in TCP.
As a way to solve the multi-provider problem inherent
with ICN, proposals such as ConTug [1] and Content Centric TCP (CCTCP) [7] use separate congestion windows and
RTO values for each provider location, something which either impose some severe restrictions on the way data is retrieved, or result in complex solutions: ConTug assumes that
the consumer knows beforehand the locations of the content
it is about to request, and that these locations do not change;
CCTCP does not have this limitation, however, in order to
keep track of the locations of content items, it implements
an intricate prediction algorithm.
An alternative way of dealing with the multi-provider problem of ICN, is to handle congestion on a per-link or hopby-hop basis: Each node along the path from a consumer
to a provider is responsible for detecting congestion, and to
adjust the rate of data packets from the provider by adjusting the forwarding rate of interest packets. A typical repre2

sentative of this category of congestion control schemes is
the Hop-by-Hop Interest Shaping (HoBHIS) [6]. In HoBHIS, nodes monitor the size of the queue of arriving data
packets and adjust the forwarding rate of interest packets
accordingly. As a natural continuation of HoBHIS, Yi et
al. [10], propose a congestion control scheme that complements the adjustment of the interest-packet rate with an interest NACK: When a node can neither satisfy nor forward
an interest packet, it sends an interest NACK back to the
downstream node. In so doing, it avoids so-called dangling
PIT entries that might prevent other interest packets to be
forwarded due to lack of space in the PIT of nodes.
Since the interest packets are typically much smaller than
the data packets, most hop-by-hop congestion control schemes
only consider the contribution of data packets to congestion.
As an exception, the congestion control scheme suggested
by Wang et al. [9] takes into account data packets as well as
interest packets in its interest-packet rate computations: On
the basis of the constraint that the sum of the interest- and
data-packet rates should be less than the link capacity, the
optimal interest-packet rate over a link is computed; the actual incoming interest-packet rate to a node is estimated, and
the outgoing interest-packet rate is adjusted based on the difference between the optimal and actual interest-packet rates.
In particular, the outgoing interest-packet rate (io ) is computed as follows:


iobsi 2
,
io = imino + imaxo − imino 1 −
iexpmini
where imino , imaxo are the minimum and maximum outgoing
interest-packet rates; iobsi is the observed incoming interestpacket rate, and iexpmini is the expected minimum incoming
interest-packet rate.
A major problem with the congestion control scheme suggested by Wang et al., and with several other proposed hopby-hop congestion control schemes for that matter, is that
they rely on a known link capacity, something that in many
cases is unrealistic to assume. For example, link bandwidths
dynamically change over wireless links, and in those cases
the ICN network is built as an overlay network, the link between two ICN nodes may consist of several physical links.
Since hop-by-hop congestion control schemes only work
on a per-link basis, they need to be complemented with congestion control schemes that work between the consumer
and the providers. The Multipath-aware ICN Rate-based
Congestion Control (MIRCC) [4] is an example of a congestion control scheme that works on a hop-by-hop basis as well
as between end nodes. In fact, it incorporates the hop-byhop congestion control scheme of Wang et al., and extends
this scheme with a rate-based end-to-end congestion control
scheme which borrows heavily from the Rate Control Protocol (RCP) [3]. As a consequence of MIRCC re-using the
hop-by-hop congestion control scheme of Wang et al., it inherits its deficiencies. Particularly, it inherits the problem of
requiring known link capacities, the extent of which is stud-
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Table 1: Summary of Simulation Results
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were of the same size as in the fixed-size packet simulations,
24 Bytes. Finally, in the fourth scenario, the sizes of the interest and data packets were the same as in the fixed-size
packet simulations. All simulations lasted for 70 s and were
repeated 12 times; the session start times were randomly
picked between 0 s and 5 s.
The results from the simulations are summarized in Table 1 as averages of the 12 repetitions. They are complemented in Figure 2 with plots over bottleneck link utilization
and queue length in the simulations of Scenario 2.

Client/Server2

Figure 1: Network Topology
ied in the following section.

3.

EVALUATION

As previously mentioned, this paper aims to evaluate the
performance effects that follow from assuming known, and
fixed, link capacities in hop-by-hop congestion controls. Since
one option is to omit a hop-by-hop controller altogether, we
start out by demonstrating the effects of only having an endto-end congestion control. Next, we show that Wang et al’s
hop-by-hop congestion control scheme [9] works very well
in a fixed and known bandwidth regimen, corroborating their
original results obtained in ndnSim [5]. Finally, we evaluate
the hop-by-hop scheme when the underlying link capacity is
unknown, and varying, by introducing a small error in the
algorithm’s link capacity estimation.
In all simulations, we used the the network topology illustrated in Figure 1, and in all simulations the end nodes
employed a window-based congestion control scheme that
mimicked the AIMD congestion control scheme of TCP. The
clients at both ends issued requests to the servers at the other
ends. Four scenarios were considered: (1) a scenario with
fixed interest and data packet sizes; (2) a scenario with variablesized interest and data packet sizes; (3) a scenario in which
the ratio of the data and interest packets was not the same
in both directions; and (4) an asymmetric-link scenario in
which the bandwidth from Router1 to Router2 was limited
to 1 Mbps while remaining 10 Mbps in the reverse direction.
The interest packets were of size 24 Bytes in the fixedsize packet simulations, and uniformly distributed between
27 Bytes and 62 Bytes in the variable-sized packet simulations; the data packets were of size 1000 Bytes in the fixedsize packet simulations, and uniformly distributed between
600 Bytes and 1400 Bytes in the variable-sized packet simulations. In the third scenario, the asymmetric-size ratio
scenario, the data packets returned by Client/Server2 were
500 Bytes, while the data packets returned by Client/Server1
were 1000 Bytes; the interest packets in the third scenario
3

3.1

Without Hop-by-Hop Congestion Control

The top section in Table 1 lists the results with no hopby-hop congestion control for scenario 1) with fixed packet
sizes. It thus relies only on the TCP-like end-to-end AIMD
controller operated by the clients for congestion control. We
had to increase the router buffer sizes from 60 to 200 packets
to get decent throughput (around 8 Mbps) and link utilisation
(80-90%) – see Figure 2(a)). This however came with the
price of increased delay (RTT).

3.2

Known Link Capacity

The simulations with known link capacities were designed
to mimic as closely as possible the baseline topology simulations by Wang et al. [9]. Particularly, the shaper queues were
of size 60 packets, and the outgoing interest-packet rate (io )
was shaped to 98% of the link capacity. The middle section
of Table 1 summarizes the known link capacity simulations.
As shown, our simulations confirmed that Wang et al’s hopby-hop congestion control scheme is able to efficiently utilize the available bandwidth on the 10 Mbps bottleneck link
provided the link capacities are fixed and known. However,
the RTT measurements show that efficient utilization of the
bottleneck link came with a queueing delay; especially in the
third scenario, i.e., the scenario with dissimilar data-interest
packet ratios in the two directions.

3.3

Unknown Link Capacity

As a simple way to investigate the effect of unknown link
capacity, we introduce a link capacity estimation error in
the simulation. The bottom section of Table 1 shows results when the estimation error is given by a uniform distribution in the range 0.7-1.3, that is, an estimation error of
plus/minus 30% for the baseline scenario with fixed packet
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(a) Evolution of bottleneck link utilization over simulation time.

(b) Evolution of bottleneck shaper queue over simulation time.

Figure 2: Bottleneck link dynamics in Scenario 1.

5.

sizes. We can see that Wang et al’s scheme, as expected,
does not cope well with this situation. The average throughput is at the level with no hop-by-hop controller, and the link
utilisation (Figure 2(a)) is unstable, jumping between 50 and
100%. The queues are also oscillating, regularly filling up to
the max of 60 packets as shown in 2(b), but that does not increase the total RTT, rather decreasing it slightly due to the
periods of under-utilisation.

4.
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CONCLUSIONS

While ICN may solve many of the problems inherent in
the current internet architecture it still harbours a number of
open issues. This paper has taken a closer look at one of
these problems, congestion control. While most research on
ICN congestion control have recognized the need for efficient hop-by-hop algorithms, few have dropped the assumption of known, and fixed, link capacities. The evaluations in
this paper show that even small estimation errors in the actual link capacity can have significant impact on both throughput and latency, as well as efficient link utilization. To address this issue, future work includes the design and implementation of a hop-by-hop ICN congestion control that incorporates varying and unknown network conditions, such
as link capacities.
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