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Abstract

P
rivacy enhancing technologies have proven to be a beneficial area of re-

search aiming at lessening the threats to the privacy of users’ personal in-

formation in centralised information systems such as online social networks. In

consequence, decentralised solutions have been proposed to extend the control

that users have over their data as opposed to the centralised massive collection

of personal and sensitive data.

The power that the service provider has in centralised information systems

has been shown to diminish the user’s privacy with cases of misuse, censorship

or data leakage. Moreover, the disclosures in 2013 of a global surveillance

program led by public intelligence institutions in collaborationwith some of the

service providers of such centralised information systems have accelerated the

debate on how to take action to counteract the threats to privacy. In particular,

the threat to the legal “right to be let alone” as defined by Samuel Warren

and Louis Brandeis in 1890 in their influential law review article “The Right to

Privacy”.

Privacy-preserving decentralised systems are plausible solutions to such

threats, and one of the most common alternatives used nowadays. However,

the removal of the central authority comes with two main trade-offs to be

tackled, mimicking the features of the centralised information system in a

usable way and taking over the supervision of the security and privacy threats

that once were a responsibility of the central authority.

In our thesis, we propose the use of privacy-preserving decentralised sys-

tems and develop three solutions to centralised information systems in terms

of decentralisation, functionality, and achievable security and privacy. For de-

centralised information systems in general we show a concrete mechanism for

user authentication via standard user-password credentials with comparable

usability to standard centralised applications. Within the realm of practical de-

centralised systems we show a specific example in the domain of decentralised
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online social networks implementing a coordination and cooperation mecha-

nism to organise events without the need of a trusted third party. Finally, we

step back to those centralised systems where the presence of the central au-

thority is still required and, instead, improve one of the aspects of the user’s

privacy: anonymity, by showing an implementation of a system to submit and

grade documents anonymously in the academic sphere in a generic centralised

privacy-preserving system.

Our solutions are some concrete examples of how privacy as data con-

trol, as the paradigm envisioned by Anita Allen, can be achieved to varying

degrees in privacy-preserving centralised and decentralised information sys-

tems. Nonetheless, we hope that the privacy-preserving protocols we propose

and the evaluation of the security and privacy properties can be useful in other

scenarios to mitigate the diverse dangers to personal privacy that we are facing

at the present times.



Sammanfattning

I
ntegritets främjande teknik —på engelska, privacy enhancing technologies

— har visat sig vara ett positivt forskningsområde som syftar till att mins-

ka hoten mot den personliga integriteten av användarnas personuppgifter i

centraliserade informationssystem som online sociala nätverk — på engelska,

online social networks. Följaktligen har decentraliserade lösningar föreslagits

för att förlänga den kontroll som användare har över sina data i motsats till en

centraliserade massiv samling av personliga och känsliga data.

Den kraft som tjänsteleverantören har i centrala informationssystem har vi-

sat sig minska användarens integritet vid fall av missbruk, censur eller dataläc-

kage. Vidare har upplysningarna 2013 av ett globalt övervakningsprogram som

leds av offentliga efterlysningsinstitutioner i samarbete med några av tjänstele-

verantörerna av sådana centraliserade informationssystem påskyndat debatten

om hur man vidtar åtgärder för att motverka hot mot integritet. I synnerhet ho-

tet mot den lagliga “rätten att bli ensam”— på engelska, “right to be let alone”,

somdefinierats av SamuelWarren och Louis Brandeis år 1890 i sin inflytelserika

laggransknings artikel “The Right to Privacy”..

Sekretessskyddande decentraliserade system är trovärdiga lösningar på så-

dana hot och ett av de vanligaste alternativen som åtgärdas idag. Avlägsnandet

av den centrala auktoriteten kommer emellertid med två huvudsakliga kom-

promisser, efterlikna funktionerna i det centraliserade informationssystemet på

ett användbart sätt och överta övervakningen av säkerhets och hoten som en

gång var ett centralt ansvar för centralt auktoritet.

I vår avhandling använder vi decentraliserade system för integritetsskydd

och utvecklar tre lösningar för centraliserade informationssystem när det gäller

decentralisering, funktionalitet och uppnåelig säkerhet och integritet. I decent-

raliserade informationssystem generellt visar vi på en konkret mekanism för

användarautentisering via standard användar-lösenordsuppgifter med jämför-

bar användbarhet för standardiserade centraliserade applikationer. Inomramen
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för praktiska decentraliserade system visar vi på ett specifikt exempel på do-

mänen för decentraliserade online sociala nätverk—på engelska, decentralised

online social networks — som implementerar en samordnings- och samarbets-

mekanism för att organisera händelser utan att behöva ha en betrodd tredje

part. Slutligen går vi tillbaka till de centraliserade systemen där närvaron av

den centrala myndigheten fortfarande krävs och i stället förbättrar en av aspek-

terna av användarens integritet: anonymitet genom att visa en implementering

av ett system för att skicka in och klassificera dokument anonymt i akademisk

sfär i ett generiskt centraliserat system för integritetsskydd.

Våra lösningar är några konkreta exempel på hur integritet som datakon-

troll, som det paradigm som Anita Allen förutser, kan uppnås i varierande

grad i centraliserade och decentraliserade informationssystem för integritets-

skydd. Ändå hoppas vi att de integritetsskydd protokollen som vi föreslår och

utvärderingen av säkerhets- och sekretessegenskaperna kan vara användbara i

andra scenarier för att mildra de olika farorna för personlig integritet som vi

står inför för närvarande.



Resumen

L
as tecnologías para mejorar la privacidad — en inglés, privacy enhancing

technologies — han demostrado ser una beneficiosa área de investigación

para disminuir las amenazas a la privacidad de la información personal de los

usuarios en sistemas de información centralizados como las redes sociales on

line — en inglés, online social networks. Por ello, se han propuesto soluciones

descentralizadaspara ampliar el control que los usuarios ejercen sobre susdatos

en contraposición a la recogida de datos personales y sensibles en sistemas

centralizados.

Casos demal uso, censura o incluso fuga de datos demuestran que el poder

del proveedor de servicios en sistemas de información centralizados disminuye

la privacidad del usuario. Las revelaciones en 2013 de un programa de vigilan-

cia a nivel global dirigido por agencias de inteligencia públicas en colaboración

con algunos de los proveedores de servicios de sistemas de información centra-

lizados han acelerado el debate sobre lasmedidas a tomar para contrarrestar las

amenazas a la privacidad. En particular, la amenaza al “derecho a la soledad”

— en inglés, “right to be let alone”— enunciado por Samuel Warren y Louis

Brandeis en 1890 en el influyente artículo legal, “El derecho a la intimidad”.

Los sistemas descentralizados que preservan la privacidad son soluciones

viables ante las amenazas a la privacidad, y una de las alternativas más comu-

nes en la actualidad. Sin embargo, la supresión de la autoridad central conlleva

tratar de resolver dos inconvenientes: replicar la funcionalidad de los sistemas

de información centralizados de forma que sean utilizables y asumir la vigi-

lancia de las amenazas a la seguridad y privacidad que anteriormente eran

responsabilidad de la autoridad central.

En esta tesis, se propone el uso de sistemas descentralizados que preser-

van la privacidad y para ello desarrollamos tres soluciones a los sistemas de

información centralizados desde los puntos de vista de descentralización, fun-

cionalidad y, seguridad y privacidad. En los sistemas de información descen-

tralizados, diseñamos un mecanismo de autenticación de usuarios mediante
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el uso de credenciales estándar usuario-contraseña cuya usabilidad es compa-

rable a las aplicaciones en sistemas centralizados. En el ámbito más práctico

de los sistemas descentralizados mostramos un ejemplo específico en el área

de las redes sociales on line descentralizadas — en inglés, decentralised online

social networks — implementando un mecanismo de coordinación y coopera-

ción para la organización de eventos sin necesidad de existencia de un tercero

de confianza. Finalmente, en los sistemas de información centralizados, en los

que la presencia de una autoridad central sigue siendo necesaria, intentamos

mejorar uno de los aspectos de la privacidad del usuario: el anonimato, dise-

ñando e implementando un sistema para presentar y evaluar documentos de

forma anónima en el ámbito académico en un sistema de información genérico

y centralizado.

Las soluciones que proponemos son algunos ejemplos concretos del con-

cepto de “privacidad como control de datos” — en inglés, “privacy as data

control”— tal y como lo definió Anita Allen. Un paradigma que se puede con-

seguir en diversos niveles tanto en sistemas de información centralizados como

descentralizados. No obstante, deseamos que los protocolos para preservar la

privacidad que proponemos junto con la evaluación de las propiedades de

seguridad y privacidad sean de utilidad en otros ámbitos para contribuir a

mitigar las diversas amenazas a la privacidad a las que no enfrentamos en la

actualidad.
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1
Introduction

“Intellectual beauty is sufficient unto itself, and only for it
rather than for the future good of humanity does the scholar
condemn himself to arduous and painful labors”

Santiago Ramón y Cajal

I
n 1989, while at the European Particle Physics Laboratory, at the Conseil Eu-

ropéen pour la Recherche Nucléaire (European Organization for Nuclear Re-

search, CERN), Sir Tim Berners-Lee invented the World Wide Web (WWW). No

one at that time would have imagined that such an invention would be central to

the rapid development of the digital age that we are currently witnessing.

Such a period in human history, mainly characterised by an economy based

on information processing as opposed to the traditional manufacturing of the in-

dustrial revolution, has widened the availability of uncountable services to the

general population with access to the Internet. Not only new business opportuni-

ties have stemmed as technological developments matured but also services have

been overhauled to make them available in the digital world.

To give an example, interpersonal communication— the passing of information

between entities — has evolved throughout history as communication advances

developed. The traditional exchange of paper letters as a means of communication

between two parties, which still prevails today, has evolved into a much more

sophisticated and complex form in the information age: electronic mail (e-mail),

which is simply the parallelism in the digital era to such physical letters.

Such an evolution in themeans of communication among individuals and other

entities has also happened at other societal levels. For example, the social structures

that individuals form when sharing similar interests or activities, namely social

networks, have also seen a transposition in the digital era. The Internet and the

1
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WWWhave taken the leading role as tools to convey different types of information

from one party to another, expanding the boundaries of the concept of social

networks, heavily based on tangible activity between individuals and entities.

While the concept of social network is a theoretical term mainly used in the

realm of social sciences to study and describe the social structures determined by

the relationships between individuals, groups, and other types of entities such as

societies; the technological developments of the digital era have popularised its

virtual counterpart term: online social networks.

OSNs are online based applications where the users — individuals and groups

— create profiles of themselves, connect with others by creating relationships,

generate heterogeneous content, and share and exchange such content among their

connections and other users in the network. These networks are, up to a certain

extent, a complement to the established interactions that individuals already have

in their daily lives (123). Convenience of building and maintaining relationships

and enjoyment are among the main motivations driving individuals to disclose

personal information in such platforms (72).

These information systems (ISs) started becoming popular in the second half of

the 90s with services such as LiveJournal or Friendster evolving1 to the most popular

ones nowadays such as Facebook, LinkedIn or Twitter.
The building design describing such systems is very similar among them. Their

design is usually monolithic with a data model that is centralised
2
and a system

model consisting of some variant of cloud computing architectures (95).

The main business model is also similar among most OSNs providers. Instead

of charging the users for the services of the OSN, the revenue model is based on

selling advertisements to businesses and companies that want to reach a subset

of the users in the platform. In fact, some argue that OSNs have become an

ecosystem for marketing rather than for information (57), and ignoring these social

media platforms may be the difference between prosperity or failure for business

success (58).

Such business revenue model based on advertising requires in most cases ac-

cepting some terms of service (TOS) and privacy policies (PPs) where the users

of the OSN give up certain rights on the data contained in the “free” profiles and

any other data stemming from the interactions among them. For example, Facebook
states in its TOS that the user grants a “non-exclusive, transferable, sub-licensable,

royalty-free and worldwide license” of any intellectual property content posted in

the OSN, LinkedIn and Twitter state similar TOS as Facebook — see appendix α for

some excerpts of the TOS.

Users are alsomore aware of the profit thatOSNservice providers get from their

data, for example, via advertising. Moreover, the concern of users’ data privacy in

1
For a comprehensive but concise survey on the history and evolution of these networks the reader

is advised to read (21) and (61).

2
With centralised we mean that the control of the data is under the control of one entity, such as

the OSN service provider, regardless of how the data is stored physically, for example, in a distributed

or centralised manner.
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OSNs has also increased in recent years particularly when it comes to configuring

who can access their content. Some studies show that users’ engagement with the

OSN is linked to a higher awareness and more frequent changes of the privacy

settings in the service (22).

However, raising awareness among OSN users of the privacy settings or how

they can better use the service to protect their privacy or, requesting more trans-

parent policies from the OSN service provider is necessary but still not sufficient.

Because an important aspect of personal data privacy is actually maintaining con-

trol over such information — informational privacy (28).

Privacy in OSNs has become a topic of ongoing discussions in the current

century due to the business model of the service providers of OSNs. Nevertheless,

the focus of the discussions on privacy in OSNs has shifted towards the idea of

data control — privacy was already envisioned as data control in the late 90s (9).

OSNshavebeenon thenews for different unfortunate reasons related toprivacy,

to name a few, coercion into self-identification
3
, user data leakages

4
, censorship

5
,

intentional misuse
6
and even refusal to the right to be forgotten

7

Moreover, OSNs service providers, among other major technological compa-

nies, have been known to be in the thick of a global surveillance program — a

program known as Personal Record Information System Methodology (PRISM)
8

— after the revelations
9
of a former contractor’s employee of the USA govern-

ment in 2013. For example, not only Facebook and Google, had full knowledge of

having their users’ privacy breached without their knowledge and consent but

also assisted in such violations without much legal opposition on the abusive and

indiscriminate demands of law enforcement agencies.

The aforementioned scenario certainly pictures a quite pessimistic andprobable

3
See “Facebook Locks Out Thousands, Now Wants Photo ID” at https://

web.archive.org/web/20150921075721/http://www.conspiracyclub.co/2015/03/25/
facebook-asking-gov-id-to-verify-account/.

4
See “Passwords for 32M Twitter accounts may have been hacked and leaked” at https://web.

archive.org/web/20161102165137/https://techcrunch.com/2016/06/08/twitter-hack/.
5
See “LinkedIn Considers Changes After China Censorship Revealed” at https:

//web.archive.org/web/20150927040931/http://blogs.wsj.com/digits/2014/09/03/
linkedin-considers-changes-after-china-censorship-exposed/.

6
See “WhatsApp data sharing with Facebook must be stopped until it can

be proved legal, European Union warns” at https://web.archive.org/web/
20161029115621/http://www.independent.co.uk/life-style/gadgets-and-tech/news/
whatsapp-data-sharing-facebook-eu-european-union-privacy-safety-opt-out-a7384586.
html.

7
See “European Court Lets Users Erase Records on Web” at https://web.

archive.org/web/20161013113612/http://www.nytimes.com/2014/05/14/technology/
google-should-erase-web-links-to-some-personal-data-europes-highest-court-says.
html.

8
See “NSA Prism program taps in to user data of Apple, Google and others”

at https://web.archive.org/web/20161112033822/https://www.theguardian.com/world/2013/
jun/06/us-tech-giants-nsa-data.

9
Such disclosures should not come as a striking surprise because a former intelligence analyst of

the US Navy already testified in the 1970s about the illegal eavesdropping on US citizens (12).

https://web.archive.org/web/20150921075721/http://www.conspiracyclub.co/2015/03/25/facebook-asking-gov-id-to-verify-account/
https://web.archive.org/web/20150921075721/http://www.conspiracyclub.co/2015/03/25/facebook-asking-gov-id-to-verify-account/
https://web.archive.org/web/20150921075721/http://www.conspiracyclub.co/2015/03/25/facebook-asking-gov-id-to-verify-account/
https://web.archive.org/web/20161102165137/https://techcrunch.com/2016/06/08/twitter-hack/
https://web.archive.org/web/20161102165137/https://techcrunch.com/2016/06/08/twitter-hack/
https://web.archive.org/web/20150927040931/http://blogs.wsj.com/digits/2014/09/03/linkedin-considers-changes-after-china-censorship-exposed/
https://web.archive.org/web/20150927040931/http://blogs.wsj.com/digits/2014/09/03/linkedin-considers-changes-after-china-censorship-exposed/
https://web.archive.org/web/20150927040931/http://blogs.wsj.com/digits/2014/09/03/linkedin-considers-changes-after-china-censorship-exposed/
https://web.archive.org/web/20161029115621/http://www.independent.co.uk/life-style/gadgets-and-tech/news/whatsapp-data-sharing-facebook-eu-european-union-privacy-safety-opt-out-a7384586.html
https://web.archive.org/web/20161029115621/http://www.independent.co.uk/life-style/gadgets-and-tech/news/whatsapp-data-sharing-facebook-eu-european-union-privacy-safety-opt-out-a7384586.html
https://web.archive.org/web/20161029115621/http://www.independent.co.uk/life-style/gadgets-and-tech/news/whatsapp-data-sharing-facebook-eu-european-union-privacy-safety-opt-out-a7384586.html
https://web.archive.org/web/20161029115621/http://www.independent.co.uk/life-style/gadgets-and-tech/news/whatsapp-data-sharing-facebook-eu-european-union-privacy-safety-opt-out-a7384586.html
https://web.archive.org/web/20161013113612/http://www.nytimes.com/2014/05/14/technology/google-should-erase-web-links-to-some-personal-data-europes-highest-court-says.html
https://web.archive.org/web/20161013113612/http://www.nytimes.com/2014/05/14/technology/google-should-erase-web-links-to-some-personal-data-europes-highest-court-says.html
https://web.archive.org/web/20161013113612/http://www.nytimes.com/2014/05/14/technology/google-should-erase-web-links-to-some-personal-data-europes-highest-court-says.html
https://web.archive.org/web/20161013113612/http://www.nytimes.com/2014/05/14/technology/google-should-erase-web-links-to-some-personal-data-europes-highest-court-says.html
https://web.archive.org/web/20161112033822/https://www.theguardian.com/world/2013/jun/06/us-tech-giants-nsa-data
https://web.archive.org/web/20161112033822/https://www.theguardian.com/world/2013/jun/06/us-tech-giants-nsa-data
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future as it seems that privacy is pretty much extinct, if it was somewhat possible

in the past. Even though there are other plausible scenarios that can address

the use of OSNs in a privacy-preserving manner. A trivial one would be simply

not using any technology that can pose a threat to privacy but this is impractical

in the current digital era and irrational. Another solution could be some sort

of institutional transparent control of service providers but this would allow for

collusions between service providers and institutions as proven with the PRISM

program.

In fact, there is not a perfect solution that addresses the problem. However,

the idea of privacy as data control is feasible enough to consider as a starting

point. Because the user should be the one who decides what happens with her

data, how it is dealt with and by whom. There is already technology aiding

the users keep some control while allowing business models to operate without

fully compromising users’ privacy. For example, Apple recently unveiled how it

is embracing differential privacy to collect statistics of its users anonymously
10

—

however, still not fully privacy-preserving because users can be identified in the

broad sense of categories without getting the chance to decide whether they want

to allow that or not.

An example of a privacy-preserving solution in an IS is part of this thesis in

article C. In the context of an academic institution where personal information

about individuals is collected — for example, students’ examination documents

— for further processing by a central authority — such as a grading examiner —

we provide a privacy-preserving protocol based on blind signatures for anony-

mous document submission and grading — the process of anonymous grading is

popularly known as blind grading in fact.

Although our solution provides a procedure to do blind grading in a privacy-

preserving manner guaranteeing the correctness of the grading process, it relies

on a central authority to process the data — for example, to issue and link the

credentials with the identities of the participants. Such authority — an academic

institution — is a trusted party, but this cannot always be a reasonable assumption

in other scenarios — recall the governmental program PRISM.

For these reasons, decentralisation
11

has been proposed as alternative to some

centralised ISs such as OSNs — namely decentralised online social networks

(DOSNs) — as one of the foremost steps to minimise the impact on users’ pri-

vacy by the central service provider. Yet decentralisation in ISs does not come

for free nor it is trivial to achieve because new challenges arise when there is no

central provider to rely on for basic services such as storage, communication or

identification.

10
See “Apple’s ‘Differential Privacy’ Is About Collecting Your Data — But Not

Your Data” at https://web.archive.org/web/20160901192334/https://www.wired.com/2016/06/
apples-differential-privacy-collecting-data/.

11
In the context of this thesis we adopt the definition by Rohit Khare where a decentralised system

is “one which requires multiple parties to make their own independent decisions”.

https://web.archive.org/web/20160901192334/https://www.wired.com/2016/06/apples-differential-privacy-collecting-data/
https://web.archive.org/web/20160901192334/https://www.wired.com/2016/06/apples-differential-privacy-collecting-data/


5

The main idea in decentralised systems, such as DOSNs, is to provide the

services of the centralised counterpart without relying on the central authority

which was assumed to be trusted — fully or partially — and making decisions on

behalf of everyone in the system. This can be done by fully opening the system in

such a way that every party — known as peer — is autonomous, hence interacting

directly with other parties, for example, sharing information, and, entering or

leaving the system freely — anyone can do so at any time. A typical example

of an information system that is completely decentralised is a peer-to-peer (P2P)

network.

Such arbitrariness comes with trade-offs because the parties may have conflict-

ing interests and goals making the decentralised system susceptible to additional

attacks from malicious parties. Every party has now some responsibility because

there is not a central authority where any party can turn to in case of misbehaviors.

For example, impersonation, denial of service, Sybil attacks, collusion or deception

are some of the security threats that a decentralised scenario has to face besides

other technical ones such as lack of cooperation, network bootstrapping or, who

and how to trust (25).

Consequently, decentralisation shifts the primary focus of the IS to privacy,

security and data portability — and usable functionality thereafter. As the power

of the central authority is overruled and distributed among the parties in the

decentralised system new threats arise in the decentralised context. Without any

privacy-preserving approach addressing these challenges, the personal data, that

is nowunlocked from the centralised “silo”, is at the hand of everyone in a virtually

ungoverned environment.

Privacy-preserving decentralised ISs is the other focus of this thesis. On one

side, we show how the classical functionality of user authentication can be imple-

mented in a decentralised manner in article A for an IS in general — in fact, for

a fully decentralised system such as a P2P network — with the use case of OSNs

in mind. We supplement the basic login functionality with other features such as

enabling a user to change her password or even recover a forgotten one via her

e-mail or some security questions or, store her login credentials on some other

device — in a secure form — for example, a mobile phone, so that she does not

have to log in every time she wants to use it.

Scalable and usable privacy-preserving user authentication in decentralised

systems allows for a wider adoption and transition to decentralised ISs. For exam-

ple, the feature of recovering the password via e-mail is a popular solution used

by many vendors in centralised systems — including OSNs service providers (76).

However, such a recovery functionality fails its primary function when the service

provider is not available, or if it becomes malicious and refuses to use the e-mail

originally provided by the user.

In our solution we propose a (n, k)-secret sharing approach to overcome the

absence of a central authority. The user chooses n peers who can help her on the

recovery task and among those, k peers that should be available when recovering

the password. The user is in control of both parameters — n and k — at all times,
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unlike in the centralised scenario.

On the other side, we show how the basic functionality of organising an event,

usually available in centralised OSNs, can be implemented in a privacy-preserving

manner in DOSNs in article B. Our proposed solution allows a user to create events

and invite other users who can confirm their attendance. While this functionality

is rather simple when there is a trusted third party, such as the service provider

in an OSN, implementing such a feature without a trusted broker that guarantees

fairness in the process is not trivial. For example, keeping track of who is invited

or showing the total number of attendees to those invitees who are attending.

Ourmechanismuses standard cryptographic primitives allowing other features

such as revealing some event specific information to a group of users — to those

who commit to attend an event — or even detect any misbehaving party — for

example, an invitee can prove that she accepted an invitation and did not get

further details about the event from a malicious organiser.

With our solution we aim at a broader spectrum of privacy-preserving appli-

cations outside the context of DOSNs. The cooperation and coordination charac-

teristics of our specific use case and our secure decentralised solution suggest for

applications in other domains where there is some collaboration involved between

the parties and a trusted third party is not ideal or possible at all.

Finally, we acknowledge the urgent need for more privacy in ISs. In this

thesis, we take the approach of decentralising such systems as a way to achieve

the ideal of privacy as data control as envisioned by Allen (9). We contribute with

some insights on how to enhance the control of the user on her data in general

centralised and decentralised systems, and in particular ones such as DOSNs. We

also suggest usable privacy-preserving protocols for some specific features and

show their utility in some concrete scenarios.

1.1. Motivation

Our rationale for the line of work of this thesis is data control in the broad

sense and in line with the notion of “privacy as data control” in (9). We drive

our reasoning on the three following core user personal data rights
12
: “control

over user data access”, “knowledge of how data is stored” and which laws or

jurisdictions apply and, “freedom to choose a platform” without experiencing any

vendor lock-in.

Data control in the essence of data privacy and information security is a subject

that has gained a lot of attention in the last decade. Particularly from major

technological corporations such asGoogle,Apple or Facebook because they have been
identified as necessary collaborators of illegal and indiscriminate institutional

13

surveillance of citizens world-wide (84).

12
The reader is advised to read more on the three main rights we have in mind in the User Data

Manifesto at https://web.archive.org/web/20161010132230/https://userdatamanifesto.org/.
13
See “EU’s highest court delivers blow to UK snooper’s charter” at http://web.

archive.org/web/20161221123617/https://www.theguardian.com/law/2016/dec/21/

https://web.archive.org/web/20161010132230/https://userdatamanifesto.org/
http://web.archive.org/web/20161221123617/https://www.theguardian.com/law/2016/dec/21/eus-highest-court-delivers-blow-to-uk-snoopers-charter
http://web.archive.org/web/20161221123617/https://www.theguardian.com/law/2016/dec/21/eus-highest-court-delivers-blow-to-uk-snoopers-charter
http://web.archive.org/web/20161221123617/https://www.theguardian.com/law/2016/dec/21/eus-highest-court-delivers-blow-to-uk-snoopers-charter
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However, users of OSNs owned by some of these major corporations are much

more aware than ever of such a collaborationof serviceproviders andgovernmental

institutions formass surveillance (85). Moreover, users aremorewilling thanbefore

to do something in order to protect their privacy, although in a seemingly paradox

they are also more eager to share more personal information to an even wider

audience (122).

User privacy-related behavior is usually context-dependent because different

types of information prompt different degrees of sensitivity. For example, social

security numbers are considered much more sensitive than some habits such as

purchasing or browsing the WWW. But such privacy concerns and preferences

are subject to manipulation as those interested parties, such as governments or

corporations, distort the context to their interests (5).

A well articulated security and privacy strategy is necessary but it is not suf-

ficient for a corporation (or governmental institution) to protect the data of its

customers and users (or citizens) because the data itself is still out of the control

of the user. Not only does the user not possess such data physically but also not

control who accesses it or even if and how it gets transferred to third parties — in

many cases, unauthorised.

On the one hand, we aim at improving users’ data control as much as it is

technologically possible, leaving legal policies such as TOS or PP and, the ethical

debate out of the scope of this thesis. We believe that removing the central provider

in a centralised IS such as an OSN is one of the very first steps towards returning

the control of the data back to the user. However, there are some trade offs to

considerwhengetting rid off such centralised entities. For example, whatever leads

to protocols that can guarantee that two parties can communicate between each

other without a third one overseeing ought to be identified, analysed, researched,

designed, implemented and evaluated.

On the other hand, the security and privacywemay achieve by removing such a

central providerwill always be limited to the trust thatweput in themachinery that

runs any devised privacy-preserving protocol. For example, the communication

application Signal provides some strong guarantees for secure communication

between two or more parties, but confidence in such assurances — which have

been publicly scrutinised as the source code of the application is available for

anyone to look at — are ultimately dependent on the trust that the user has on the

hardware device and the software platform — particularly when they come from

the same vendor.

Finally, we also have the desire to reduce the impact of personal data privacy

in people’s lives by raising awareness of the topic with our solutions. We want

to broaden and deepen the ongoing political debate and legal discussions on the

topic of privacy not only in OSNs but also in many other centralised ISs. However,

we reckon there is still a long road ahead on the quest of privacy and this is barely

the beginning.

eus-highest-court-delivers-blow-to-uk-snoopers-charter.

http://web.archive.org/web/20161221123617/https://www.theguardian.com/law/2016/dec/21/eus-highest-court-delivers-blow-to-uk-snoopers-charter
http://web.archive.org/web/20161221123617/https://www.theguardian.com/law/2016/dec/21/eus-highest-court-delivers-blow-to-uk-snoopers-charter
http://web.archive.org/web/20161221123617/https://www.theguardian.com/law/2016/dec/21/eus-highest-court-delivers-blow-to-uk-snoopers-charter
http://web.archive.org/web/20161221123617/https://www.theguardian.com/law/2016/dec/21/eus-highest-court-delivers-blow-to-uk-snoopers-charter
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http://web.archive.org/web/20161221123617/https://www.theguardian.com/law/2016/dec/21/eus-highest-court-delivers-blow-to-uk-snoopers-charter
http://web.archive.org/web/20161221123617/https://www.theguardian.com/law/2016/dec/21/eus-highest-court-delivers-blow-to-uk-snoopers-charter
http://web.archive.org/web/20161221123617/https://www.theguardian.com/law/2016/dec/21/eus-highest-court-delivers-blow-to-uk-snoopers-charter
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The utopia of privacy

Our philosophy for privacy should be understood as an ideal that we aim at.

Our line of work where the individual exercises as much control as possible on

her data can be perceived as an utopia and, to a limited extent, we must agree.

Because we can not ignore the reality of living in a law-abiding world and the need

for common sense in daily life.

The same democracy that is giving us the freedom of free speech and allows

us to write these lines, accepted to have laws to regulate itself while also setting

certain boundaries to freedom. For example, it is common in many jurisdictions

that service providers, such as those operating telecommunication and telephone

networks, are legally obliged to help law enforcement in some situations, when the

ruling of a court says so, and breach the privacy of one or more suspect individuals

— the so called legal intercept.

However, our approach in this work aims at providing solutions to reduce the

impact of abusive, intrusive and indiscriminate demands for personal information.

For example, it is not the same the surveillance that law enforcement may demand

of a specific suspect, which must be supported with some proof to be presented

at a court for a judge to approve, and the demands of laws to make legal for law

enforcement to circumvent the courts to wiretap on any individual at will.

It is precisely the court ruling situation that service providers cannot avoid in

most cases and we do not dispute nor criticise. In fact, the solution that service

providers seem to be taking nowadays is similar to the one we advocate in this

work: “privacy as data control”. Service providers are trying to reduce their

liability when it comes to personal data storage. In such cases, they are aiming

at becoming information proxies and minimise access capabilities on the personal

data of their users that they store, either fully or partially depending on their

business model.

Some service providers claim that they cannot access the information they hold

of a specific user because such information has been encryptedwith a key forwhich

the user is the only holder. Therefore, even in the case of a court requirement to

access the personal information of a user, the best the service provider can do is to

provide a copy of the encrypted data — hence, complying with the court request

— but rendering the desires
14

of law enforcement to access personal information

futile.

Possibly striking and somewhat in conflict withwhat we advocate in this thesis,

we accept the need for vetoing the desires for privacy in some situations such as

those where human life is at risk. For example, advancements in electronics have

allowed for the embedment of global navigation satellite system chipsets inmodern

14
Note that the request of laws to forbid encryption mechanisms or even require service providers

to keep copies of encryption keys is still a demand of some legislators. Fortunately, such requests

encounter heavy criticism from other legislators and freedom of speech and human rights activists

because it would render democracy no different than any of the still existing authoritarians modern

dictatorships, at least when it comes to privacy.
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mobile phones whose capabilities are used every day by emergency services to

locate and save people’s lives.

We are still far from a digital dystopia where no secret is safe but more work

is needed to avoid reaching that frightening point. We aim at providing some

privacy-enhancing tools so that sharing personal data is possible on the terms of

the owner of such data and within the bounds of a democratic society, ethics and

common sense.

Mass and indiscriminate surveillance will never be acceptable.

1.2. Outline

After putting the reader in the context of OSNs and the need for privacy-

preserving approaches by means of decentralisation of such online based applica-

tions — DOSNs — in the current chapter, we continue with a background intro-

duction to the main concepts that we base our work on in chapter 2. We provide

a succinct overview of concepts within ISs in section 2.1, centralised and decen-

tralised OSNs in section 2.2 and privacy in section 2.3. And we finalize the chapter

with a brief review of the state of the art on decentralised ISs with an emphasis on

DOSNs in section 2.4.

We continue in chapter 3 with a description of our research problem and the

challenges we faced to detail our research methodology in section 3.3. Our contri-

butions are listed in chapter 4 along with a summary of each article for the reader’s

convenience. We complete this thesis with our conclusions and future directions

in chapter 5.

We finally include a re-print of each publication in the corresponding part.

Namely, Passwords inpeer-to-peer, Event Invitations inPrivacy-PreservingDOSNs:

Formalization and Protocol Design, and Design of a Privacy-Preserving Document

Submission and Grading System (articles A, B and C respectively). Moreover, and

for the reader’s reference, we have also included selected excerpts of TOS from

three popular OSN service providers in appendix α.

1.3. Conventions

In this thesis we are using the following conventions in the language used,

The gender used throughout the text while referring to a human being using

a computer — user —may unintentionally differ, although we tried our best

to be consistent with the female gender. Note, however, that this thesis is

neutral towards gender but to ease the reading we chose such gender.

Data and information can be considered synonyms in the broader sense —

the definition of data is a piece of information. In the context of this thesis

we will use the latter — information — as the abstract fact about something,



10 CHAPTER 1. INTRODUCTION

while the former— data— as the encoded form of such information that can

be transferred over a network and interpreted by a computer.

All the unified resource locators (URLs) in this thesis — except the ones in

the appendix α and the Colophon — are provided via the Wayback ma-

chine, a digital archive of the WWW and other information on the In-

ternet created by the Internet Archive non-profit digital library organisa-

tion. The reader has the possibility of accessing a cached snapshot of the

version that was used when the text of this thesis was written and also

the original URL. In order to access the original URL, the reader is ad-

vised to remove the timestamped prefix that precedes the original URL

of the form https://web.archive.org/web/YYYYMMDDHHMMSS/. For exam-

ple, given the original URL, https://en.wikipedia.org/wiki/Privacy, the
Wayback machine created the following snapshot and its URL as of the time

of this writing, https://web.archive.org/web/20161111044417/https://
en.wikipedia.org/wiki/Privacy.

https://web.archive.org/web/YYYYMMDDHHMMSS/
https://en.wikipedia.org/wiki/Privacy
https://web.archive.org/web/20161111044417/https://en.wikipedia.org/wiki/Privacy
https://web.archive.org/web/20161111044417/https://en.wikipedia.org/wiki/Privacy


2
Background

“Imagination ismore important than knowledge. For knowl-
edge is limited, whereas imagination embraces the entire
world, stimulating progress, giving birth to evolution. It is,
strictly speaking, a real factor in scientific research”

Albert Einstein

T
he field of SNs is an extremely vast domain of knowledge and research. It has

influenced dozens of domains, spanning from the most traditional ones such

as ethnography or anthropology to more contemporary ones such as genomics or

astrophysics.

SNs can be considered huge processes of information dissemination — one of

the reasons for the varied interest from many domains of knowledge. Such a dis-

semination process is one of the bases when forming relations among individuals

and other entities — social structures — and resulting in a set of social relations

that we commonly know as SNs and OSNs in their digital counterpart form.

With the explosion of large scale OSNs, new challenges have emerged in con-

nection with the sudden availability of new types of data. The inherent increase in

the amount of data poses a technological challenge because there is a need to cope

with such size. Moreover, there is a need to investigate and develop efficient meth-

ods that can answer questions in such a large space of data within a reasonable

amount of time.

At the same time, the collection of such an amount of data in OSNs is having

a great impact on the privacy of the users who use these networks to share infor-

mation among them. Data and privacy seem to be the two sides of the same coin:

OSNs (15). On the one side, the retrieval of information — data — is a necessity

11
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when it comes to providing some service, for example, allowing people to com-

ment on a picture, and on the other side, the collection of such data opens a lot

of possibilities on how the data can be used beyond its initial intended purpose in

other realms, for example, advertising.

As the data is usually stored by a single centralised entity— the service provider

— there is also a risk for unintentional mishandling of the data without the knowl-

edge of the users such as misuse, data leakages or even censorship. Therefore,

when designing such ISs with social network capabilities (4, 81, 82, 83, 138), con-

sidering privacy is not simply an additional feature to have in the OSN and it does

become a requirement.

Moreover, providing privacy-preserving capabilities is as important as educat-

ing the users into using the settings built for data control. The risks of exposing

personal information by not configuring properly the visibility of the data is some-

thing that is not commonly considered and poses different threats, for example,

identity theft (24, 56). Though the topic of user behaviors with privacy-preserving

features in OSNs is out of the scope of this thesis.

In the following sections we introduce the reader to the main concepts that this

thesis is based on — however, the reader should consider these sections concise

and introductory summaries to the respective relevant concepts and not any sur-

vey. We provide a brief introduction to ISs in the following section, centralised

and decentralised OSNs in section 2.2, privacy in section 2.3 and related work in

section 2.4.

2.1. Information Systems: on the importance of capabilities

Stair et al. define an IS as a “set of interrelated elements or components that

collect, input, manipulate, process, store, and disseminate, output, data and in-

formation, and provide a corrective reaction, a feedback mechanism, to meet an

objective” (119). Narrowing down the previous definition in the domain of in-

formation technology we have that computer-based information systems (CBISs)

are defined as a “single set of hardware, software, databases, telecommunications,

people, and procedures configured to collect, manipulate, store, and process data

into information”.

CBISs are usually divided into six parts, whichwe briefly describe in the context

of OSNs,

hardware,

possibly the most obvious one in any CBIS. It can be a single machine or

many.

In the context of OSNs — and in the current state of the Internet— where

it is common to use server farms in data centers all over the world acting

as one and providing a fast, reliable and redundant service. Users usually

communicate with one of the farms that is geographically close. In case

of failure of any component in one or more servers of the farm — or even
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an entire server farm — the other machines can take over seamlessly — or

simply another server farm.

software,

is the set of computer programs that govern the operation of the hardware

— tell the hardware what to do, how to function. These can be either system

programs — usually the operating system — or application programs such

as a text editor or a video player.

In the context of OSNs these would be the collection of programs to process

the user requests when accessing the OSN and other auxiliary programs, for

example, to administrate the service, or any client application, for example,

to access the service from a mobile. As OSNs have gained most of their

popularity on the WWW, the computer programs are the web servers and

the engines and frameworks chosen by the service provider to implement the

OSN, for example, theApacheweb server or theRuby onRailsweb application

framework. Mobile apps are also part of the software, and in the case ofOSNs

amajor player
1
for their success, because of their social nature the user is able

to continue interacting from virtually anywhere.

communications,

are the set of systems — networks
2
— that allow organisations to distribute

tasks by using their resources together even if the computer environments

are different.

In the context of OSNs — and in a great majority of large scale systems —

the communication networks are the Internet itself which allows the users to

access the OSN service from their mobile phone, laptop or corporate desktop

computer.

data — or databases,

as a piece of information — recall the definition of data and distinction with

information in section 1.3 — that in the context of CBIS is usually stored

in an organised manner denominated database — an efficient collection of

files with a distinctive characteristic of making the stored information easily

accessible and quickly accessibly.

In the context of OSNs content is what drives the growth and evolution of

the network. Although the content is of different kinds and sizes, databases

are chosen by service providers to make such information available to the

users quickly when they interact in the network.

processes,

describes how the CBIS and the data processed is to be used — the poli-

cies, methods and rules — in order to get the answers for which the IS was

1
Note that the adoption of mobile Internet is more related to the envision by one of the biggest

manufacturers — Apple— to drive the demand for mobile services (132).

2
With networks we include not only specific equipment but also auxiliary ISs to enable electronic

communications around the world.
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designed. For example, there can be some processes on how to backup the

data of the CBIS at a remote location upon the detection of some fire in the

building where it is located.

In the context of OSNs such processes could be related to the policies imple-

mented by the service provider to verify a user when she wants to retrieve

her credentials, or the procedure to allow the user to retrieve all her personal

data stored in the OSN.

users,

are the individual human beingswho use theCBIS—and themost important

element in the IS because their success in achieving their goals will imply

whether the IS is useful the purpose it was designed for or not. The roles of

individuals can vary, they can be either users of the system or personnel who

manage, program or maintain the system.

In the context of OSN the most important individuals are in fact the users.

Their success achieving maintaining social interactions in the network will

make the network expand — not necessarily in users but in content derived

from the social interactions — and last over time.

Although OSNs are CBIS when looking at them from a purely computational

perspective, there are other approaches to them in ISs. For example, DavidKroenke

names them socialmedia information system anddefines themas ISs that “support

sharing of content among networks of users” (75). Others consider these systems

web information system because most of the information that can be received and

transferred to the network happens by means of the WWW although the surge of

mobile Internet is rendering this approach inaccurate.

In this thesis we adhere to the concept of CBIS because we aim at being agnostic

of biased denominations ormeans of communicationwith theOSN.Aswe pointed

out, the mobile Internet is changing the way information is consumed by users

revamping the WWW as the leading source of information.

2.2. Online Social Networks: centralisation vs. decentralisation

While there is an understanding among researchers and practitioners on what

a SN is and, by extension, an OSN, there is no canonical definition of neither of

them in the literature. Authors seem to define their own interpretation as they see

fit to their particular problem to solve or topic to discuss without much general

consensus — see, for example, (6), (40), (111) and (104).

In our work, we have opted for the definition by boyd et al. because we believe

that it is themost representative for recentworks in the field ofOSNs—anOSN site

is a “web-based service that allows individuals to construct a public or semi-public

profile within a bounded system, articulate a list of other users with whom they

share a connection, and view and traverse their list of connections and those made
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by others within the system” — (21). Although this definition has been critiqued

for being too broad as well (14).

The two most important parts of the previous definition are the means of

communication — the WWW — and the administration of the users’ profiles and

their connections in a system. This system iswhatwe need to clarify in fact because

the WWW is, by construction, an interconnected set of systems thus inherently
3

distributed.

Popular centralised OSNs such as Facebook or Twitter take different approaches
in the way they have designed their users’ profiles and the mechanisms for which

users share and traverse the connections among them and, exchange information.

However, most of the data is still stored, processed, administered and managed by

the service provider
4
.

Traditional OSNs, as ISs, are controlled by a single authority — the service

provider— regardless of the chosen infrastructure of the CBIS — for example, in a

distributed manner — to provide the service to the users. There are many reasons

for which many OSNs designs are centralised with the most prominent ones lying

on the side of data control
5
towards business value by means of data mining (38).

However, such centralisation by a single authority poses many threats to the

owner of the data— the user— because she does not knowwhat happens with her

data after such data is transferred into the OSN. Even if the specific uses and pur-

poses are specified in the TOS and PP, the user will not know howmuch effort the

service provider will put into abiding by them. There are many unfortunate exam-

ples of misuse in the media as we highlighted in the introduction. Such instances

are factual breaches of security of the OSN infrastructure but more importantly,

probable violations of the privacy of OSN users’ personal information — see (34)

or (51) for examples of attacks against OSNs affecting the privacy, integrity and

availability of personal data of the users.

For that reason, decentralisation is the most common solution proposed nowa-

days as a solution to the central authority that amasses all the personal data shared

by the users in centralised OSNs. However, decentralisation is not an easy task and

usually there is not one single solution, for example, (114) describes three alter-

native architectures to decentralised OSNs — namely, cloud based, desktop based

with socially informed replication and a hybrid of the former two — differing in

privacy, costs and availability trade-offs.

Past research has focused on removing the central provider and guaranteeing

the confidentiality of users’ personal data — via cryptographic algorithms and

3
Internet traffic nowadays is increasingly concentrating through specific nodes, owned by major

technological corporations such as Amazon or Google, offering cloud services and fostering a centralisa-

tion of the data in the WWW which is seen as a dangerous concentration of ‘power’ by some activists

(19).

4
The service provider may use a distributed architecture to provide the service while still keep full

control of all the nodes in such a setup.

5
Do not confuse data control with data ownership. The latter is still a right that the user who

uploaded the content to the OSN usually keeps. See appendix α for some examples of TOSs with the

legal wording on this matter.
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protocols — but little has been done to address other major trade-offs when dis-

tributing the responsibilities of the central authority among the users of the OSN

(53) .

When decentralising an OSN, and other similar centralised ISs, one has to

consider how to address some crucial topics to store and access the user’s data

securely. For example, identification of the users or the storage of the personal

data, which we address below,

Identification

In traditional OSNs — and most centralised ISs — authentication of users for

the purpose of accessing the system is done by the service provider itself or via

some authorised trusted third party. The central authority keeps and maintains

a registry of records with diverse information about the user for the purpose of

authenticating the user after identifying her. The authority usually has some other

identifying information should the user forgets her credentials and needs to gain

access to the system again.

When decentralising such mechanisms of identification and authentication

there is not a central authority to which rely on to guarantee unique identifiers

or recovering the credentials. One of the solutions for a user to identifying herself

in such a scenario would be using public key cryptography because the user could

use the public key as identifierwhile authenticate herself since she holds the paired

private key.

Althoughcryptographic identifiers arenotmemorable for theusersnorportable

enough for the dynamism of OSNs and the different devices where they are used

nowadays. A solution to this would be using a public key infrastructure (PKI) for

which there are decentralised solutions such as the web of trust — decentralised

networks of P2P certification — of pretty good privacy (2, 120). But they do not

prevent a user from registering a public key under the identity of an already

registered user — identity retention.

Such consistencyguarantee is nowpossible thanks to leveragingon theblockchain

that enables cryptocurrencies such as Bitcoin (88). The blockchain is a distributed

sequential database of growing list of records — blocks of transactions. Because

blocks can only be appended to the list, it is not possible to alter already regis-

tered transactions. Such immutability — among others like the self-organised P2P

network to have one single chain — can be used to impose such a consistency

guarantee for identifiers in a DOSN setup.

Data storage

Decentralising storage in OSNs is another key challenging task because it is

not enough with partitioning the information among a set of nodes using some

algorithm to increase availability and redundancy. There requirements of integrity

and confidentiality are also crucial, particularly when the goal is to eliminate or
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reduce the power of the central authority — recall that it is still possible to have a

distributed storage system controlled by a single authority requiring trust in such

a third party which is what we aim at removing.

Survivable storage systems provide the fundamental requirement of no node,

service nor user can be fully trusted. Persistence of data in such self-securing

storage systems is entrusted to a set of nodes — rather than to individual ones —

able to monitor and repair themselves guaranteeing malfunctioning andmalicious

compromises of storage nodes. Nodes in such systems store the data as in any

decentralised storage and protect it as an independent entity — self-securing re-

quirement — making them different from ‘regular’ decentralised storage systems

(135).

The unique characteristics of survivable storage systems are likely to be the

closest to themainproperties of themost popular decentralised storage engineused

when decentralising OSNs, distributed hash tables (DHTs). DHTs are distributed

storage systems storing information in key-value pairs and providing a lookup

service — usually by key in a dictionary-like fashion.

Decentralisation, integrity, scalability, fault tolerance and anonymity are among

the properties that any DHT should meet in a DOSN. As the varying overlay net-

work topologies, routing algorithms, data models, churn management techniques

and, security attack resilience are vast in the state of the art we direct the reader

to a survey on P2P content distribution, (10) and another one on DHT security

techniques, (128).

2.3. Privacy: a never ending battle

Privacy is an abstract concept notably determined by aspects such as context,

culture, people or even expectations on what an individual can have as privacy.

It is also a fundamental human right recognised in the united nations Declaration

of Human Rights, the International Covenant on Civil and Political Rights and in

many other international treaties.

There have been many attempts throughout history to define the concept of

privacy. For example, a notable approach that set a precedent in modern privacy

law was “the right to be let alone” (130). Warren and Brandeis wrote an influential

law review article, which met great opposition at their time, advocating the need

for this right to be considered and recognised in the US law.

Others described it as a set of four states: solitude, as being free from ob-

servation by others, intimacy, as group seclusion to achieve a close and relaxed

relationship, anonymity, as freedom from identification and surveillance — in

public places and acts — and, reserve, as the desire to limit disclosures to others

— implying that those others must respect such a desire (133). In other words,

as a continuous process of adjustments where each individual has to consider the

need for privacy and the desires for disclosure and communication to others in a

societal context.
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Another approach to privacy— of great interest in our work— is the definition

of “privacy as data control” by Allen (9). Although data control is a complex

paradigm that hinders conflicting interests because, as Allen says, “it obscures the

need for concern that individuals will want too little privacy and also the concern

that people will want too much privacy”. For example, it seems reasonable to let

individuals keep control of their financial data — as it is rather sensitive personal

information, but certain obligations— such as tax laws, oblige individuals to share

this type of information to governmental agencies and even society.

Privacy is important because it helps individuals keep that individuality and

autonomy that defines them. An individual should be able to exercise control over

its personal information in a freely manner without coercions nor restrictions. It

is not even admissible to be questioned on such choices about what is shared —

or not, how, when, with whom or for which purpose. Moreover, privacy becomes

even more important when we consider its functional benefits. For example, an

individual may use a pseudonym to sign some controversial political statements

as a safeguard for her anonymity.

Some argue that there is some sort of paradox with privacy threats bringing

privacy benefits (134). Academics and activists seem to mainly focus on the loss

of some specific privacy, usually surveillance and tracking related, but there are

other technologies that while diminishing such a type of privacy enhance other

types. For example, an individual may care what some others know about her but

does not mind Google knowing what she is trying to find on the WWW by using

Google’s search engine.

The debate on privacy is a long-standing one and much of it we owe to Warren

and Brandeis, and Westin, among others. They brought a modern view of privacy

to society during the digital revolution, to some extent preparing the general public

and lawmakers for the digital era to come. Privacy cannot be thought as a good

or feature that can merely be enhanced, for example, with privacy enhancing tech-

nologies, nor just threatened, for example, by governmental surveillance. Privacy

is a matter of personal preference in most cases and that is what Allen meant with

privacy as data control.

Decentralising privacy

Privacy in OSNs is a rather demanding and complex notion. Individuals as-

sume that such services are a source of threats and dangers because of the numer-

ous media reports on privacy breaches — recall some of the news highlighted in

the Introduction chapter. Though such a presumption is not always necessarily

accurate, for example, when thinking about surveillance. Some authors think of

OSNs as a practical use case to reassess such an idea of surveillance as a social act,

particularly from the notion of “participatory surveillance” (8).

Although in our vision — and this work — we focus on the viewpoint of data

control that, in OSNs, is not simply a responsibility of the service provider in such

a centralised scenario. Instead, it is the responsibility of all the stakeholders in the
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OSN. Everyone is responsible to address the threats that are awaiting, for example,

extortion or identity theft (56).

In centralised scenarios, the service provider must be clear with the PP and the

TOS on what happens to the personal data of the users in the platform. Moreover,

the central authority should provide proper and straightforward settings for the

user to control who can access her data so that she can protect herself.

However, having such features does not mean the user will actually use them,

or do so right (24, 74). Even if the configuration is done correctly, there may be

some false sense of safety and privacy. Those other trusted ones can easily expose

that personal information without realising that they are doing so, for example, a

user may tag a friend in a picture revealing her precise location at some point of

time (118, 137).

On the other hand, service providers need to make a living out of the ‘free’

service they offer — the OSN. Nowadays, users are aware, more than ever, of the

data mining that most of these services apply on their content — not necessarily

because it is explicitly stated in the TOS though. Such data mining is not done only

by the service provider but also other third parties whom the service provider is

sharing data with — including potentially sensitive information. In most cases,

the shared data is claimed to be protected via anonymisation but the robustness of

such processes has been proven to be weak allowing for re-identification (90).

In decentralised scenarios the challenges are greater as many of the safeguards

provided by the service provider do not exist anymore. All the problems and

issues become a responsibility of the users in the network because there is not a

central authority to rely on as we briefly discussed in the previous section.

The security and privacy trade-offs of decentralisation have focused on keeping

personal data confidential and intact — by means of cryptographic protocols and

algorithms, in line with previous perspectives of privacy, for example, in law (59)

or in healthcare (13).

Although confidentiality and integrity are necessary, they are not sufficient be-

cause regardless of any authentication and data control mechanisms implemented

in a decentralised scenario there are other problems to consider. For example, the

inferences that an attacker can make from the meta-data that the central authority

was protecting in the centralised scenario and are available in the decentralised

setup if not addressed in the design of the DOSN (53).

2.4. Related work

Decentralisation of ISs in the realm of OSNs is a subject that has been widely

studied before. Therefore, we briefly discuss some past and ongoing projects of

relevance to themain focus of this work although this section is by nomeansmeant

to be a survey — the reader is advised to have a look at the following survey (96).

Safebook is a DOSN that exploits real-life trust relationships to build privacy-

preservingmechanisms that allow for services in thenetworkguaranteeingprivacy,
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data integrity and availability (35).

Persona is another OSN implementation focusing on data control for the users

and groups of them by means of attribute-based encryption (ABE) — a public-

key encryption scheme where the secret key and the ciphertext depend on some

defined attributes. As all content is stored in groups defined by the users, the

service provider does not decide who can access the data because it is the group’s

owner the one deciding who belongs to the group (11).

A similar approach to Persona is taken in DECENT, a DOSN combining a DHT

with ABE to guarantee confidentiality and integrity of the social relations and the

users’ data (66). Unlike Persona, DECENT stores the encrypted data and its corre-

sponding encrypting policy in separate locations, reducing the risk of inferences

of the user’s privacy should the ciphertext is accessed by a third party.

An enhanced version of DECENT is Cachet, a DOSN leveraging in the social

contacts overlay to guarantee data availability and secure information retrieval

(92). Such guarantees are confidentiality, which is achieved by means of ABE, and

data dissemination and availability, which is possiblewith an enrichedDHTwhere

users play an important role as storage of the recent updates frommutual contacts

in the network, also acting as relays for such updates for their contacts.

On the realm of P2P-based architectures, PeerSoN, was built as a two-tiered

DOSN,—with one tier as a look-up service to findusers and their stored data using

a DHT and, another tier formed by the peers and the users’ data — allowing direct

data exchange between the users and providing confidentiality and access control

— via cryptographic protocols — (26). Similarly, (7) design a DHT-based OSN and

implement some modules — namely, identification, access control, synchronous

and asynchronous communication and, search — supporting social networking

services as a “customizable suite of interoperable, identity-based applications”.

A self-organizing and super-peer based DOSN approach is taken in (115) with

SuperNova. Users contribute to the network with their resources and gain repu-

tation to become super-peers. Such special nodes realize three key tasks in the

network: bootstrapping, users’ directory and search functionalities for the users to

find other users where to store their content.

Deployed systems

Thus far, the aforementioned examples we have highlighted are, for the most

part, academic and research projects of privacy-preserving SNs that have not been

fully deployed beyond the experimentation realm. Hence we finalize the current

section with a brief description of some large-scale actual deployments of privacy-

preserving OSNs and DOSNs.

diaspora, one of the most popular deployed DOSNs, is formed by a network of

independent and federated servers — called pods — owned and maintained by

contributing users (124). With such an architecture no individual in the network

can have all the personal information of all users and, at best, a subset of them.

Though some early studies after the network’s inception pointed at a concentration
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of users around a few servers with high reliability (18). Moreover, the distributed

design of the network allows for a lack of consistency between pods. For example,

when sharing some content between users the replication of the changes on the

content’s policy may not happen in a timely manner among the network’s pods

and a user who was refused access to an object she was granted access to in the

past may still be able to access to such an object by using a pod that is lagging the

replication of the events in the network.

Vis-a-Vis is also based on the idea of federated servers as well. The framework

provides decentralisation to OSNs via computer utility services such as those

offered by cloud computing service providers with a focus on location-basedOSNs

(113). The architecture of the network is a hierarchical overlay of some specialised

servers that are trusted to store sensitive data among others but preserving the

location information of the users of the network.

RetroShare is a fully decentralised OSN, as opposed to the federated approach

of diaspora, using a combination of a web of a trust and anonymous file transfer

based on the Turtle protocol
6
to provide resilience against denial of service attacks

or node compromises (102).

Lastly, Twister, a micro-blogging P2P network similar to Twitter, has been devel-

oped leveraging on the blockchain technology to bind usernames to cryptographic

keys (48). A DHT is used as a storage, for example, user profiles or messages, and

as a directory of the relationships between the users — note that given the public

nature of the platform the relationships are also public as they are in Twitter.

6
Turtle is a P2P overlay for anonymous communication built on top an existing network of trusted

relationships (98).
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Our research problem

“Poetry is a succession of questions which the poet con-
stantly poses”

Vicente Pío Marcelino Cirilo Aleixandre y Merlo

W
e aim at providing some privacy-preserving methods to improve user data

control in the realm of centralised and decentralised ISs, and in a particular

instance of CBISs, DOSNs.

Centralised ISs are the most popular systems on the Internet as the business

strategy of most enterprises owning such systems is fundamentally built around

control. For example, Facebook, which has been accused
1
recently of not doing

enough to prevent fake news in its network, would probably benefit from sharing

some details on how its news filtering processes work for the research community

to assess, but doing so would likely expose details of its internal mechanisms to its

competitors.

In this thesis we aim at reducing the amount of control that a service provider

can do in a centralised IS. Either by improving the privacy of some steps of a

process in a centralised scenario— if we are constrained to keep such an authority,

for example, in a semi-trusted scheme, or by analysing what happens when the

central authority is taken away, and designing and evaluating privacy-enhancing

alternatives instead.

1
See “Zuckerberg: Facebook will develop tools to fight fake news” at https:

//web.archive.org/web/20161120010511/http://money.cnn.com/2016/11/19/technology/
mark-zuckerberg-facebook-fake-news-election/.
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3.1. Challenges addressed

Among the wide spectrum of problems and questions that decentralisation of

centralised ISs such as OSNs poses, we have first focused our efforts on keeping

the functionality of some features in decentralised systems as close as possible to

what these would be in the centralised scenario.

In parallel, such decentralisation triggers our second concern in terms of pri-

vacy. Not only dowe consider this topic in such a setupwhere the central authority

does not exist or it plays a minimal role but also in a more generic fashion for an IS.

When reducing the tasks of the central authority to the minimum, the users in the

system are exposed to some security and privacy threats that should be analysed

and addressed.

Each one, decentralisation and privacy, raise more questions than any thesis or

research will ever be able to answer. Therefore, what follows is a list of the main

questions that we believe this thesis is answering in the aforementioned domains

with the corresponding reference to the articles that we believe shed some light on

the answer. There may be additional questions we have not explicitly considered

but the reader finds an answer to in our work.

Howcanwe replicate the basic functionality of a centralised IS in a completely

decentralisedmanner? For example, howwould a user log into such a system

without central authorities?

Article A

Given a decentralised system that does possess the basic functions compared

to its centralised analogue, can we replicate the functionality of applications

on top of the system, in a privacy-preserving way? For example, how can

users organise events without central authorities on which to rely on?

Article B

Alternatively, if we have a central authority that we can trust to some extent,

how can we increase privacy? For example, how can we provide anonymity

and unlinkability in a centralised IS?

Article C

3.2. Delimitations

In the realm of this thesis, centralised and decentralised ISs, including a user

case of the latter ones, DOSNs, there are some aspects that are considered in a

limited manner or topics that are not considered at all — because they are out of

the scope of this work. We describe them as follows,

We are not aiming at building, nor do we have, a functional system as per

the definition of CBIS in section 2.1.
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We do not get into the debate or in depth analyse the trade-offs between

centralised and decentralised ISs — regardless of our preference towards the

later ones. In fact, we acknowledge that this is an interesting open question

that will likely bring new challenges in the future given the concentration of

power that cloud services providers are experiencing nowadays.

3.3. Methodology

Computer science is the study of the phenomena that surrounds computers by

means of the theory, experiments and design that leads to the actual construction

of computers. The computer is not only a collection of interconnected pieces of

hardware but also a programmed “living” device — as defined by Newell et al.

the studied “organism” — (91).

As such, and derived from the natural sciences as a continuous process, we

take the scientific method as the main approach to address our research problem

by systematic observation, measurement, experimentation, induction and formu-

lation of hypotheses, testing of our deductions, and possibly the modification of

such hypotheses (94).

Among the most prominent research methodologies used nowadays — quan-

titative and qualitative — we do not side with any of them and instead take a

mixed approach. Mixed methods research gives a greater flexibility when answer-

ing research questions rather than constraining approaches or ideas. We try to

find research questions that offer the best chance to obtain useful and meaningful

answers. And we think that a combined approach achieves the best results (69).

Such mixed methods approach leads us into design science research method-

ologies for ISs, which consist of six main steps: identification and motivation of

the problem, definition of the objectives for a solution, design and development of

the solution, demonstration, evaluation and finally, communication of the research

(97). We use the previous criteria to classify and describe the works included in

this thesis in table 3.1.
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Our contributions

“Science is always worth it because its discoveries, sooner or
later, are always put to use”

Severo Ochoa de Albornoz

A. Passwords in peer-to-peer

Kreitz, G., Bodriagov, O., Greschbach, B., Rodríguez-Cano, G., and

Buchegger, S. Passwords in peer-to-peer. In 12th IEEE International Con-
ference on Peer-to-Peer Computing, P2P 2012, Tarragona, Spain, Septem-
ber 3-5, 2012 (2012), pp. 167–178

Summary

One of the differences between typical peer-to-peer (P2P) and client-server

systems is the existence of user accounts. While many P2P applications, like public

file sharing, are anonymous, more complex services such as decentralized online

social networks require user authentication. In these, the common approach to P2P

authentication builds on the possession of cryptographic keys. A drawback with

that approach is usability when users access the system from multiple devices, an

increasingly common scenario.

In this work, we present a scheme to support logins based on users knowing

a username-password pair. We use passwords, as they are the most common

authentication mechanism in services on the Internet today, ensuring strong user

familiarity. In addition to password logins, we also present supporting protocols

to provide functionality related to password logins, such as resetting a forgotten

27
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password via e-mail or security questions. Together, these allow P2P systems to

emulate centralized password logins. The results of our performance evaluation

indicate that incurred delays are well within acceptable bounds.

Contributions

I contributed actively in the discussions we held for the design of the protocols

with ideas and improvements, for example, I helpedwith the formalisation of some

of the protocols such as the password recovery mechanism.

I also contributed substantially to the writing of this work.

B. Event Invitations in Privacy-Preserving DOSNs:

Formalization and Protocol Design

Rodríguez-Cano, G., Greschbach, B., and Buchegger, S. Event invita-
tions in privacy-preserving DOSNs: Formalization and protocol design. In
Privacy and Identity Management for the Future Internet in the Age of
Globalisation - 9th IFIP WG 9.2, 9.5, 9.6/11.7, 11.4, 11.6/SIG 9.2.2 Inter-
national Summer School, Patras, Greece, September 7-12, 2014, Revised
Selected Papers (2014), J. Camenisch, S. Fischer-Hübner, and M. Hansen,
Eds., vol. 457 of IFIP Advances in Information and Communication Tech-
nology, Springer, pp. 185–200

Summary

OSNs have an infamous history of privacy and security issues. One approach

to avoid the massive collection of sensitive data of all users at a central point is a

decentralized architecture.

An event invitation feature – allowing a user to create an event and invite other

users who then can confirm their attendance – is part of the standard functionality

of OSNs. We formalize security and privacy properties of such a feature like

allowing different types of information related to the event (e. g., howmany people

are invited/attending,who is invited/attending) to be sharedwithdifferent groups

of users (e. g., only invited/attending users).

Implementing this feature in a Privacy-Preserving Decentralised Online So-

cial Network is non-trivial because there is no fully trusted broker to guarantee

fairness to all parties involved. We propose a secure decentralized protocol for im-

plementing this feature, using tools such as storage location indirection, ciphertext

inferences and a disclose-secret-if-committed mechanism, derived from standard

cryptographic primitives.

The results can be applied in the context of Privacy-Preserving DOSNs, but

might also be useful in other domains that need mechanisms for cooperation and

coordination, e. g., Collaborative Working Environment and the corresponding
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collaborative-specific tools, i. e., groupware, or Computer-SupportedCollaborative

Learning.

Contributions

I developed, with Benjamin Greschbach, the problem statement as well as the

formalisations of the security andprivacy properties, and the protocolswedevised.

I contributed with Benjamin in the evaluation of the implementation and the tools

we devised.

I also contributed substantially to the writing of this work.

C. Design of a Privacy-Preserving Document Submission and

Grading System

Greschbach, B., Rodríguez-Cano, G., Ericsson, T., and Buchegger, S. De-
sign of a privacy-preserving document submission and grading system. In
Secure IT Systems, 20th Nordic Conference, NordSec 2015, Stockholm,
Sweden, October 19-21, 2015, Proceedings (2015), S. Buchegger and
M. Dam, Eds., vol. 9417 of Lecture Notes in Computer Science, Springer,
pp. 64–71

Summary

Document submission and grading systems are commonly used in educational

institutions. They facilitate the hand-in of assignments by students, the subsequent

grading by the course teachers and the management of the submitted documents

and corresponding grades. But theymight also undermine the privacy of students,

especially when documents and related data are stored long term with the risk of

leaking to malicious parties in the future. We propose a protocol for a privacy-

preserving, anonymous document submission and grading system based on blind

signatures. Our solution guarantees the unlinkability of a document with the

authoring student even after her grade has been reported, while the student can

prove that she received the grade assigned to the document she submitted. We

implemented a prototype of the proposed protocol to show its feasibility and

evaluate its privacy and security properties.

Contributions

Together with Benjamin Greschbach, I developed the problem statement, the

formalisation of the security and privacy properties, and the analysis and eval-

uation of our solution. Tomas Ericsson implemented a proof-of-concept of the

problem statement and contributed actively in the formalisation (42).

I also contributed substantially to the writing of this work.
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Conclusions

“Space: the final frontier. These are the voyages of the star-
ship Enterprise. Its continuing mission: to explore strange
new worlds, to seek out new life and new civilizations, to
boldly go where no one has gone before”

Star Trek: The Next Generation

W
hen Sir Tim Berners-Lee invented the WWW in 1989, he imagined a large-

scale and decentralised IS where everybodywould be able to have their own

website and plug-in a server from which they could offer their content. Such idea

neverworked out in the free-form inwhich itwas envisioned and, instead, personal

data ended up under the control of major technological companies in huge data

centers — “silos” — distributed all over the world.

The idea of bringing back the initial design of a decentralisedWWWhas been in

theminds of researchers andpractitioners for awhile now—“bring back the power

to the people” as Tim Berners-Lee said during his keynote “Re-decentralizing the

web – some strategic questions” at the “Decentralized Web Summit” in 2016.

Decentralisation of ISs on the Internet— or re-decentralisation — has gained

popularity in recent years due to increasing concerns on the risks of personal data

misuse by major technological companies as they oversee a large portion of the

data circulating the Internet.

Until the turn of the 21st century the focus was on the privacy concerns of

individuals as consumers and the policy making in that direction — see some

examples at (86), (105), (32) and (89). However, in 2013, the focus shifted to

governmental mass surveillance after the disclosures of Edward Snowden — a

former contractor of the US government — of the existence of a global surveillance

apparatus led by the US government National Security Agency in cooperation

31
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with other intelligence organisations and in partnership with major technological

players such as Google, Facebook or Apple.
Such idea of decentralisation is what motivates this thesis as means to achieve

privacy as data control in similar terms as those stated by Allen (9). Though

overruling the power of a central authority like the service provider of an OSN

entails sharing the duties and responsibilities among a subset of federated servers

or among all the users of the network in a P2P fashion. In other words, there are

many non-trivial trade-offs to consider which are worth the effort of being looked

at.

With this thesis we aim at contributing to the field of decentralised ISs by

presenting solutions showing that decentralisation is possible and improves the

control that a user has over her personal data— her privacy is enhanced. We spec-

ify, analyse and design some protocols showing how some common functionality

in generic ISs can be mimicked in a decentralised scenario, such as a P2P network,

or in a more specific one, such as a DOSN. We also demonstrate how in some

conventional processes where privacy is not seen as that important, it is possible to

enhance the privacy of a user while keeping the functionality intact in a scenario

where a trusted central authority is required.

For decentralised ISs we present in article A a scheme for usable privacy-

preserving user authentication in a similar manner than what most ISs use nowa-

days, by means of user-password credentials. We also design functionality that

allows credentials recovery or even maintain authentication details stored in a

secure manner across devices with a negligible impact on performance.

In a specific use case of decentralised ISs within the realm of OSNs, DOSNs, we

demonstrate how it is possible to have a coordination and cooperation mechanism

such as the organisation of events without the need of a trusted third party in

article B. Alongwith standard cryptographic primitives we describe some privacy-

enhancing tools that allow storage location indirection — control of the ability

to access an encrypted object and possibly to decrypt it as well, or controlled

cipher-text inferences — allowing certain leak information such as the size of an

encrypted object but not its content — and define a “commit-disclose” protocol —

where some information is disclosed to a certain set of users who have fulfilled

some requirement.

We also tackled the problem of anonymity in centralised IS with a prototype

implementation of a document submission and grading system in article Cwithout

compromising the correctness of the process. By means of standard cryptographic

primitives such as blind signatureswepropose a protocol that guarantees “forward

unlinkability” of a document with the author over time— an examiner will not be

able to link the author of a document with the document itself even after reporting

the grade for that document — and, “provable linkability” of an author’s identity

with the grade for its document—an author of a document is guaranteed to receive

a grade if and only the author submitted the document.

Finally, we also aim at bringing back — once more — the debate on privacy

because the envisioned “Big Brother” society that George Orwell pictured is not
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far from being part of our daily lives (93). The solutions to some of the security and

privacy problems we have presented in the previous chapters are some examples

of how we can actually achieve some compromises to resolve the conflict between

the need and value for information and the cost of personal privacy.

5.1. Future work

There are many directions in which centralised and decentralised systems can

be developed further in a privacy-preserving manner. From the purely decen-

tralised approach such as P2P networks to mixed models where some of the ser-

vices are supplied—partially or fully—- bymeans of centralised service providers.

For example, there may be a need to trust a third party such as a governmental

agency — the police — to provide users’ identification capabilities to some de-

centralised services that would need to know that each user has a verifiable and

unique identity for the purpose of complying with governmental regulations —

such as tax laws.

In the following list we describe some of the possible lines of work we have

thought this thesis can be followed up with,

stricter formalisation and evaluation of the security and privacy properties.

In our work we have evaluated the security and privacy properties of the

protocols we have proposed. However, we have done so in a loosely manner

— pseudo-formally — and, up to a certain degree, in isolated scenarios.

Such features would benefit from a strict formalisation — for example, by

means of formal systems such as join-calculus (45), λ-calculus (30) or π-
calculus (87) — and a deeper evaluation for increased soundness.

Moreover, combining the features in the same system may reveal inconsis-

tencies and conflicts between the properties or even uncover new properties.

Assessing the compatibilitywould be another important task to includewhen

formalising the properties.

wider range of functionalities.

We have shown some cases of functionalities in centralised and decentralised

ISs with the ideal goal of achieving a fully decentralised IS using OSNs as

our main scenario. Though we have barely scratched the surface of the

area because there are many open challenges to address in a more privacy-

preserving manner.

For example, it is not trivial to retrieve the content of the connections of a

user in such a decentralised scenario and it gets more complicated when

considering the question of posting content on someone else’s profile or

simply commenting.

Another open problem is the realisation of the so called albums (of pictures)

because it is not only a matter of distributed storage of such information but

mostly search and access control of this content — and other questions such

as allowing the identification of individuals in the stored content.
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expansion of the decentralisation approach to other areas.

Although our focus in this work has been on decentralisation of centralised

ISs, such as those where there can be various actors — for example, in OSNs,

there are also other scenarios where decentralisation could be of interest

For example, in home care
1
—where a nurse carries some sensitive personal

identifiable information in order to provide the right care to a patient and

eventually returns to the primary care facility with some new personal data

about that patient, in content-sharing or even inpublic ledging of transactions

without a trusted third party — such as those happening in the blockchain

powering the crypto-currency Bitcoin.
privacy-preserving analytics.

There are some solutions to do simple privacy-preserving centralised analyt-

ics, but there are no straightforward ways or solutions to do complex ones.

Moreover, doing such an analysis in a decentralised scenario, where it is not

easy to have a complete picture of the network at the time of analysis, makes

it a challenge on its own.

However, in the coming years, privacy-preserving analytics not only will be

key for the success ofmany businesses and enterprises but also a requirement

(79). Bad publicity and wrong-doing of past actions — such as the ones after

the Snowden revelations — are among the reasons for which corporations

may want to minimize the data footprint at its source — the user — and

process it in a more privacy-preserving manner.

Ultimately, information-theoretically secure solutions are the only ones that can

guarantee the effectiveness of privacy in whichever system they are implemented

because, by design, these solutions assume an adversary with unbounded com-

puting power. For example, the confidentiality of personal data encrypted with

encryption algorithms that are information-theoretically secure is guaranteed to

be resilient to any future development in computing power such as quantum com-

puting.

Some of the information-theoretically secure solutions that exist today and that

could be of use to the scenarios we have described in this thesis are either too

complex to implement or somewhat computationally inefficient in a distributed

scenario. However, any further work must aim at such an ideal of information-

theoretic secure, usable and performing solutions in a decentralised scenario, and

so do we.

1
Medical care and safety are some controversial matters when it comes to ideal privacy. Consider

an unconscious person in a life threatening situation, should her medical history be accessed without

her consent? It would be technologically possible to protect such sensitive personal data but it simply

does not make sense. However, it is clear it would be a privacy violation allowed in many legislations

because the preservation of the human life is an unquestioned obligation.
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Abstract

One of the differences between typical peer-to-peer (P2P) and client-server

systems is the existence of user accounts. While many P2P applications, like

public file sharing, are anonymous, more complex services such as decentral-

ized online social networks require user authentication. In these, the common

approach to P2P authentication builds on the possession of cryptographic keys.

A drawback with that approach is usability when users access the system from

multiple devices, an increasingly common scenario.

In thiswork, we present a scheme to support logins based on users knowing

a username-password pair. We use passwords, as they are the most common

authentication mechanism in services on the Internet today, ensuring strong

user familiarity. In addition to password logins, we also present supporting

protocols to provide functionality related to password logins, such as resetting

a forgotten password via e-mail or security questions. Together, these allowP2P

systems to emulate centralizedpassword logins. The results of ourperformance

evaluation indicate that incurred delays are well within acceptable bounds.
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A.1. Introduction

Most of the peer-to-peer (P2P) systems deployed today do not authenticate

users. While this is is often acceptable, or even preferable, there are some problems

forwhich user authentication is a requirement. These include P2P storage, backup,

and online social networks. In such applications, the data accessible to a client

depends on who is using it.

We discuss how to implement a username-password scheme for authentica-

tion in P2P systems. Our goal is to construct an authentication component that

can be reused across different P2P applications, which we assume authenticate

via possession of cryptographic keys. Thus, from an API perspective, the login

system shall allow a user entering a username and a password to recover a set of

cryptographic keys which can then be used by the actual application. These keys

can also be updated as needed by the application.

The goal from an end-user point of view is to emulate current behavior of cen-

tralized password-based loginmechanisms. More specifically, we include schemes

to remember logins, change passwords, and provide recovery if a password is for-

gotten. We aim to follow best practice in password authentication, acknowledging

that users often re-use passwords between systems. By remembered logins, we

mean that a user can opt to have a device store information such that it can log in

again without storing the user’s password in plain text on the device. Similarly,

password change requires knowing the old password, and for password recovery,

the user is able to set a new password but does not learn her previous one.

Why password authentication?

There is a rich literature on various approaches to authentication, ranging from

the traditional username-password pair to hardware tokens and biometry. Of

these, the traditional view is that passwords should be replaced by some better

mechanism. However, as argued by Herley and van Oorschot (62), despite sig-

nificant research efforts into dislodging passwords, they are still by far the most

common authentication mechanism today. Reasons for their prevalence include

simplicity, price, and very strong user familiarity.

When authentication is required in the P2P setting, it is typically done via the

security-wise stronger mechanism of generating and storing cryptographic keys

on a user’s machine. This approach is taken in systems such as OneSwarm (65),

Safebook (35), and Tribler (1). This works well until the user wants to access the

service from a second device. To do so, she would need to transfer the keys, or

assume a new identity. This is an added complexity and user-perceived drawback

for P2P services competing against client-server systems.

One concern is that using passwords may lead to added security risks for

skilled and security-conscious users who can easily copy keys between devices.

However, nothing prevents suchusers from choosingpasswords of similar strength

as cryptographic keys. Another issue pertains to remembered logins, where one
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must consider theft. We cannot prevent a thief from accessing the user’s account,

but with our protocols, the thief cannot change the user’s password, and the

legitimate user can always revoke the remembered credentials that are on the

stolen device.

Our Contribution

We develop and describe a suite of protocols for password authentication in

P2P networks: account registration, login, password change, remembered logins,

logout also of a remote device, and password recovery, following best practices

and adapting standardized criteria from centralized systems to P2P environments,

and start a discussion on usable authentication in P2P systems.

Our password authentication is based on standard cryptographic techniques

and can be used with standard P2P components. As a first step toward a security

analysis, we discuss the security implications of our protocols. Then, we evaluate

the performance of our protocols under various scenarios.

Paper Outline

We discuss related work in Section A.2, give a system overview in Section A.3

and outline our basic scheme for password-based login in Section A.4. We then de-

scribe password recoverymechanisms as extensions to the basic loginmechanisms

in Section A.5. Next, we discuss security in Section A.6 and report our evaluation

results in Section A.7 before concluding in Section A.8.

A.2. Related Work

The subject of securely establishing stable identities in P2P systems has been

previously studied, for instance by Aberer, Datta and Hauswirth (3). The need

for identities mainly arose from technical concerns, such as handling dynamic IP

address assignment, or avoiding Sybil attacks (39). Authentication of a node is

done via a signature key, automatically generated and stored on the node.

As P2P systems began providing more complex functionality (1, 35, 65, 78),

the need to authenticate users, rather than nodes, arose. It seems that often,

authentication via a signature key has been carried over to this problem. While a

solution of automatic identification of a node is preferable as long as users use a

single device, equating a nodewith a user fails as users increasingly access services

from multiple devices.

Illustrative is the case of backup systems, where an important use case is to

restore data on a different system fromwhere it was backed up. Here, two different

approaches to authentication have been taken. All approaches build on encrypting

backed up content, and the approaches vary in whether the keys are randomly

derived (78), or derived from a password (33). In the former case, a user must

manually back the keys up, as these keys are required to restore the backup. The
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systems deriving a key from a password are related to our proposed protocol, and

use some related techniques. However, to the best of our knowledge, they do not

consider the additional protocols required surrounding password authentication,

such as remembered logins, and recovering lost passwords.

Some P2P storage systems also use techniques which are related to ours. For

example, the DHT-based systems GNUnet and Freenet use keyword strings to

derive a public-private key pair whose private key is used to sign data and the

hash of the public key to identify the data in the storage. Both of these systems use

a keyword string as a seed to a pseudo-random number generator that produces

the key pair (16, 31). Knowing only the memorable keyword string the user can

store and retrieve information.

Related to forgotten passwords, recovery of information in a P2P scenario has

been studied by Vu et al. (129) who proposed a combination of threshold-based

secret sharing with delegate selection and encrypting shares with passwords.

Frykholm and Juels (50) proposed a password-recovery mechanism based on

security questions very similar to our protocol for the same task. They offer

better, information-theoretic security properties, something not applicable to our

scenario. We treat the subject of password change, which is not applicable to their

scenario, although their proposal could be extended to support password change

using our techniques.

A.3. System Overview and Assumptions

We have designed our system around standard primitives, as depicted in Fig-

ure A.1. In particular, our protocols build on: a DHT (68, 131), for user lookup;

a peer sampling protocol (20, 67) for randomly choosing peers; and a distributed

storage (17, 103) for storing data required for our solution. Both the DHT and

distributed storage are P2P protocols, run by the peers participating in the system.

The storage could be implemented as aDHT, or even be the same as the user lookup

DHT. However, we put different requirements on the user lookup DHT and the

distributed storage, as detailed below.

To make the system flexible across different implementations, we require as

few non-standard features as possible. The exception to this is the DHT that

handles account registration, mapping each registered username to a reference in

the storage. For resilience against account hĳacking, we propose modifying the

DHT to be write-once on keys: once an account has been registered, nobody else

can register that username.

From the DHT we require two operations, put(key, value), and get(key). The
put operation associates the valuewith the key, and subsequent get operations on

that key will return the value. As the DHT is write-once, a second put operation

with the same key will not affect the system state.

The distributed storage functions for data manipulation are similar to the DHT,

with three differences: we allow the distributed storage to select the “filename”
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Figure A.1: Overview of the system.

for us; we require that data can be updated; and we assume (minimalistic) access

control when writing. We refer to what is stored in the distributed storage as files,

to simplify our description. While the storage component can be implemented

as a distributed file system, we emphasize that our requirements are significantly

weaker than full file system semantics.

We formalize theAPI to the storage ashaving threeoperations. First, create(data)
which generates a new file and returns a filename. Second, write(filename, data)
that overwrites the file filename with content data. Third, read(filename) which

reads the content from a file. Our security does not require overwritten data to

be inaccessible, so a solution similar to GNUnet (16) or Freenet (31) where a new

version is stored and pointed to suffice in our protocols.

We require the storage system to support some minimalistic access control.

Each stored file has an owner, which is the user who created the file. Only the

owner can perform the write operation. To authenticate ownership of files, we

assume that a public-key cryptographic system is used.

Finally, for the peer sampling component, we require a getPeer() method,
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returning a randomly selected peer, with a distribution close to uniform.

A.4. Password-based P2P Login

For password-based authentication in P2P systems, the basic functionality in-

volved is registering an account, and logging in. We also consider password change

and remembered logins, allowing a device to store sufficient information to log in

later without asking for credentials anew. Following recommendations from the

ISO 27002 standard (64), we define the following requirements for our login pro-

cedure and add our own (preceded by a star) to account for several devices.

passwords should neither be stored nor transmitted in clear text

a user should be able to choose her own passwords and change them

files with passwords should be stored separately from application data

? a user should use the same password to log in from any device

? it should not be possible to recover a password by stealing a device with

remembered credentials

? it should be possible to block access to the account from a stolen device

The standard also defines limitations for password login procedures that our sys-

tem cannot provide fully due to the lack of rate-limiting possibilities in P2P net-

works: to limit the number of unsuccessful login attempts and the maximum and

minimum time allowed for the login procedure. Adapting a multi-party password

hardening scheme (44) could, in futurework, be away to achieve similar properties

in a P2P network. Besides this limitation, our protocols fulfill the requirements as

outlined in the standard, and our own added requirements.

We now describe our protocols based on the system model from Section A.3.

Figure A.2 shows the information objects and their storage locations, with arrows

for the abstract flow of the login procedure, Table A.1 lists the terms used in the

algorithms.

Account Registration

To register a new account (see Algorithm 1), the user first has to choose a

username uname and a password passwd. Next, the user creates a key store file

FKS , containing all the keys used by the P2P application the user wants to log in

to (and an additional storage key, authenticating write operations on this file). The

user then creates a symmetric key KKS , encrypts the file content with this key

and puts the ciphertext into the storage, obtaining a file name fKS . Now, the user

creates a login information file FLI by creating a random byte string salt, deriving
a symmetric key KLI from the password passwd and the salt, encrypting fKS ,
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Table A.1: Protocol Terminology

uname Username

passwd Password

salt Random byte string

KW Cryptographic key for write authenti-

cation

FKS Key store file

fKS File name of FKS

KKS Cryptographic key (used to encrypt

FKS)

FLI , fLI ,KLI Login information file, its file name

and key

FDL, fDL,KDL Device login information file, its file

name and key

D,DID User device and the identifier of D
Kx1,Kx2, . . . Cryptographic keys for usage after log-

ging in

devmap Mapping from device identifiers to de-

vice login information files and corre-

sponding keys

KKS and KW (a generated storage key, required for overwriting FLI later) with

KLI . The salt and the three encrypted values are put into the storage, obtaining a

file name fLI . The salt is stored in plaintext, so that the user later can derive the

decryption key KLI by only providing the password. Finally, the user performs

the write-once operation put on the DHT with uname as key and fLI as value.

If the username was taken, the user is prompted for a new username. Once all

operations have succeeded, the user is registered in the system.

Login

Once registered, a user is able to log in – that is, to retrieve the cryptographic

keys stored in the key store file FKS – from any device by only entering her

username and password (see Algorithm 2). A get request with the parameter

uname to the DHT results in the filename fLI for the login information file FLI .

This file is retrieved from the distributed storage and contains the salt in plaintext.

The latter is fed into a key-derivation function together with the user password

to derive the key KLI . This key allows the user to decrypt all other content of

the login information file, including the filename fKS of the key store file and the

corresponding key KKS . Finally, the user fetches the key store file FKS from the

storage system and decrypts it, using KKS . This concludes the login procedure

as the user is now in possession of the keys Kx1,Kx2, . . . , required by the P2P
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Figure A.2: Storage Locations (boxes) and Login Procedure (arrows)

application.

If the user chose to remember the login information on the local device, a new

device login information file FDL is created and saved to the storage system (which

returns a filename fDL). This file contains the filename fKS of the key store file

as well as the according key KKS and is encrypted with a new key KDL. On the

device, only the filename fDL and the key KDL are stored locally. Additionally, a

reference to the device login information file is stored in the devmap value of the

login information file FLI . It contains a mapping from a device identifier to the

filename and key of the device login information file, allowing password changes

and device revocation as described later.

When the user wants to log in from the same device again, the locally stored

values (fDL,KDL) are used to retrieve the device login information file, decrypt it,

and thereby gain access to the key store file. Thus, the remembered login feature

allows the user to log in without entering the password, while nothing password-
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Algorithm 1 Account Registration

1: uname← User.input(“Choose username:”)

2: passwd← User.input(“Choose strong password:”)

3: KKS ← generateKey()

4: FKS ← encryptKKS
(Kx1 ||Kx2 || . . . )

5: fKS ← Storage.create(FKS)

6: salt← generateSalt()

7: devmap← createMap()

8: KLI ← KDF(salt,passwd)
9: KW ← generateKey() // suitable for the storage system

10: FLI ← salt||encryptKLI
(fKS ||KKS ||KW ||devmap)

11: fLI ← Storage.create(FLI ) // usingKW

12: while DHT.put(uname,fLI ) fails

13: uname← User.input(“Choose new username:”)

14: end while

related is stored on the device. Furthermore, remembered logins remain valid

even if the P2P application changes keys in the key store file.

Password Change

Before the user can change the password, shemust log in using her password to

obtainKLI . With this information, the password change can be accomplished (see

Algorithm 3): the user is asked for a new password and a new salt is generated.

The key-derivation function is used to generate a new key Knew
LI for the login

information file. Then, the content of the key-store file is fetched and decrypted

(with the old key). A new key Knew
KS is generated and used for encrypting the

key-store content again before it is saved to the storage system, obtaining a new

filename fnew
KS . Finally, the login information file is updated: fnew

KS ,Knew
KS , the write

credential KW as well as a new empty device mapping devmapnew
are encrypted

with the new keyKnew
LI . Together with the new salt, this ciphertext is written to the

distributed storage, using the reference fLI and the credentialKW , to authenticate

the write operation. Lastly, the keys stored in the key store should be updated by

the application using our P2P protocol. See Section A.6 for a discussion. At this

point, old device login information files can also be deleted from the storage to

reclaim space.

Logout

To log out from the system, the user does not have to interact with the DHT or

the storage system. Simply wiping her local cache from application data and all

keymaterial restores the pre-login state. If the user chose to remember the login on
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Algorithm 2 Login

1: fDL,KDL ← Device.readLocalStore()

2: if fDL , NULL then // non-interactive login

3: FDL ← Storage.read(fDL)

4: fKS ,KKS ← decryptKDL
(FDL)

5: saveLoginLocally ← False
6: else // interactive login

7: uname← User.input(“Enter username:”)

8: passwd← User.input(“Enter password:”)

9: saveLoginLocally ← User.input(“Remember?”)

10: fLI ← DHT.get(uname)
11: FLI ← Storage.read(fLI )

12: salt← FLI .salt // stored in plaintext

13: KLI ← KDF(salt,passwd)
14: fKS ,KKS ,KW , devmap← decryptKLI

(FLI )

15: end if

16: FKS ← Storage.read(fKS)

17: Kx1,Kx2, · · · ← decryptKKS
(FKS)

18: if saveLoginLocally then
19: KDL ← generateKey()

20: FDL ← encryptKDL
(fKS ||KKS)

21: fDL ← Storage.create(FDL)

22: Device.writeLocalStore(fDL ||KDL)

23: devmap.append(Device.ID, fDL ||KDL)

24: FLI ← salt||encryptKLI
(fKS ||KKS ||KW ||devmap)

25: Storage.write(fLI ,FLI ) // usingKW

26: end if

a device, the corresponding device login information file FDL can also be deleted

from the storage.

A problem related to logging out is revoking remembered credentials on an-

other device, e. g., a user’s stolen phone. To accomplish this, we first run the

password change operation, which locks out all devices with remembered logins,

because the key store key KKS changed (as well as the filename fKS). Next, we

use the device mapping devmap to inform all devices about the new key (and

filename), except the device that is to be revoked. To inform a device about the

change, we update the corresponding values in the device’s login information file

FDL which can be accessed from the device by using the locally stored credentials.

Algorithm 4 describes this necessary extension. After running the password

change operation, all devices that should not be revoked and that have remembered

logins (and therefore are referenced in the device mapping devmap) are processed.
The device login information filename fDL and its keyKDL are read, and the new
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Algorithm 3 Password Change

Input: uname,Kold
LI

1: fLI ← DHT.get(uname)
2: F old

LI ← Storage.read(fLI )

3: fold
KS ,K

old
KS ,KW , devmapold ← decryptKold

LI
(F old

LI )

4: passwdnew ← User.input(“Enter new password:”)

5: saltnew ← generateSalt()

6: Knew
LI ← KDF(saltnew

,passwdnew
)

7: devmapnew ← createMap()

8: F enc−old
KS ← Storage.read(fold

KS)

9: FKS ← decryptKold
KS

(F enc−old
KS )

10: Knew
KS ← generateKey()

11: F enc−new
KS ← encryptKnew

KS
(FKS)

12: fnew
KS ← Storage.create(F enc−new

KS )

13: Fnew
LI ←
saltnew || encryptKnew

LI
(fnew

KS ||Knew
KS ||KW ||devmapnew

)

14: Storage.write(fLI ,F
new
LI ) // usingKW

15: Refresh keys stored in key store

16: Old device login information files may be deleted

key store keyKnew
KS and filename fnew

KS are written to the device login information

file FDL, encrypted under the device key KDL. Finally, the modified devmap is

saved back to the login information file FLI .

Algorithm 4 Logout Other Device

1: ... // run Algorithm 3 (Password Change)

2: deviceToLogout← User.input(“Select device:”)

3: devmap.remove(deviceToLogout)
4: foreach DID in devmap // all devices to keep

5: fDL,KDL ← devmap.get(DID)

6: FDL ← encryptKDL
(fnew

KS ||Knew
KS )

7: Storage.write(fDL,FDL)

8: end

9: ... // save modified devmap back to FLI

A.5. Password Recovery

An important part of password-based logins is the possibility for users to re-

cover their accounts if they forget their passwords. We refer to this as a password
recovery mechanism. The goal of a password recovery mechanism is to provide a
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secondary way of authenticating the user. There are a number of password recov-

ery mechanisms used in practice. In our experience, three of the most common

ones are password hints, security questions, and e-mail based recovery. Other ap-

proaches (beyond the scope of this paper) include vouching for identity by social

contacts (23), or using trusted devices.

Password hints means that the usermay enter a hint at the same time as she sets

this password. The hint will be displayed to her if she forgets her password, and

should be selected such that it helps her recall her password, but does not make it

significantly easier for someone else to guess it. The hint is not truly a secondary

authenticationmechanism, but rather ameans to recovering the original password-

based authentication mechanism. A basic version of password hints would be

straightforward to implement in our system: the hint can be stored in plaintext in

the login information file. Security questions and e-mail based password recovery

are more complex to adapt. We described their implementation in detail after

listing requirements.

As in Section A.4 for the login procedure, we define a set of functional require-

ments for password recovery, based on the ISO 27002 standard (64) as follows. We

also augment the list with requirements of our own (preceded by a star).

establish methods to verify the identity of a user prior to allowing the user

to choose a new password

communicate with those affected by or involved with recovery security inci-

dents

have procedures to allow recovery and restoration of business operations and

availability of information in a time-scaled manner

a legitimate user should be able to recover lost (forgotten) or broken (device’s)

keys

? the recovery procedure should allow a user to set a new password, not reveal

the old password

? the process of recovery should be easy to use

? sensitive information for recovery should be kept secret

Our protocols support these requirements. The sole exception is that if a password

is reset via security questions alone, the system would not “communicate with

those affected” (e.g., send an e-mail notification that the password had been reset,

as is common in centralized services). We remark that the last item is a stronger

property than many centralized systems provide. In our system, no one learns

the answers to a user’s security questions. We consider this to be important, since

many systems use similar security questions.
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The operations described in this section imply minor additions to the protocols

of Section A.4, i. e., invoking the update procedures after each password change

(to sustain transaction safety, the updates have to be included in the final write

operation of the password change operation).

Table A.2: Recovery Protocol Terminology

Security Question Recovery

qSi (n, k)-secret sharing share ofKLI

Qi Security challenge question

Ai Answer to question Qi

qsalti Random byte string

qKi Key to encrypt the share qSi

E-mail Based Recovery

KR Long-term recovery key

eSi (n, k)-secret sharing share ofKR

email Recovery e-mail address of the user

peeri Randomly selected peer

esalti Random byte string (to seed the e-mail

commitment)

ksalti Random byte string (to seed the key eKi)

Ci Cryptographic commitment to the e-mail

address

eKi Key to encrypt the share eSi

Security Questions

Security questions is a password recovery technique that relies on answers to

questions the user is asked during registration. The answers should be such that

they cannot be easily guessed or researched by an attacker, but still stable over time,

memorable, and definite (112). Rabkin (100) underlines the importance to choose

good questions especially in the era of social networks. Frykholm and Juels (50)

discuss a related technique that is similar to our adaption of this scheme.

Weassume that theuser providesn answersAi to suitable security questionsQi.

In order to recover the password, we require the user to answer any k out of these

n questions correctly. The choice of k constitutes an obvious trade-off between

security and usability. A successful recovery yields the key KLI to the login

information file, allowing the user to change the password, using Algorithm 3.

Our implementation does not require the user to provide new answers after a

regular password change. Additionally, we avoid storing the plaintext answers to

the security questions.
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For the setup of the question based recovery mechanism (Algorithm 5), we first

create n shares qS1, . . . , qSn of the keyKLI under an (n, k)-secret sharing scheme.

For each of these shares, we create a salt qsalti, derive a key qKi from this salt

and the answer Ai, and use it to encrypt the share, yielding qSenc
i . Furthermore

we encrypt the key qKi with the login information file key KLI , for the update

procedure described later. Finally, the login information file is extended with all

questions Qi, the salts qsalti, the encrypted shares qSenc
i and the encrypted keys

qKenc
i . When recovering, the user has to reproduce at least k answers, which

together with the stored salts can be used to derive k keys qKi, which in turn can

decrypt k shares qSi.

When KLI changes (e. g., due to a regular password change), we update the

recovery information as in Algorithm 6: for the new keyKnew
LI , a new set of shares

is created. Next, the keys qKi are decrypted and used to encrypt the new shares.

Neither the keys qKi nor the salts salti change, so the user can still use the same

answers for recovery. Finally, the updated shares (and re-encrypted keys, to allow

further updates) are saved back to the login information file.

Algorithm 5 Security Questions Setup

1: qS1, . . . , qSn ← createShares(n,k,KLI )

2: for i← 1, n do

3: Qi ← User.input(“Enter question i:”)
4: Ai ← User.input(“Enter answer i:”)
5: qsalti ← generateSalt()

6: qKi ← KDF(qsalti,Ai)

7: qSenc
i ← encryptqKi (qSi)

8: qKenc
i ← encryptKLI

(qKi)

9: end for

10: add toFLI : qS
enc
i , qKenc

i and the plaintext values ofQi, qsalti ∀i ∈ {1, . . . , n}

Algorithm 6 Security Questions Update (onKLI change)

1: qSnew
1 , . . . , qSnew

n ← createShares(n,k,Knew
LI )

2: for i← 1, n do

3: qKi ← decryptKLI
(qKenc

i )

4: qSnew−enc
i ← encryptqKi (qS

new
i )

5: qKnew−enc
i ← encryptKnew

LI
(qKi)

6: end for

7: update in FLI : qS
new−enc
i , qKnew−enc

i ∀i ∈ {1, . . . , n}
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E-mail Based

In e-mail based password recovery, the user is sent an e-mail containing some

information, typically a link with a token, by which she can reset her password.

This link is sent to an e-mail address she has registered with her account.

We adapt this scheme by randomly choosing a number of peers, that collab-

oratively provide this functionality to the user. We use (n, k)-secret sharing to

enable password recovery even if not all of the involved peers are online when the

user wants to recover the password. We discuss parameter choices of k and n in

Section A.7.

To provide persistence of the recovery mechanism independent of a changing

key KLI (e. g., due to a password change), the result of the recovery process is a

recovery key KR, that always encrypts the current version of KLI . Algorithm 7

describes the setup procedure: From the recovery key KR, n shares eS1, . . . , eSn

are generated using (n, k)-secret sharing. For each share, a random peer peeri is

picked, two salts esalti and ksalti are created and a cryptographic commitment

Ci is derived from the salt esalti together with the email. This commitment

will be used to authorize the user to the peer, and bind it to this specific e-mail

address. Next, a key eKi, to encrypt the share eSi, is derived in the same way as

the commitment, but with salt ksalti. A different salt is needed so that the peer

cannot decrypt the share (before learning the address). The commitment and the

encrypted share are stored at the peer. The login information FLI file is extended

with a list of the chosen peers peeri and the according salts esalti, ksalti, as well as

Kenc
LI , encrypted with the recovery key, and the recovery key, encrypted withKLI

(to allow for password changes).

Algorithm 7 E-mail Recovery Setup

1: KR ← generateKey() // long-term recovery key

2: Kenc
LI ← encryptKR

(KLI )

3: eS1, . . . , eSn ← createShares(n,k,KR)

4: email← User.input(“Enter recovery e-mail address:”)

5: for i← 1, n do

6: peeri ← getPeer()

7: esalti ← generateSalt()

8: ksalti ← generateSalt()

9: Ci ← KDF(esalti,email) // commitment

10: eKi ← KDF(ksalti,email)
11: eSenc

i ← encrypteKi (eSi)

12: store at peeri: Ci, eS
enc
i

13: end for

14: Kenc
R ← encryptKLI

(KR)

15: add to FLI : K
enc
LI ,K

enc
R and the plaintext values of peeri, esalti, ksalti ∀i ∈

{1, . . . , n}
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To recover the password (Algorithm 8), the user looks up the available infor-

mation in the login information file, including the list of peers to be requested for

assistance. Each request is authorized by the commitment Ci, that the peer can

derive from the salt esalti and the e-mail address, that the user provided (Algo-

rithm 9). If the request was legitimate, the peer sends the encrypted share to the

e-mail address. As soon as the user collected k answers, she can recoverKLI .

Algorithm 8 E-mail Recovery: User

1: uname← User.input(“Enter username:”)

2: email← User.input(“Enter e-mail:”)

3: fLI ← DHT.get(uname)
4: FLI ← Storage.read(fLI )

5: Kenc
LI ;∀i : peeri, esalti, ksalti ← FLI // plaintext part

6: ∀i : send (email, esalti) to peeri // send n requests

7: eSenc
1 , . . . , eSenc

k ← read e-mail // wait for k e-mails

8: for i← 1, k do

9: eKi ← KDF(ksalti,email)
10: eSi ← decrypteKi (eS

enc
i )

11: end for

12: KR ← useShares(eS1, . . . , eSk)

13: KLI ← decryptKR
(Kenc

LI )

14: ... // run Algorithm 3 (Password Change)

Algorithm 9 E-mail Recovery: Peer

Stored: Ci, eS
enc
i // stored at peer

Input: email, esalti // provided by the user request

1: if Ci � KDF(esalti,email) then // legitimate request

2: sendMail(email,eSenc
i )

3: end if

To provide long-term persistence of this recovery mechanism, Kenc
LI has to be

updated whenever KLI changes. Algorithm 10 describes the necessary steps,

including updatingKenc
R to allow subsequent updates.

Algorithm 10 E-mail Recovery Update (onKLI change)

1: KR ← decryptKold
LI

(Kenc
R )

2: Kenc−new
LI ← encryptKR

(Knew
LI )

3: Kenc−new
R ← encryptKnew

LI
(KR)

4: update in FLI : K
enc−new
LI ,Kenc−new

R
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Combining Approaches

The approaches presented above can be composed, either sequentially or in

parallel. By sequential composition, we mean that the user must both correctly

answer security questions and receive e-mail. By parallel composition, we mean

that either mechanism can be used alone to recover the password. The latter is

achieved by using both systems in parallel.

For sequential composition, the user picks a uniformly random string r of the
same length asKLI . The user stores r in one of themechanisms, andKLI⊕r in the

second mechanism, where ⊕ denotes the exclusive-OR operation. If one recovers

both of these,KLI can be computed. If one learns only one of the pieces, nothing is

gained, as both r andKLI⊕r are uniformly random. More generally, to combine n
mechanisms in arbitrary ways, (n, k)-secret sharing can be used. What we describe

here are two trivial such schemes for n � 2.

A.6. Security

The goal we set is to emulate the security provided by a centralized solution.

Some security risks are inherent to thepassword functionality, andapply regardless

of implementation technique. For instance, in e-mail based recovery, an attacker

compromising the victim’s e-mail account can reset her password.

In this section, we elaborate on security concerns of our protocols. We do

not have full cryptographic security proofs of our protocols, something which is

important future work.

Concerning safety, we have designed our protocols such that persistently stored

data remains in a consistent state if the protocol is aborted at any point. Some pro-

tocols may, if an operation fails, leave orphan files in the storage. If our protocol for

revoking remembered credentials is interrupted, it may revoke more devices than

intended. Apart from this, our operations have transactional semantics, assuming

small writes (both creation, and updates) to the storage are atomic operations and

that operations block until successful.

Adversary Model

To capture the concept of collusions, we consider an adversary that corrupts

a number of nodes. Upon corruption, the adversary gains all information known

to that node, and in the case of an active adversary, can also control its future

actions. The adversary can also make requests to the underlying system, e. g., read

files from the distributed storage. As almost all our protocols mainly operate on

publicly readable (encrypted) data, this ability is important. The only computation

made by nodes different from the one logging in are in verifying write operations,

and in e-mail based password recovery.
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Risks in Used Components

As our protocols make use of several standard components, vulnerabilities in

those components can also affect our system. For instance, an adversary may

prevent a user from logging in by attacking the victim’s ability to read her login

information file from the distributed storage. We note that there are many security

techniques in DHTs that canmitigate such threats, and refer to Urdaneta et al. (128)

for a recent survey.

Offline Guessing

An issue in password authentication based on a (distributed) file system is that

the information required to verify a password attempt is inherently exposed. This

means that in our scheme, we cannot prevent an attacker frommounting an offline

attack against our encrypted passwords. This is a considerable drawback from

centralized schemes, where the encrypted password database is kept protected.

As a partial mitigation, we utilize a KDF with a per-user salt. This forces

an attacker to evaluate the KDF individually for each user on a password guess,

defeating parallel attacks against multiple users. We recommend the system be

instantiated with a slow KDF, such as bcrypt (99) to throttle offline guessing. The

protocol could be modified to reduce storage by using the username as a salt, but

we recommend against that as it would be vulnerable to pre-computation (before

the system is started, or between instances using the same KDF) attacks against

common username-password pairs.

Theproblemof a serverperformingoffline attacks against its passworddatabase

was treated by Ford and Kaliski (44). Their techniques are client-server based, and

require all servers to be online for a login. We leave it as future work to investigate

modifying their protocol to be applicable also in a P2P setting. This would prevent

offline guessing attacks.

Colluding Nodes in E-mail Based Recovery

In the mechanism for e-mail based recovery, we employ (n, k)-secret sharing,
and secrets are stored on n random nodes in the system. If an attacker controls k
or more of these nodes, she can recover the secret and access the victim’s account.

In Section A.7 we discuss the choice of these parameters.

A peer sampling protocol is used to select the n nodes where the shares are

stored. An active attacker may influence this protocol, in order to ensure that she

controls k out of the selected nodes. This can be mitigated by a peer sampling

protocol designed to tolerate active attacks, such as Brahms (20).

The protocol is designed to reveal onlyminimal information to the peers. Thus,

evenwhen colluding, peers have to get hold of both, the salt ksalti and the recovery

e-mail address email to mount an attack. The e-mail address will be revealed to a

peer onlywhen the user initiates the recovery process. Malicious peersmight try to
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guess it earlier, but to verify guesses either ksalti or esalti are required. These are
stored in the login information file of the user, which can only be found knowing

the username. Therefore the setup process should be anonymous, where the peer

does not learn the username of the user for whom it stores the share.

Updating Application Keys

When a password is changed, or device is revoked, access is effectively revoked

from future updates to the key store. However, a malicious device may have stored

the last keys it was able to access. Thus, in the password update procedure (which

is also used for device revocation), the keys for the P2P application itself need to

be updated, and then these new keys need to be written to the key store. How to

update them, if possible, is beyond the scope of this paper, as it is a functionality

of the application protocol.

Denial-of-Service

An adversary may mount a DoS attack by writing many user names into the

DHT, thus blocking those from registration by legitimate users. This attack is also

possible in centralized systems, but there detection and counter-measures (e.g.,

removing the fake accounts) is significantly easier. One can solve this issue by

assuming a lightweight CA dealing only with checking user identification before

account creation, similar to Safebook (35). We remark that this attack only target

the availability of registration of a new user account, it does not affect existing

users.

A related attack can occurwhen an adversary can prevent a user from accessing

some of the data required to log in (e.g., by controlling all replicas holding the

victim’s entry in the DHT). In such attacks, existing users can be prevented from

logging in, possibly permanently by overwriting or deleting the key. This illustrates

the importance of applying security techniques for underlying components (128)

and indicates a large replication factor should be chosen.

Security Summary

Aside from the concerns outlined, we believe that our schemes produce a

similar level of security as client-server based password authentication schemes.

The cryptographic design of our protocols relies on relatively standard techniques.

This leads us to be confident that the security of our protocols can be formally

proven using cryptographic techniques.

We also provide some features which are not commonly present in centralized

systems. One of these is the ability to revoke stored credentials from only some

specific devices. A second one is the ability to set up e-mail based password

recovery without revealing your e-mail address before recovery actually occurs,

offering an additional privacy protection.
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A.7. Evaluation

Wedeveloped two lightweight custom simulators, one to evaluate the efficiency

and security of our protocols, and one to assist in setting the n and k parameters for

e-mail based password recovery. For the performance analysis, we take as input

the time to perform required cryptographic operations, as well as the time of our

network operations. For the analysis of n and k parameters, we need data on node

uptime to evaluate the availability of the password recovery system for a given

choice. We used latency data from Jiménez et al. (68), and node availability data

from Rzadca et al. (110).

To measure the computational cost of the necessary cryptographic operations

in a prototype implementation, we used OpenSSL’s built-in benchmark function

on a 2.26GHz Core 2 Duo running Mac OS X, as well as an ARM 1GHz Cortex-

A8, similar to modern smart phones. The times for all required cryptographic

operations (using DSA as a public-key scheme) was negligible, below 5ms (2ms

on the faster CPU).

As our protocols can be applied with any DHT and file storage combination,

we used the BitTorrent Mainline DHT as an example for our numeric performance

evaluation. Jiménez et al. (68) recently ran experiments to evaluate the perfor-

mance of their proposed algorithmic improvements. From their measurements,

we received a CDF for the latency of real-world DHT lookups. We assume that all

our network operations, writes and reads, both from DHT and distributed storage,

take the same amount of time as a DHT lookup in their study. This can be moti-

vated, as our distributed storage could be implemented via a DHT.We remark that

their measurements are performed with a “warmed up” client with filled routing

tables for the DHT. Thus, these numbers may be overly optimistic for a newly

started client.

Finally, we believe, node availability will vary considerably between applica-

tions. As a representative case, we considered a distributed storage system by

Rzadca et al. (110), which featured such data in their evaluation. In the distri-

bution, 10% of nodes have availability 95%, 25% have availability 87%, 30% have

availability 75%, and 35% have availability 33%. To this rough distribution, Gaus-

sian noise with σ � .1 is added, and the resulting availability is capped between

3% and 97%.

Performance

We believe that the main performance-critical operation is logging in (109). We

believe that for all other operations, latency on the order of a few seconds can be

acceptable, and even a minute if they are run in the background. Thus, we only

present results for logging in, but note that as the operations for other protocols are

similar, results are expected to be similar. The performance cost of our protocols

is dominated by network operations. However, to slow down password guessing
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Figure A.3: CDF for login latency in three modes: First time login, remembered

logins, and first time login after password entry (pre-fetch). Network operations

are assumed to have costs of BitTorrent mainline DHT lookups, using NR128-A

(solid lines) or µTorrent strategy (dashed lines) (68).

attempts, one may wish to force the key derivation procedure to be slow, to the

point of making that cost dominant.

When evaluating the protocols, we parallelized network operations where pos-

sible. Logging in for the first time and remembering the credentials for future

logins is then a sequence of two network operations, followed by key derivation,

followed by three parallel network operations. In a password login, it is also pos-

sible to pre-fetch some of the information after the user has entered her username,

but before she enters her password. In particular, as soon as the username is

known, the filename FLI can be retrieved from the DHT, and the file can be read.

Decryption of the file and further processing is then only possible after the user

enters her password. To evaluate this speed-up, we computed the time it takes to

finish the login after the user has entered her password. The time to fetch the two

files is identical to the time to do a remembered login, and it is sufficiently small

that the data can realistically be retrieved while the user is typing her password.

To determine the sensitivity of our performance to implementation character-

istics, we evaluated our protocol for two different client strategies in the BitTorrent

Mainline DHT: The NR128-A algorithm (68), and the µTorrent client’s implemen-

tation. We present these performance numbers in Figure A.3 and Table A.3. Firstly,

we observe thatwith a fast storage, our login protocol is very fast, with amedian lo-

gin time of 650ms the first time, and 346ms for remembered logins. Comparing the

results, we observe that our protocols are indeed sensitive to storage latency. While
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Table A.3: Latencies of protocols, in milliseconds.

Network Op. (68) First Login Remem. Login

DHT median 99th
median 99th

median 99th

NR128-A 164 567 650 1362 346 915

µTorrent 647 5140 3299 10154 1456 7148

performance results building on µTorrent data are slightly above recommended

levels (125), we still consider them within range of acceptability for P2P.

When evaluating these numbers, we assumed that the run-time of the KDF

function is negligible. As a system designer, one may wish to pick a slow KDF

(e. g., bcrypt (99)), as this slows down password guessing attempts. Any latency in-

tentionally added via the KDF would affect the first-time login (after the password

entry) times.

Parameters for E-mail Password Recovery

There are trade-offs between availability, security, and storage space in our

e-mail based password recovery protocol.

For the selection of k, the minimum number of peers required to recover the

password, there is a direct trade-off between security and availability. Lower

choices of k increase the risk of an adversary, controlling a significant number of

nodes, to break into the user’s account. A higher k reduces the availability of the

recovery functionality, which reflects the chances of a user to immediately succeed

with the password recovery. However, if the user does not instantly receive k
answers, she can simply wait until enough peers are online.

We believe a reasonable choice of parameters is n � 16 and k � n/2. With

these numbers, using the availability data from Rzadca et al. (110), there is a 96%

probability of immediate recovery of a lost password. A very strong attacker,

corrupting 25% of the nodes in the system, would still only be able to access the

user’s accountwith probability 3%. The analysis of parameter choice here is similar

to any P2P system using secret sharing, and we refer to e.g., Vu et al. (129) for a

more in-depth discussion.

Scalability

The latency of our protocols will scale similarly to DHTs or other distributed

storage systems. The data we used for evaluation is based on measurements on

the largest deployedDHT, demonstrating that performance is goodwith extremely

large user numbers. Performance may in fact be worse for a small system, as there

are then fewer nodes, meaning that it is less likely to find data at a nearby node.

To bootstrap the system with good performance when it is small, a very simple

distributed storage using one or a few super-nodeswould be one approach. Storage
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requirements per user are also small, with a few files per user and small file sizes.

From this, we conclude that our system is likely to scale well with the number of

users.

A.8. Conclusions and Future Work

The pros and cons of password-based authentication have been extensively de-

bated. We believe that for some applications, a username-password pair provides

an appropriate level of security. We argue that incorporating a well-known au-

thentication scheme may assist in user adoption of P2P systems for more complex

tasks than file sharing. To the best of our knowledge, ours is the first work to focus

on password-based logins in a P2P setting, including mechanisms to recover a

forgotten password. Our protocols are new (but our security questions are similar

to (50)), relatively straightforward, and we believe, they are an important first step

towards usable authentication in P2P.

The performance of our mechanisms in terms of delay varies according to the

underlying DHT or P2P system in general and in relation to howmuch intentional

delay is added by parameterizing cryptographic functions. Overall, however, our

evaluation results show that for user satisfaction (109), the delays can be kept at a

very acceptable level (125).

While we have provided an initial discussion of the security properties of our

protocol here, future work will include a thorough security analysis. Our scheme

allows offline password guessing attacks, which will also be addressed in future

work.
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Abstract

Online Social Networks (OSNs) have an infamous history of privacy and

security issues. One approach to avoid the massive collection of sensitive data

of all users at a central point is a decentralized architecture.

An event invitation feature – allowing a user to create an event and invite

other users who then can confirm their attendance – is part of the standard

functionality of OSNs. We formalize security and privacy properties of such a

feature like allowing different types of information related to the event (e. g.,

howmanypeople are invited/attending,who is invited/attending) to be shared

with different groups of users (e. g., only invited/attending users).

Implementing this feature in a Privacy-PreservingDecentralisedOnline So-

cial Network is non-trivial because there is no fully trusted broker to guarantee

fairness to all parties involved. We propose a secure decentralized protocol

for implementing this feature, using tools such as storage location indirection,

ciphertext inferences and a disclose-secret-if-committed mechanism, derived

from standard cryptographic primitives.

The results can be applied in the context of Privacy-Preserving DOSNs, but

might also be useful in other domains that need mechanisms for cooperation

and coordination, e. g., Collaborative Working Environment and the corre-

sponding collaborative-specific tools, i. e., groupware, or Computer-Supported

Collaborative Learning.
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B.1. Introduction

Themost common form of Online Social Networks (OSNs) are run in a logically

centralized manner (although often physically distributed), where the provider

operating the service acts as a communication channel between the individuals.

Due to the popularity of these services, the extent of information the providers

oversee is vast and covers a largeportionof thepopulation. Moreover, the collection

of new types of sensitive information from each individual simply keeps increasing

(117). Users of these centralized services not only risk their own privacy but also

the privacy of those they engage with. Whether intentional, or unintentional, data

leakages (116), misuse (80) or censorship are some of the issues affecting the users.

Decentralization has been proposed to reduce the effect of these privacy threats

by removing the central provider and its ability to collect and mine the data up-

loaded by the users as well as behavioral data. A Decentralised Online Social

Network (DOSN) should provide the same features as those offered in centralized

OSNs and at the same time it must preserve the privacy of the user in this different

scenario. The latter is not straightforward, as in addition to the decentralization

challenge itself, new privacy threats arise when the gatekeeper functionality of the

provider that protects users from each other disappears (53).

One of the standard features of OSNs is the handling of event invitations and

participation, i. e., a call for an assembly of individuals in the social graph for

a particular purpose, e. g., a birthday celebration, demonstration, or meeting.

There is usually metadata related to each event, such as date, location and a

description. An implementation of this feature must provide security properties

to the participants, e. g., that a user can verify that an invitation she received

was actually sent by the organizer. Furthermore, it must support certain privacy

settings. For example, an organizer could choose that only invited users learn how

many other users were invited and that only after a user has committed to attend

the event, she learns the identities of these other invited users.

Realizing this in a decentralized scenario is non-trivial because there is no

Trusted Third Party (TTP) which all involved users can rely on. This is a problem,

especially for privacy properties where information shall only be disclosed to users

with a certain status, because any user should be able to verify the results to detect

any possible cheating. In the example above, a neutral, trusted broker could keep

the secret information (the identities of invited users) and disclose it only to users

who committed to attend the event. This would guarantee fairness to both the

organizer and the invited users. It becomes more challenging to implement this

without a central TTP and still allowing different types of information about the

event to be shared with different groups of users in a secure way.

Our contribution

We describe and formally define two basic and five more complex security and

privacy properties for the event invitations feature.
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We propose and discuss a distributed and privacy-preserving implementation

of the event invitations feature without using a TTP. The suggested protocols cover

all of our defined properties, considering 20 different parameter combinations for

the tunable privacy properties.

We also describe three privacy-enhancing tools that we use in our implemen-

tation: storage location indirection, controlled ciphertext inference and a commit-

disclose protocol. They are based on standard cryptographic techniques such as

public key encryption, digital signatures and cryptographic hashes, and can be

useful for other applications as well.

Paper Outline

We discuss related work in Section B.2, describe the problem of implementing

the event invitation feature in a decentralized way and formalize security and

privacy properties in Section B.3. Our proposed implementation together with

privacy-enhancing tools follow in Section B.4, and we discuss this solution in

Section B.5. We conclude with a summary and future work in Section B.6.

B.2. Related work

Groupware tools have been widely researched since they were first defined in

1978 by Peter and Trudy Johnson-Lenz (70). Choosing between centralized and

distributed implementations has been a major concern for these applications as

pointed out in (101). While the traditional model uses the client-server architec-

ture (77, 126), there have been some projects on decentralized collaborative envi-

ronments: Peer-to-pEer COLlaborative Environment (41), a P2P multicast overlay

for multimedia collaboration in real-time, although synchronous; YCab (27), a mo-

bile collaborative system designed for wireless ad-hoc networks; or a hybrid P2P

architecture with centralized personal and group media tools in (136).

Security features in collaborative applications were already introduced in the

popular client-server platform for businesses, IBM Notes/Domino (formerly Lo-

tus Notes/Domino), to allow for usable authentication, and digital signature and

encryption by means of a Public Key Infrastructure (PKI) to end-users (139). Con-

trol policies in Computer-Supported Collaborative Work are considered in (106),

including distributed architectures.

Protocol design guidelines in collaboration scenarios, where the privacy of a

group member does not lessen by participating in the environment, have been

studied and proposed in (71). These guidelines aim at minimizing the amount of

information a member has to provide to the group for the common activities, and

making the protocols and the tasks transparent to everyone in the group.

Another type of related work lies within the domain of DOSNs (11, 35, 43). To

the best of our knowledge the event invitations feature has not been investigated

in a privacy-preserving manner in this decentralized scenario.
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B.3. Decentralizing The Event Invitation Feature

We already described the intuition of an event, where a group of people gathers

with the intention of carrying out some activity. Nowwemore formally model the

event invitation feature and desirable security and privacy properties. We denote

the set of users as U � u1, . . . , un. The event invitation happens in three main

stages:

Creation: When a user ui ∈ U decides to create a new event ek, she becomes

the organizer oek
and creates the event object eventk including different

information, e. g., a description, date, time and location.

Invitation: The organizer oek
selects the set of users to be invited to the event

ek, denoted by Iek
, crafts the invitation objects i

uj
ek for each of these invitees,

and sends them to the respective users.

Commitment: The invitees Iek
have the chance of confirming the invitation,

i. e., “commit” to attend the event ek, by issuing commitment objects c
uj
ek . We

denote the set of all attendees, i. e., the users who committed to the event ek,

as Cek
.

Figure B.1 shows an example with eight users, u1 . . . u8, where one of them, u1,
is the responsible organizer oek

of the event ek. The organizer issues invitations

to u2 . . . u6, depicted with a dashed line. These users form the group of invitees,

denoted with Iek
. Invited users who confirm their attendance, (u2, u4 and u6 in

this example), provide a commitment to the organizer, depicted with a continuous

line. They form the group of attendees, denoted with Cek
.

A possible privacy setting could specify that invited users learn how many

other users are invited but only attending users learn their identities. That is, u3
and u5 would learn that five users are invited (while this is kept secret from u7 and

u8). u2, u4 and u6 would additionally learn the identities of Iek
� u2 . . . u6.

SystemModel and Assumptions

In the following, we assume basic functionalities of popular OSNs to be avail-

able in a decentralized manner, such as user search (54) and user messaging (108).

We also assume that users are identified by a public key and the ability to verify

the identity of other users via some sort of PKI, which can be realized in a de-

centralized manner, e. g., a “Web of Trust” model or a Bitcoin block-chain binding

friendly usernames to public keys (48). Moreover, we rely on a distributed storage

featuring access right management, e. g., that a certain storage object is only write-

able by a specific user, and “append-only” storage objects, where new data can be

appended, but existing data cannot be modified or removed without notice. The

latter can be realized in a decentralized fashion, e. g., in a similar manner as the

Bitcoin block-chain is secured against modifications (88).
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Figure B.1: Example of one event invitation.

Threat Model

Weassume that users in all roles, e. g., invited users or the organizer of an event,

might act maliciously, i. e., become adversaries. The capabilities of an adversary

range from passively learning information accessible in that role (e. g., an invited

user might have access to a list of all other invited users, depending on the privacy

settings for the event), to actively interacting with other parties, e. g., writing

arbitrary data to accessible storage objects or sending arbitrary messages to other

users. We also assume that powerful adversaries might have the possibility to

pervasively monitor a large fraction of the network traffic. While we try to mitigate

threats like traffic analysis and correlation attacks arising from this, we cannot

completely protect against them and come back to this in the discussion section.

We do not assume that adversaries can subvert the storage layer. So we assume

the availability of a secure distributed storage including features like append-only

lists and authorization mechanisms, as mentioned above.

We want to keep malicious users from undermining the reliability of the event

invitation feature for legitimate users. This means that an adversary should not be

able to violate the security and privacy properties thatwe define in the next section.

This comprises guaranteeing the authenticity and non-repudiation of statements

made by the involved parties, such as issued invitations or commitments. Further-

more it includes keeping information such as the identities of invited/attending

users, the number of invited/attending users or a private event description secret

from unauthorized users while guaranteeing its availability and authenticity for
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legitimate users. An example for the latter would be to keep an organizer from

withholding or lying about the number of attending users. We do not focus on

denial-of-service attacks and leave them for future work.

Security and Privacy Properties

A protocol for event invitations can comply with different security and privacy

properties. We first list the following basic security properties:

A user uj can prove that she was invited to the event ek if and only if the organizer
oek

invited uj , i. e., issued an invitation iuj
ek .

This property is two-sided and guarantees that a user cannot forge an invita-

tion she did not get, while an organizer cannot deny that she invited a user.

This implies that an invitation i
uj
ek is tied to a user uj that was chosen by the

organizer oek
and cannot be transferred to another user.

An organizer oek
can prove that the invited user uj committed to attend the event ek

if and only if uj actually committed, i. e., issued a commitment cuj
ek .

This property also has two sides. The organizer cannot forge a commitment

of a user that did not commit to the event. And a user cannot deny that she

committed to an event once she did so.

More challenging properties are those defining which groups of users are allowed

to see what information, namely,

Invitee Identity Privacy (IIP)

For an event ek, only a chosen set of users (e. g., U , Iek
, Cek

or only oek
) learns who

else is invited (i. e., sees all members of Iek
).

This property defines who can see information about who is invited to an event.

This can be all users (U ) or be restricted so that only other invited users see who

else is invited (Iek
). Another possibility is that even an invited user first learns

who else is invitedwhen she committed to attend (Cek
). Finally, this information

could be kept completely secret, so only the organizer oek
knows the complete

list of invited users.

Invitee Count Privacy (ICP)

For an event ek, only a chosen set of users (e. g., U , Iek
, Cek

or only oek
) learns how

many users are invited (i. e., learns |Iek
|).

This property is a variant of property IIPwhere the number of the invited people
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Iek
is disclosed to a set of users (while the identities of the invited people might

remain hidden).

Property IIP and ICP are closely related in the sense that if IIP holds for a certain

set of users, then ICP trivially holds for the same set (and all its subsets – note the

subset relation of the possible sets to choose from, U ⊇ Iek
⊇ Cek

).

This constrains the possible combinations of these two properties’ parameters.

If, for example, for a certain event all invited users Iek
should see who else was

invited, i. e., property IIP with parameter choice Iek
, then it does not make sense

to choose that only the attendees Cek
should learn the number of invited people,

i. e., property ICPwith parameter choiceCek
, because the invited users can already

derive this information from what they learn from property IIP.

Attendee Identity Privacy (AIP)

For an event ek, only a chosen set of users (e. g., U , Iek
, Cek

or only oek
) learns who is

attending (i. e., sees all members of Cek
).

Attendee Count Privacy (ACP)

For an event ek, only a chosen set of users (e. g., U , Iek
, Cek

or only oek
) learns how

many users are attending (i. e., learns |Cek
|).

Similarly to properties IIP and ICP, these two properties specify who can see

information about the users who committed to attend an event. Property AIP

defines who can see the identities of the attendees while property ACP defines

to whom the number of attendees is disclosed. The same relation, regarding the

possible parameter choices, as described for properties IIP and ICP, also holds

here.

Attendee-only Information Reliability (AIR)

An invited user uj can only get access to the private description dS
ek

of the event ek once
committed and the organizer oek

can only claim the attendance of the user uj once the
private description dS

ek
is available to uj .

This property has two sides. First, a user uj can only get access to information

exclusive to the attendeesCek
, i. e., the private description dS

ek
from the organizer

oek
for an event ek, if she has committed to attend. Second, and conversely, the

organizer oek
can only claim that user uj has committed to attend if she has

made it possible for uj to access the private description dS
ek
.
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B.4. Implementation

We now propose an implementation of the event invitation feature described

in Section B.3 in a privacy-preserving DOSN. We assume that user identifiers ui

are public keys, and we will denote their corresponding private keys as uS
i (where

S stands for “secret”).

System Components

The main components of the system are event objects, invitation objects and

commitment objects as depicted in Figure B.2.

Event object: When a user wants to create a new event, she first generates a

public/private keypair ek/e
S
k . The public key will become the identifier for

the event and the user will be denoted as organizer oek
. She then assembles

the event object eventk: She writes a public event description dek
and a

private description dS
ek

that will be encrypted with a symmetric key PDK.

She creates one list to store the invitation objects (invite-list) encrypted with

a symmetric key ILK, another list for the commitment objects (commit-list)
and one for disclosing secret information to committed users (disclose-list).
The event object contains links ILL, CLL and DLL, pointing to the storage

locations of these three lists. Additionally the organizer creates a list of

public/private keypairs rk1/rk
S
1 , . . . , rkn/rk

S
n , to encrypt the entries on the

commit-list, and includes the public keys in the event object. Moreover, the

event object contains information about the chosen privacy settings.

The organizer signs the public key of the event with her own user key to

confirm that she is the organizer and signs the whole event object eventk
with the event’s private key eS

k . Therefore, an event object is composed as

follows:

eventk � SigneS
k
(SignuS

i
(ek)||ui ||dek

||EncP DK(dS
ek
)

||ILL||ILK ||CLL||DLL||rk1, . . . , rkn ||privacy settings)

Some of the elements of the event object might, however, be encrypted with

additional keys or only be hashes (made with a cryptographic hash function

H , e. g., SHA-2 (52)) of the actual values. This depends on the chosen privacy

settings and will be explained in more detail later.

Invitation object: An invitation object is composed of the invitee’s identifier

uj (her public key), signed by the organizer oek
with the event’s private key

eS
k :

i
uj
ek � SigneS

k
(uj)
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Figure B.2: Overview of the actors, system components and their relations.

Commitment object: A commitment object is composed of the invitation

object i
uj
ek and the cryptographic hash of the event object eventk, both signed

by the attending user uj with her private key uS
j as follows,

c
uj
ek � SignuS

j
(H(eventk)||iuj

ek )

Privacy Enhancing Tools

Before describing the implementation, we introduce tools that we will use

several times.

Storage Location Indirection and Controlled Ciphertext Inference

If we want to make the size of a list, i. e., the number of its elements, available

to a subset of users, but not the content of the list elements (in our scenario because

each element contains a user identifiers), we can use storage location indirection

and ciphertext inference: The list will not be stored together with the event object,

but at a secret location in the distributed storage such that it can only be reached if

the link to it is known. Additionally, the elements of the list will be encrypted so

that the stored content can only be accessed if the encryption key is known.

This provides the possibility of a controlled information disclosure depending

on the knowledge of a user: Users who do not know the link, learn nothing, neither

the size nor the content of the list. Making the link to the list but not the encryption

key available to a subset of users, enables these users to learn the size of the list
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(assuming a constant ciphertext size for each entry), while it does not give them

any details about the contents stored. Users that received both the link and the

encryption key, learn the content and can act as verifiers, checking that there are no

invalid entries that incorrectly increase the perceived number of elements as seen

by those users holding only the link but not the key.

Commit-Disclose Protocol

The organizer may want to share some information only with users who have

committed to attend the event (attendees). To ensure fairness, the invited users

need some guarantee that they can expect to receive the promised information

when they commit to attend.

While this is easy to solve if both parties, the organizer and the invited users,

trust a neutral third party that can act as broker, it becomes more difficult in our

setting where we do not assume the existence of any TTP. So we base our solution

on a significantly weaker trust assumption: the availability of append-only storage

objects as described in Section B.3.

The aim of the protocol is to provide an invitee uj who commits to the event ek

with a secret S held by the organizer oek
. It is composed of threemain components,

provided by the organizer of the event:

Commit-List, a public and append-only storage object where invited users

store their (encrypted) commitments.

Disclose-List, a public readable, but onlywriteable by the organizer, append-

only storage object where the organizer discloses (encrypted) secrets for the

committed users.

Anchor Point, a storage object (in our case the event object) serving as com-

mon entry point, referencing the commit-list and the disclose-list either di-

rectly by providing their storage locations, i. e., a commit-list link CLL and a

disclose-list linkDLL or indirectly by holding salted hashes of these storage

locations (whereDLL andCLL togetherwith the salts are sharedwith a sub-

set of users in another way). Additionally, a list of public keys rk1, . . . , rkn,

called row-keys, used to encrypt the entries on the commit-list are also stored

here. All this information is signed by the organizer.

Each key in the row-keys list is intended for encrypting one entry of the commit-

list. The corresponding private keys rkS
1 , . . . , rk

S
n , are held by the organizer. The

protocol runs in three phases:

Commit Phase: If the user uj wants to commit to attend the event ek, she

looks up the commit-list and finds the next free row – let this have index l.
She then looks up the corresponding row key rkl in the event object.
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Finally, she crafts a commitment c
uj
ek , creates a fresh keypair dkP

l /dk
S
l (dis-

close key, later used by the organizer to encrypt the secret information) and

writes the following entry to row l of the commit-list: Encrkl
(cuj

ek )||dkP
l that

is the commitment, encrypted with the row-key, together with the public

disclose key in plain.

Disclose Phase: When the organizer oek
sees that a new row l has been added

to the commit-list, she tries to decrypt the first entry, using the secret row

key rkS
l . If this succeeds and the commitment is valid the organizer writes

the secret information, encrypted with the provided disclose key to row l of
the disclose-list, i. e., EncdkP

l
(S). If the decryption fails or the commitment is

invalid, the organizer publishes the secret row-key of row l in the disclose-list

instead, i. e., rkS
l , thus proving to everybody who can access the lists that she

was not obliged to disclose the secret information to the creator of row l.

Blame Phase: If the organizer misbehaves and does not provide a protocol-

abiding user with the secret information after a reasonable amount of time,

the user can blame the organizer. She does this by publishing a blame-entry

in the commit-list, referring to the row l and disclosing the secret disclosure

key dkS
l . Thus everybody who can access the lists can see that she did not

receive the secret information encrypted to the disclosure key she provided

in row l. It can be assumed that the commitment (which cannot be decrypted

by the verifying public) was correct, as otherwise the organizer would have

published the secret row-key of row l.

In this way, the commit-disclose protocol does not keep the organizer from cheat-

ing, but it allows the user to reliably blame the organizer if it is the case.

Basic Security Properties

The basic security properties are fulfilled by the construction of an event, invi-

tations and commitments described in Section B.4 and the guarantees of the PKI.

The first basic security property is fulfilled because an invitation i
uj
ek for a user

uj is created by using the event’s private key eS
k , owned by the organizer oek

to

sign the invited user’s identifier. The invitee cannot forge the event’s key and the

organizer cannot deny having issued the invitation because the signature used to

sign the invitation is publicly verifiable. The second basic security property is also

fulfilled because an organizer oek
cannot forge a commitment c

uj
ek as she is not able

to forge another users’ signature. A user uj , having sent the commitment c
uj
ek to

the organizer oek
, cannot deny the commitment as her signature is again publicly

verifiable and binding to the event ek.
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Invitee Identity Privacy and Invitee Count Privacy

In order to implement properties IIP and ICP, we let the organizer oek
store

all invitation objects for the event in the invite-list. Retrieving the list requires

knowledge of the invite-list link ILL, and in order to decrypt it, the symmetric

invite-list key ILK must be known beforehand.

Knowledge of the link ILL is equivalent to learning the total number of in-

vitations, even if the decryption key ILK is unknown because the number of

invitations can be inferred from the size of the ciphertext in the list. Knowledge

of the encryption key ILK allows learning the identities of the invited users Iek

because the invitations i
uj
ek store the user identifiers in plain text.

If the organizer oek
wants to make the identifiers of the invitees Iek

, or the

amount of them, i. e., |Iek
|, available to all users U , she will publish ILL or ILK in

plain text together with the event object eventk. Making this information available

only for invitees Iek
can be realized by the organizer privately sharing it with the

invited users. In order to share the decryption key ILK only with the committed

users Cek
, the commit-disclose protocol can be used, while the link ILL is then

either available publicly (i. e., choosing U for property ICP), shared only with

the invitees (i. e., choosing Iek
for ICP) or kept secret and only shared with the

committed users together with ILK (i. e., choosing Cek
for ICP).

It is also possible to avoid sharing any information about the invitations by

keeping ILL and ILK secret, i. e., choosing oek
both for properties IIP and ICP.

When the identities should not be known to anyone but the number of invitees

should be made public to a subset of users (i. e., choosing oek
for property IIP),

the link ILL will be shared with the respective users and a particular encryption

scheme for the invite-list is employed: Instead of encrypting the invite-list as a

whole, we encrypt its individual entries with the public keys of the recipient of the

invitation stored at each entry. Thus, the invited users can verify that their own

invitation is included in the list. However, this only allows for a weak verification

of the correctness of the list, i. e., it provides an upper-bound of the size of the list,

because the organizer oek
can add invalid or dummy entries (e. g., to artificially

increase the perceived number of invitees to the event).

A summary of how ILL and ILK are shareddepending on the choice of param-

eters for properties IIP and ICP is shown in Table B.1. Note that the row describing

the privacy settings IIP: Cek
, ICP: Iek

corresponds to the example mentioned in the

introduction and Section B.3.

Attendee Identity Privacy and Attendee Count Privacy

To implement the AIP and ACP properties, we mainly use the commit-disclose

protocol. The link to the commit-list CLL can be shared publicly in the event

object eventk except for those cases where the count of attendees |Cek
| must be

kept private. In this situation, if the invitees Iek
are allowed to learn |Cek

|, CLL is

shared privately with them. Alternatively, the organizer can add dummy entries
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Table B.1: Sharing of ILL and ILK as per the IIP and ICP settings. P = publicly

available in eventk, I = privately shared with Iek
, C = shared only with Cek

(via

the commit-disclose protocol), S = fully secret (only oek
knows about it) and S∗ =

special encryption scheme for the invite-list.

Settings Implementation

IIP ICP ILL ILK

U U P P

Iek

U P I

Iek
I I

Cek

U P C

Iek
I C

Cek
C C

oek

U P S∗
Iek

I S∗
Cek

C S∗
oek

S S

in the list to hinder inferences from the number of (encrypted) entries. When not

even attendees should learn how many other users are attending, dummy entries

in the commit-list are the only solution as the CLLmust always be shared with all

invitees, so that they can commit if they want to attend.

Dummy entries follow the pattern of usual entries, i. e., random data with

a specific size to fake an encrypted commitment object and a public key in the

commit-list, and random data in the disclose-list to fake an encrypted secret. All

users who hold the private row-keys can identify them because the first part of a

dummy entry in the commit-list cannot be decrypted with the respective row-key,

while those users without the private row-keys cannot distinguish dummy entries

from real ones as the ciphertext structure looks the same for all of them.

When the link CLL should not be shared publicly in the event object eventk, a
salted hash of the link will be stored instead so that the organizer oek

cannot cheat

by sharing different links with different groups of users. As the event object is

unique per event and group of invitees, the invited users can check they all got the

same link from the organizer by comparing it with the hash value in eventk.

Otherwise the implementation varies only in how the private row-keys are

disclosed, as they protect the commitments in the commit-list: If all users U are

allowed to learn who is attending, the private row-keys will be public, i. e., the

rows do not need to be encrypted. If only the invited users Iek
should see the

identities of the attendees, the private row-keys will be shared with the invitees

directly. And if only the attending users should learn about the identities of other

attendees, the private row-keys are disclosed using the commit-disclose protocol.
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Table B.2: Sharing of CLL and rkS
1 . . . rk

S
n as per the AIP and ACP settings. P =

publicly available in eventk, I = privately shared with Iek
, C = shared only with

Cek
(via the commit-disclose protocol ), S = fully secret (only oek

knows about it).

Settings Implementation

AIP ACP CLL rkS
1 ...rkS

n dummies notes

U U P P -

Iek

U P I -

Iek
P/I I if CLL public

Cek

U P C -

Iek
P/I C if CLL public

Cek
P C necessary

oek

U P S -

Iek
I S -

Cek
- - - not possible

oek
P S necessary

This way we are able to implement all possible parameter combinations of the

AIP and ACP properties, except for the combination AIP: oek
, ACP: Cek

. For this

case, i. e., AIP: oek
, nobody except the organizer should learn the identities of the

committed users, so the private row-keys have to be kept secret. And as not even

invitees (who need to know CLL to be able to commit to the event) should learn

the count of attendees, the organizer would need to add dummy entries on the

commit-list to hide the count of attendees from the invitees. But this will also hide

it from the attendees, as they do not have the private row-keys to tell apart dummy

entries from normal entries, so ACP: Cek
is not fulfilled.

A summary of how CLL and the private row-keys rkS
1 . . . rk

S
n are shared de-

pending on the settings for properties AIP and ACP is shown in Table B.2.

Attendee-only Information Reliability Property

To implement this property, we will again use the commit-disclose protocol.

The organizer oek
shares a private description dS

ek
, encrypted with the key PDK,

with the committed users Cek
. The key is shared with these users in the disclose-

list as soon as they store a valid commitment c
uj
ek in the commit-list. The organizer

oek
cannot have different private descriptions for groups of attendees of the same

event ek because they will all see the same ciphertext in the event object eventk. A
cheating organizer oek

will be caught in the same manner as described above: if

a user uj commits and receives an invalid decryption key PDK, she will publish

the private disclose key dkS
i to prove that she did not receive the promised private

description dS
ek
.
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B.5. Discussion

The implementation presented realizes the event invitation feature in a decen-

tralized system and fulfills the requirements of all of the defined security and

privacy properties. Except for one parameter combination of the attendee iden-

tity/count privacy properties we were able to present implementation solutions

for all possible choices of the tunable properties IIP, ICP, AIP and ACP.

An honest but curious user does not learn anythingmore thanwhat is specified

by the privacy settings.

A general limitation of our approach is, however, that for all properties based

on the commit-disclose protocol, a malicious organizer is still able to cheat. But it

disincentives her to do so as it provides a reliable cheating detection mechanism

and offers the affected users the possibility to blame a cheating organizer – either

publicly or in front of a chosen set of users, e. g., only other invitees of the event. We

consider this an effective protection in the social scenarios that we see as possible

application contexts of the event invitation feature. User identifiers are long-lived

there and costly to change (as all friends have to be informed about a new identity),

so we assume users care about their reputation andwill try to avoid being exposed

as misbehaving. Another limitation of our approach is the general problem of

information usage control, i. e., insiders can always leak information to parties

that should not learn this information according to a chosen privacy setting. For

example, if only the invitees should learn the identities of other invited users, this

can be violated by an invitee simply publishing the invite-list.

Some of the privacy protections are not secure against very powerful adver-

saries. For example the link obfuscation technique described in Section B.4 relies

on the unlinkability of the encrypted list object and the event object. This will be

decreased by access patterns of invited users (if they are known), the structure/size

of the list object (if distinguishable from other storage objects) and the entropy of

the addressing scheme for storage objects. An adversary with the capability to

pervasively monitor a large fraction of network traffic might be able to correlate

requests for a certain event object and related list objects.

Finally, depending on the choice of privacy settings, the protocols not only allow

theparticipants, i. e., organizer, invitees and attendees, to verify each others’ claims,

but also, to show the proof to an outsider. Such a process can be implemented in

a client and used as one of the inputs for a reputation system, although this is out

of the scope of this work.

B.6. Conclusion and Future Work

We have described and formalized a set of security and privacy properties for

the event invitations feature in DOSNs, such as invitee/attendee identity privacy

(who learns the identities of the invitees/attendees), invitee/attendee count pri-
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vacy (who learns the count of invitees/attendees), and attendee-only information

reliability (availability of information exclusive to the attendees).

We described privacy enhancing tools, such as storage location indirection (to

control not only who can decrypt an object but also who can see the ciphertext),

controlled ciphertext inference (to allow a controlled information leak, e. g., about

the size of an encrypted object to parties not able to decrypt the content) and

a commit-disclose protocol to disclose a secret only to users who committed to

attend an event and to detect a misbehaving party. Using these tools together

with standard cryptographic primitives, we proposed a TTP-free architecture and

decentralized protocols to implement the event invitation feature in a DOSN and

analyzed the usability and privacy implications.

The results can be applied in the context of Privacy-Preserving DOSNs, but

might also be useful in other domains such as CollaborativeWorking Environment

and their corresponding collaborative-specific tools, i. e., groupware, for example,

to perform tasks on shared documents. Another relevant domain is Massively

Open Online Courses, for example, when restricting the access to lecture material

of an online course to the registered students.

Possible future work includes evaluation of the performance, extending the

security and privacy properties to include plausible deniability, anonymity or

revocation, and extending the functionality of the feature to consider transferable

invitation-rights or multiple organizers. Plausible deniability properties can be

important when organizing political events. At the same time, it will probably

introduce trade-offs with respect to the authenticity guarantees provided by the

properties presented in this paper, e. g., the correctness of the attendee-count.

Transferable invitation-rights would allow the organizer to specify a set of initially

invited users, who then in turn can invite their friends to the event as well (but

maybe limited to a certain number of hops in the social graph).
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Abstract

Document submission and grading systems are commonly used in edu-

cational institutions. They facilitate the hand-in of assignments by students,

the subsequent grading by the course teachers and the management of the

submitted documents and corresponding grades. But they might also under-

mine the privacy of students, especially when documents and related data are

stored long term with the risk of leaking to malicious parties in the future. We

propose a protocol for a privacy-preserving, anonymous document submission

and grading system based on blind signatures. Our solution guarantees the

unlinkability of a document with the authoring student even after her grade

has been reported, while the student can prove that she received the grade

assigned to the document she submitted. We implemented a prototype of the

proposed protocol to show its feasibility and evaluate its privacy and security

properties.
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C.1. Introduction

The pervasive collection of massive amounts of personal data is an increasing threat to

user privacy. Often, more information than necessary for the intended purpose is collected

and used for profiling or targeted advertisement. User choice is often limited to either

not using a given system or service, or to accepting the loss of privacy that comes along

with using the system. Designing systems that collect or process personal user data should

therefore have privacy in mind from the beginning and employ best practices such as data

minimization.

The focus of this work is the context of an educational institution, e. g., a university,

where students take courses, work on assignments for these courses and teachers grade

these assignments. In this context, discriminatory grading may be an issue, i. e., grading

that is not solely based on the student’s achievements but also on the teacher’s preconception

about individual students or stereotypes about certain groups of students. One approach

to avoid this is to use blind grading, where the student’s identity is not known to the

teacher while grading the assignment. Only after the grade has been determined, the link

between assignment and student identity is recovered, so that the grade can be assigned

to the student. In some settings, one might even want to have what we refer to as forward
unlinkability, i. e., the teacher not being able to link the student to the assignment even after

the grades have been reported. For example if a course consists of two different assignments,

the work done on the two assignments is linkable if students are likely to choose similar

topics for both parts. In that case, without forward unlinkability, the teacher would know

the student’s identity during the grading of the second assignment. Another motivation for

wanting forward unlinkability is the general aim of data minimization, which among other

things protects against unintended leakages of personal data in the future. At the same

time, the handling and grading of assignments has to guarantee that a student receives a

certain grade if and only if she submitted work that was graded accordingly by the teacher.

So while the student identity and the submitted document have to remain unlinkable, we

want a provable linkability of the student’s identity and the received grade.

Figure C.1: Overview of system entities, their relations and desired properties.

Using the cryptographic technique of blind signatures (29), we propose a protocol for

this use case: a privacy-preserving document submission and grading system that allows
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students to submit documents anonymously without compromising the correctness of the

grade assignment process.

After presenting related work in Section C.2, we formulate a system model and desired

properties for the system in Section C.3. In Section C.4 we suggest a protocol design that

meets these requirements, and evaluate the proposed protocol, discussing its privacy and

security properties in Section C.5. Furthermore, we show the practical feasibility of the

proposed solution by having implemented a proof-of-concept prototype of the protocol,

briefly described in the same section.

C.2. Related Work

Blind signatures schemes are widely used to enhance the privacy of protocols by pro-

viding unlinkability. Examples of their use include identity management in federated login

systems, e. g., PseudoID (36), a project to protect the login data from the identity providers

bymeans of blind digital signatures, or electronic payment systems, e. g., Taler (49), a digital

currency approach close to Bitcoinwith the additional benefit of governmental tax traceabil-

ity without losing anonymity as blind signatures provide unlinkability to the transactions

between customers and merchants but not between government and merchants. Secure

voting schemes are another application area of blind signatures, e. g., CryptoBallot (60), a

cryptographically secure online voting system where ballots cannot be traced back to the

voter as they are blinded but their counting and the voter identities are publicly auditable.

Even though these schemes have similaritieswith our problem, theywould be unnecessarily

complex to adapt for the use case of document submission and grading. Attribute-based

anonymous credentials can be used for similar purposes, such as in an anonymous course

evaluation system for universities (121). The use-case of this project differs, however, from

our problem statement, having a focus on smart-card based anonymous course attendance

verification, introducing complexity not needed in our scenario. Whistleblower platforms,

e. g., SecureDrop (47) or GlobaLeaks (63), allow a sender to submit documents anonymously

to a receiver, such as a media organization. These systems employ anonymous and con-

fidential communication and meta-data footprint minimization to increase the anonymity

of the sender. While maximizing the sender anonymity, they lack, however, the provable

linkability of feedback (grades in our scenario) to identifiers, that is required in our use case.

C.3. Anonymous Document Submission System

We aim to design a document submission and grading system, where each student can

submit a document to the system before a public deadline. After the deadline passed, the

teacher grades all submitted documents with either pass or fail. When all documents are

graded, each student receives the grade that the teacher assigned to the document that was

submitted by the student.

We assume that students can store credentials they receive in a secure way, do not

pass them on to others and that they can communicate with the system in a mutually

authenticated and confidential way (e. g., via a TLS secured web login), and at other times

in an anonymous and confidential way (e. g., by using TLS over Tor(37)). We assume that

they are careful to include no identifying information in the documents and that authorship

attribution by stylometry is not feasible for the adversary. When discussing the security and
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reliability of the system from the teacher’s perspective, we assume that the server cannot

be compromised and that the teacher can handle secret keys in a secure way. Furthermore,

protection against ghost writing is out of scope of this work, so we assume that students will

not ask someone else to write their documents, which reflects a general limitation for home

assignments that are allowed to be worked on outside a teacher-controlled environment. To

achieve anonymity and correctness, wewant the system tohave the following twoproperties:

student–document forward unlinkability

Adocument cannot be linked to a student by anyone else than the studentwho submitted

the document, and the unlinkability remains even after grades have been assigned to

students.

student–grade provable linkability

If and only if a document was graded with a certain grade, the student who submitted

the document can prove that she received this grade.

Wewant our system to both protect the student’s privacy and to protect the teacher from

dishonest students. Therefore we consider two different adversaries. The first adversary

tries to break the student’s anonymity and is capable of compromising any involved party

except for the student herself. In particularly it can control the teacher, the server and

any other student. Furthermore, we assume this adversary to be capable to passively

intercept all network traffic and actively inject messages. The second adversary tries to

break the correctness of the grade assignment and is used when discussing the security

and reliability of the system from the teacher’s perspective. This adversary is assumed to

be able to compromise one student, to passively observe all network traffic and to actively

inject messages.

C.4. Protocol Design

We implement the protocol that has the desired properties using a blind signature

scheme as described in (29), that provides the functions blind, unblind, sign and verify,
with the property that blinding perfectly hides the data, but signatures on blinded data

can still be verified after unblinding (informally: unblind(sign(blind(x))) � sign(x)). Fig-

ure C.2 shows the sequence of steps in our proposed protocol. First, the system server

provides each registered student in the course with a unique, random, one-time identifier

rID and stores the relation of student identifiers to rIDs for later use. Next, the stu-

dent blinds the rID for both the pass verification key epass and the fail verification key

efail, using two private, random blinding factors bpass and bfail, and sends the resulting

bIDpass � blind(rID, bpass, epass) and bIDfail � blind(rID, bfail, efail) together with D,

the document to submit, to the server over an anonymous, encrypted channel. At this point,

the server does not learn who submitted the document because the blinding hides the rID,

using the anonymous channel obfuscates the network address origin and the document D
is assumed to not contain any identifying information about the student. After the deadline

has passed, the teacher grades all submitted documents. If a document is graded as passed,

the blinded identifier bIDpass that was submitted together with the document is signed
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student

document D, teacher’s

public keys: epass, efail

server teacher

private keys: dpass, dfail

generate random rID for each student

rID

(mutually authenticated,

encrypted channel)

done distributing rIDs to all students

generate random bpass, bfail
bIDpass � blind(rID, bpass, epass)
bIDfail � blind(rID, bfail, efail)

D, bIDpass, bIDfail

(anonymous, encrypted channel)

hand-in deadline

D, bIDpass, bIDfail

sbID � sign(dpass, bIDpass) or
sbID � sign(dfail, bIDfail)

sbID

for all submitted documents

list of all sbIDs

sID � unblind(sbID, bpass, epass) or
sID � unblind(sbID, bfail, efail)

rID, sID

check if sID �� sign(dpass, rID)
or sID �� sign(dfail, rID).
Register grade for student with rID.

Figure C.2: Protocol realizing an anonymous document submission and grading

system.
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with the private pass signing key dpass of the teacher. If the grade is fail, bIDfail will be

signed with the teacher’s private fail signing key dfail. When all documents are graded,

the server publishes a list of all signed blinded identifiers. The student fetches the list,

picks the signed blinded identifier that belongs to her and unblinds it. The student will try

both public verification keys epass and efail to check which grade she received. By this,

the student obtains a signed identifier sID � sign(rID) that proves that she received the

grade corresponding to the signing-key. Finally, she sends sID to the server, the server

checks the signature, looks up the student identifier that belongs to rID, and registers the

corresponding grade for the student, not learning which document the student submitted.

C.5. Discussion and Evaluation

We have implemented a proof-of-concept prototype (see http://www.ter.se/dss/)
which is a collection of C programs for the various operations performed by the student,

server and teacher, realizing the described protocol. The prototype uses the free crypto-

graphic library Libgcrypt (46). In the following, we do an informal security and privacy

evaluation, discussing why the previously defined properties hold and various attacks will

not succeed. We do not cover implementation-based attacks though, such as cross-site-

scripting attacks on a web-interface.

Student–document forward unlinkability The student identity is directly linked to

the random identifier rID. But when submitting the document D, the rID is perfectly

hidden by the random blinding factors known only to the student. We assume that there

is no identifying information contained in the document, so after submission the server

cannot link student identifiers to documents. To achieve forward unlinkability, this has to

hold even after the grades have been assigned to students. During grading, documents

are linked to grades, which is a binary domain in our case. The grade information is

attached to the blinded rID in form of a signature with one out of two keys, that can

be transformed in a verifiable signature on the unblinded rID only by the student. The

properties of the blind signature scheme provide the unlinkability between this unblinded

signature and the blinded data that was submitted together with the document. At the

same time, the signature is provided to the server together with the rID when the students

claim their grades, so they provide an unambiguous mapping from every rID to a grade.

As a consequence, we do not get perfect unlinkability of student identifiers and documents,

but only k-anonymity, where k is the number of students who received the same grade.

This is a general limitation of every system where the grading party is not trusted and the

assignment of grades to student identifiers is verifiable. A worst-case example is a situation

where only one student received the grade “fail”, so the teacher can infer that the only

document she graded with “fail” must belong to this student. Another limitation is the fact,

that the anonymity for all students with a certain grade is reduced whenever one student

with the same grade gives up their anonymity voluntarily or becomes compromised by the

adversary.

Student–grade provable linkability The provable linkability of student identifiers to

grades has two directions: (a) soundness: if a student can prove that she received a certain

grade, then she must have submitted a document that was graded accordingly, and (b)

http://www.ter.se/dss/
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completeness: if a document submitted by a student was graded with a certain grade, then

the student can prove that she received that grade. We show (a) by contrapositive, so we

assume that the student did not submit a document that was graded with the grade that

the student claims. Now we see that the student cannot prove that she received that grade:

she cannot present a valid signature on the rID assigned to her, made with the private

key corresponding to the grade, because the private signing key was used by the teacher

only to sign other blinded rIDs that were submitted together with documents that were

graded accordingly. For (b) we see directly that if a submitted document was graded with a

certain grade, the teacher put a signature on the blinded rID submitted together with the

document and publishes that later on. So the student can derive a valid signature on her

rID by unblinding the published information and therefore can prove to anyone knowing

the public verification key, that she received that grade.

Timing and Correlation Attacks To avoid timing attacks, it is important that certain

events in the protocol do not happen before others. For example, the hand-in of documents

must not start before all students received their rIDs (denoted by the first dashed line in

the message sequence chart in Figure C.2), otherwise the anonymity set for the submitting

students is immediately reduced to those who already received their rID. For a similar

reason it is important that the server publishes the result list with the signed, blinded

rIDs after the hand-in deadline and as a complete list. The latter is important, because

if students for example would request their individual entries without downloading the

complete list, the server could correlate these requests for specific entries (that the server

can link to documents) with requests for registering a grade (which contain the identifier

rID), that might happen shortly after each other. End-to-end traffic correlation attacks are

also relevant for the concrete implementation of the anonymous channel. Tor, for example,

does not protect against an adversary that can observe both traffic going into the Tor network

and traffic coming out of it (37), so the students should for example be advised not to use the

university networkwhen submitting their documents, because it is likely that the sameparty

operates both the university network and the system server and therefore could observe both

ends of the students’ connections.

Impersonation and Replay Attacks To avoid impersonation and replay attacks, it

is important not to use a public or permanent student identifier such as the students’ e-

mail addresses. Otherwise, an attacker could impersonate a student, e. g., to damage

her reputation by submitting a low-quality document in her name. Therefore, we use the

unique, random, one-time identifier rID and distribute it over a mutually authenticated

and encrypted channel to the student. This makes impersonation without the cooperation

of the student impossible because the attacker does not know which rID was assigned to a

student. It also prevents replay attacks, as the rID binds the messages both to the student

and to the current course, because even if the same protocol is used for several courses, the

same student will receive a new rID in each new protocol run.

Attacks onCombinedCryptographic Primitives Attacks on the used cryptographic

primitives, such as public key cryptography, hash functions and blind signatures, are out

of scope of this work, so we assume them to be secure. However, we have to be careful

to use these tools in a secure way, especially when combining them with each other. It

is, for example, important to use two different blinding factors bpass and bfalse when
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blinding the rID. Otherwise, if for ease of implementation onewould use only one common

blinding factor b for both blindings, the server would be able to mount the following

de-anonymization attack: The server generates specially prepared public keys epass �

〈N, e〉 and efail � 〈N, e′〉 with the property that both share the same modulus N and the

public exponents have a difference of one: e − e′ � 1 (mod N ). If the student blinds

her rID for these keys using a common blinding factor b, she will submit the following

two values to the server: bIDpass � blind(rID, b, epass) � rID · be (mod N ), bIDfail �

blind(rID, b, efail) � rID · be′ (mod N ). Now, the server can simply divide the two

values to obtain the blinding factor b: bIDpass/bIDfail � (be · rID)/(be′
· rID) � be−e′

�

b (mod N ). Having learned b, the server can unblind the bIDs and obtain rID, thus having

de-anonymized the student.

C.6. Conclusions and Limitations

We have described a practical application for blind signatures schemes in the context

of a document submission and grading system to improve the privacy of students without

undermining the correctness of thegradingprocess. We found that it is feasible to implement

such a system, qualified only by the limitations derived from the scenario, e. g., that the

provided k-anonymity depends on the number of other students who received the same

grade, that students can choose not to reveal their grade, and that documents cannot be

linked to students even where this might be desired for pedagogical reasons or penalty

measures for plagiarism that go beyond grading the work with fail.

The basic protocol described here can be extended with more functionality such as

having several teachers do the grading, using more fine grained grading scales (with the

limitation that this decreases the anonymity sets), issuing submission acknowledgements

or including individual feedback without breaking the anonymity properties.
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Excerpts of Terms of Services and Privacy
Policies

I
n the following sections we quote some selected excerpts of the terms of service (TOS)

and privacy policy (PP) of a few online social network (OSN) service providers that we

thought — as computer scientists — interesting to be aware of in our realm of research.

We include the last update date stated by the service provider of the TOS and PP as well

as the corresponding unified resource locators (URLs) where we originally found the terms

and policies — however, the wording and even the URL are likely to change at any time.

α.α. Facebook (Facebook, Inc.)

Facebook’s TOS are called “Statement of Rights and Responsibilities” and available at

https://www.facebook.com/terms. The last revision as of this writing is dated on January

30th, 2015. The following is an excerpt of some selected sections of the TOS.

...

Privacy

Your privacy is very important to us. We designed our Data Policy to make important

disclosures about how you can use Facebook to share with others and how we collect

and can use your content and information. We encourage you to read the Data Policy,

and to use it to help you make informed decisions.

Sharing Your Content and Information

You own all of the content and information you post on Facebook, and you can control

how it is shared through your privacy and application settings. In addition:

1. For content that is covered by intellectual property rights, like photos and videos

(IP content), you specifically give us the following permission, subject to your

privacy and application settings: you grant us a non-exclusive, transferable, sub-

licensable, royalty-free, worldwide license to use any IP content that you post

89
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on or in connection with Facebook (IP License). This IP License ends when you

delete your IP content or your account unless your content has been shared with

others, and they have not deleted it.

2. When you delete IP content, it is deleted in a manner similar to emptying the

recycle bin on a computer. However, you understand that removed content may

persist in backup copies for a reasonable period of time (but will not be available

to others).

3. When you use an application, the application may ask for your permission to

access your content and information as well as content and information that

others have shared with you. We require applications to respect your privacy,

and your agreement with that application will control how the application can

use, store, and transfer that content and information. (To learn more about

Platform, including how you can control what information other people may

share with applications, read our Data Policy and Platform Page.)

4. When you publish content or information using the Public setting, it means that

you are allowing everyone, including people off of Facebook, to access and use

that information, and to associate it with you (i.e., your name and profile picture).

5. Wealways appreciate your feedbackor other suggestions about Facebook, but you

understand that wemay use your feedback or suggestionswithout any obligation

to compensate you for them (just as you have no obligation to offer them).

...

α.β. LinkedIn (LinkedIn Corporation)

LinkedIn’s TOS are called “User Agreement” and available at https://www.linkedin.
com/legal/user-agreement. The last revision as of this writing is dated on October 23rd,

2014. The following is an excerpt of some selected sections of the TOS.

...

Your License to LinkedIn

As between you and LinkedIn, you own the content and information that you submit

or post to the Services and you are only granting LinkedIn the following non-exclusive

license: A worldwide, transferable and sublicensable right to use, copy, modify, dis-

tribute, publish, and process, information and content that you provide through our

Services, without any further consent, notice and/or compensation to you or others.

These rights are limited in the following ways:

a You can end this license for specific content by deleting such content from the

Services, or generally by closing your account, except (a) to the extent you shared

it with others as part of the Service and they copied or stored it and (b) for the

reasonable time it takes to remove from backup and other systems.

https://www.linkedin.com/legal/user-agreement
https://www.linkedin.com/legal/user-agreement


α.β. LINKEDIN 91

b We will not include your content in advertisements for the products and services

of others (including sponsored content) to others without your separate consent.

However, we have the right, without compensation to you or others, to serve ads

near your content and information, and your comments on sponsored content

may be visible as noted in the Privacy Policy.

c We will get your consent if we want to give others the right to publish your posts

beyond the Service. However, other Members and/or Visitors may access and

share your content and information, consistent with your settings and degree of

connection with them.

d While we may edit and make formatting changes to your content (such as trans-

lating it, modifying the size, layout or file type or removing metadata), we will

not modify the meaning of your expression.

e Because you own your content and information and we only have non-exclusive

rights to it, you may choose to make it available to others, including under the

terms of a Creative Commons license.

You agree that we may access, store and use any information that you provide in

accordance with the terms of the Privacy Policy and your privacy settings.

By submitting suggestions or other feedback regarding our Services to LinkedIn, you

agree that LinkedIn can use and share (but does not have to) such feedback for any

purpose without compensation to you.

You agree to only provide content or information if that does not violate the law nor

anyone’s rights (e.g., without violating any intellectual property rights or breaching a

contract). You also agree that your profile information will be truthful. LinkedIn may

be required by law to remove certain information or content in certain countries.

...

Limits

LinkedIn reserves the right to limit your use of the Services, including the number of

your connections and your ability to contact other Members. LinkedIn reserves the

right to restrict, suspend, or terminate your account if LinkedIn believes that you may

be in breach of this Agreement or law or are misusing the Services (e.g. violating any

Do and Don’ts).

LinkedIn reserves all of its intellectual property rights in the Services. For example,

LinkedIn, SlideShare, LinkedIn (stylized), the SlideShare and “in” logos and other

LinkedIn trademarks, service marks, graphics, and logos used in connection with

LinkedIn are trademarks or registered trademarks of LinkedIn. Other trademarks and

logos used in connection with the Services may be the trademarks of their respective

owners

...
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α.γ. Twitter (Twitter, Inc.)

Twitter’s TOS are called “Twitter Terms of Service” and available at https://twitter.
com/tos. The last revision as of this writing is dated on September 30th, 2016. The following

is an excerpt of some selected sections of the TOS.

...

Your Rights

You retain your rights to any Content you submit, post or display on or through the

Services. What’s yours is yours — you own your Content (and your photos and videos

are part of the Content).

By submitting, posting or displaying Content on or through the Services, you grant us

a worldwide, non-exclusive, royalty-free license (with the right to sublicense) to use,

copy, reproduce, process, adapt, modify, publish, transmit, display and distribute such

Content in any and all media or distributionmethods (now known or later developed).

This license authorizes us to make your Content available to the rest of the world and

to let others do the same. You agree that this license includes the right for Twitter

to provide, promote, and improve the Services and to make Content submitted to or

through the Services available to other companies, organizations or individuals for the

syndication, broadcast, distribution, promotion or publication of suchContent on other

media and services, subject to our terms and conditions for such Content use. Such

additional uses by Twitter, or other companies, organizations or individuals, may be

made with no compensation paid to you with respect to the Content that you submit,

post, transmit or otherwise make available through the Services.

Twitter has an evolving set of rules for how ecosystem partners can interact with your

Content on the Services. These rules exist to enable an open ecosystem with your

rights in mind. You understand that we may modify or adapt your Content as it is

distributed, syndicated, published, or broadcast by us and our partners and/or make

changes to yourContent in order to adapt theContent to differentmedia. You represent

and warrant that you have all the rights, power and authority necessary to grant the

rights granted herein to any Content that you submit.

...

https://twitter.com/tos
https://twitter.com/tos
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Creative Commons Legal Code

The following is the legal code for the Creative Commons Attribution-NoDerivs 3.0

Unported license created by Creative Commons, a global non-profit organization whose

mission is to enable the “sharing and reuse of creativity and knowledge through the provi-

sion of free legal tools”.

CREATIVE COMMONS CORPORATION IS NOT A LAW FIRM AND DOES NOT PRO-

VIDE LEGAL SERVICES. DISTRIBUTION OF THIS LICENSE DOES NOT CREATE AN

ATTORNEY-CLIENTRELATIONSHIP. CREATIVECOMMONSPROVIDESTHIS INFOR-

MATION ON AN “AS-IS” BASIS. CREATIVE COMMONS MAKES NO WARRANTIES

REGARDING THE INFORMATION PROVIDED, AND DISCLAIMS LIABILITY FOR

DAMAGES RESULTING FROM ITS USE.

License

THE WORK (AS DEFINED BELOW) IS PROVIDED UNDER THE TERMS OF THIS

CREATIVE COMMONS PUBLIC LICENSE (“CCPL” OR “LICENSE”). THEWORK IS PRO-

TECTED BY COPYRIGHT AND/OR OTHER APPLICABLE LAW. ANY USE OF THE

WORK OTHER THAN AS AUTHORIZED UNDER THIS LICENSE OR COPYRIGHT LAW

IS PROHIBITED.

BY EXERCISING ANY RIGHTS TO THE WORK PROVIDED HERE, YOU ACCEPT

AND AGREE TO BE BOUND BY THE TERMS OF THIS LICENSE. TO THE EXTENT THIS

LICENSE MAY BE CONSIDERED TO BE A CONTRACT, THE LICENSOR GRANTS YOU

THE RIGHTS CONTAINED HERE IN CONSIDERATION OF YOUR ACCEPTANCE OF

SUCH TERMS AND CONDITIONS.

1. Definitions

a) “Adaptation” means a work based upon the Work, or upon the Work and other pre-

existing works, such as a translation, adaptation, derivative work, arrangement of

music or other alterations of a literary or artistic work, or phonogram or performance

93

https://creativecommons.org/licenses/by-nd/3.0/deed.en
https://creativecommons.org/licenses/by-nd/3.0/deed.en


94 APPENDIX β. CREATIVE COMMONS LEGAL CODE

and includes cinematographic adaptations or any other form in which the Work may

be recast, transformed, or adapted including in any form recognizably derived from

the original, except that a work that constitutes a Collection will not be considered

an Adaptation for the purpose of this License. For the avoidance of doubt, where the

Work is a musical work, performance or phonogram, the synchronization of theWork

in timed-relationwith amoving image (“synching”)will be considered anAdaptation

for the purpose of this License.

b) “Collection” means a collection of literary or artistic works, such as encyclopedias

and anthologies, or performances, phonograms or broadcasts, or other works or

subject matter other than works listed in Section 1(f) below, which, by reason of

the selection and arrangement of their contents, constitute intellectual creations, in

which theWork is included in its entirety in unmodified form alongwith one or more

other contributions, each constituting separate and independent works in themselves,

which together are assembled into a collective whole. A work that constitutes a

Collection will not be considered an Adaptation (as defined above) for the purposes

of this License.

c) “Distribute” means to make available to the public the original and copies of the

Work through sale or other transfer of ownership.

d) “Licensor”means the individual, individuals, entity or entities that offer(s) the Work

under the terms of this License.

e) “Original Author” means, in the case of a literary or artistic work, the individual,

individuals, entity or entities who created the Work or if no individual or entity can

be identified, the publisher; and in addition (i) in the case of a performance the actors,

singers, musicians, dancers, and other persons who act, sing, deliver, declaim, play

in, interpret or otherwise perform literary or artistic works or expressions of folklore;

(ii) in the case of a phonogram the producer being the person or legal entity who first

fixes the sounds of a performance or other sounds; and, (iii) in the case of broadcasts,

the organization that transmits the broadcast.

f ) “Work” means the literary and/or artistic work offered under the terms of this Li-

cense includingwithout limitation any production in the literary, scientific and artistic

domain, whatever may be the mode or form of its expression including digital form,

such as a book, pamphlet and other writing; a lecture, address, sermon or other work

of the same nature; a dramatic or dramatico-musical work; a choreographic work or

entertainment in dumb show; a musical composition with or without words; a cine-

matographic work to which are assimilated works expressed by a process analogous

to cinematography; a work of drawing, painting, architecture, sculpture, engraving

or lithography; a photographic work to which are assimilated works expressed by a

process analogous to photography; a work of applied art; an illustration, map, plan,

sketch or three-dimensional work relative to geography, topography, architecture or

science; a performance; a broadcast; a phonogram; a compilation of data to the extent

it is protected as a copyrightable work; or a work performed by a variety or circus

performer to the extent it is not otherwise considered a literary or artistic work.

g) “You”means an individual or entity exercising rights under this License who has not

previously violated the terms of this License with respect to the Work, or who has

received express permission from the Licensor to exercise rights under this License

despite a previous violation.
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h) “Publicly Perform” means to perform public recitations of the Work and to commu-

nicate to the public those public recitations, by any means or process, including by

wire or wireless means or public digital performances; to make available to the public

Works in such a way that members of the public may access theseWorks from a place

and at a place individually chosen by them; to perform the Work to the public by

any means or process and the communication to the public of the performances of

the Work, including by public digital performance; to broadcast and rebroadcast the

Work by any means including signs, sounds or images.

i) “Reproduce” means to make copies of the Work by any means including without

limitation by sound or visual recordings and the right of fixation and reproducing

fixations of the Work, including storage of a protected performance or phonogram in

digital form or other electronic medium.

2. FairDealingRights. Nothing in this License is intended to reduce, limit, or restrict any

uses free from copyright or rights arising from limitations or exceptions that are provided

for in connection with the copyright protection under copyright law or other applicable

laws.

3. License Grant. Subject to the terms and conditions of this License, Licensor hereby

grants You a worldwide, royalty-free, non-exclusive, perpetual (for the duration of the

applicable copyright) license to exercise the rights in the Work as stated below:

a) to Reproduce the Work, to incorporate the Work into one or more Collections, and to

Reproduce the Work as incorporated in the Collections; and,

b) to Distribute and Publicly Perform theWork including as incorporated in Collections.

c) For the avoidance of doubt:

1) Non-waivable Compulsory License Schemes. In those jurisdictions in which

the right to collect royalties through any statutory or compulsory licensing

scheme cannot be waived, the Licensor reserves the exclusive right to collect

such royalties for any exercise by You of the rights granted under this License;

2) Waivable Compulsory License Schemes. In those jurisdictions in which the

right to collect royalties through any statutory or compulsory licensing scheme

can be waived, the Licensor waives the exclusive right to collect such royalties

for any exercise by You of the rights granted under this License; and,

3) Voluntary License Schemes. The Licensor waives the right to collect royalties,

whether individually or, in the event that the Licensor is amember of a collecting

society that administers voluntary licensing schemes, via that society, from any

exercise by You of the rights granted under this License.

The above rights may be exercised in all media and formats whether now known or

hereafter devised. The above rights include the right to make such modifications as are

technically necessary to exercise the rights in other media and formats, but otherwise you

have no rights to make Adaptations. Subject to Section 8(f), all rights not expressly granted

by Licensor are hereby reserved.

4. Restrictions. The license granted in Section 3 above is expressly made subject to and

limited by the following restrictions:

a) YoumayDistribute or Publicly Perform theWork only under the terms of this License.

You must include a copy of, or the Uniform Resource Identifier (URI) for, this License
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with every copy of the Work You Distribute or Publicly Perform. You may not offer

or impose any terms on the Work that restrict the terms of this License or the ability

of the recipient of the Work to exercise the rights granted to that recipient under the

terms of the License. You may not sublicense the Work. You must keep intact all

notices that refer to this License and to the disclaimer of warranties with every copy

of the Work You Distribute or Publicly Perform. When You Distribute or Publicly

Perform the Work, You may not impose any effective technological measures on the

Work that restrict the ability of a recipient of the Work from You to exercise the rights

granted to that recipient under the terms of the License. This Section 4(a) applies to

theWork as incorporated in a Collection, but this does not require the Collection apart

from the Work itself to be made subject to the terms of this License. If You create a

Collection, upon notice from any Licensor Youmust, to the extent practicable, remove

from the Collection any credit as required by Section 4(b), as requested.

b) If You Distribute, or Publicly Perform the Work or Collections, You must, unless a

request has been made pursuant to Section 4(a), keep intact all copyright notices for

the Work and provide, reasonable to the medium or means You are utilizing: (i) the

name of the Original Author (or pseudonym, if applicable) if supplied, and/or if the

Original Author and/or Licensor designate another party or parties (e.g., a sponsor

institute, publishing entity, journal) for attribution (“Attribution Parties”) in Licensor’s

copyright notice, terms of service or by other reasonable means, the name of such

party or parties; (ii) the title of the Work if supplied; (iii) to the extent reasonably

practicable, the URI, if any, that Licensor specifies to be associated with the Work,

unless such URI does not refer to the copyright notice or licensing information for the

Work. The credit required by this Section 4(b) may be implemented in any reasonable

manner; provided, however, that in the case of a Collection, at a minimum such credit

will appear, if a credit for all contributing authors of the Collection appears, then

as part of these credits and in a manner at least as prominent as the credits for the

other contributing authors. For the avoidance of doubt, You may only use the credit

required by this Section for the purpose of attribution in the manner set out above

and, by exercising Your rights under this License, You may not implicitly or explicitly

assert or imply any connection with, sponsorship or endorsement by the Original

Author, Licensor and/or Attribution Parties, as appropriate, of You or Your use of the

Work, without the separate, express prior written permission of the Original Author,

Licensor and/or Attribution Parties.

c) Except as otherwise agreed in writing by the Licensor or as may be otherwise per-

mitted by applicable law, if You Reproduce, Distribute or Publicly Perform the Work

either by itself or as part of any Collections, You must not distort, mutilate, modify

or take other derogatory action in relation to the Work which would be prejudicial to

the Original Author’s honor or reputation.

5. Representations, Warranties and Disclaimer

UNLESS OTHERWISE MUTUALLY AGREED TO BY THE PARTIES IN WRITING, LI-

CENSOR OFFERS THE WORK AS-IS AND MAKES NO REPRESENTATIONS OR WAR-

RANTIES OF ANY KIND CONCERNING THEWORK, EXPRESS, IMPLIED, STATUTORY

OROTHERWISE, INCLUDING,WITHOUTLIMITATION,WARRANTIESOF TITLE,MER-

CHANTIBILITY, FITNESS FOR A PARTICULAR PURPOSE, NONINFRINGEMENT, OR

THE ABSENCE OF LATENT OR OTHER DEFECTS, ACCURACY, OR THE PRESENCE OF

ABSENCE OF ERRORS, WHETHER OR NOT DISCOVERABLE. SOME JURISDICTIONS
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DONOT ALLOW THE EXCLUSION OF IMPLIEDWARRANTIES, SO SUCH EXCLUSION

MAY NOT APPLY TO YOU.

6. Limitation on Liability. EXCEPT TO THE EXTENT REQUIRED BY APPLICABLE

LAW, IN NO EVENT WILL LICENSOR BE LIABLE TO YOU ON ANY LEGAL THEORY

FOR ANY SPECIAL, INCIDENTAL, CONSEQUENTIAL, PUNITIVE OR EXEMPLARY

DAMAGES ARISING OUT OF THIS LICENSE OR THE USE OF THE WORK, EVEN IF

LICENSOR HAS BEEN ADVISED OF THE POSSIBILITY OF SUCH DAMAGES.

7. Termination

a) This License and the rights granted hereunder will terminate automatically upon

any breach by You of the terms of this License. Individuals or entities who have

receivedCollections fromYouunder this License, however, will not have their licenses

terminated provided such individuals or entities remain in full compliancewith those

licenses. Sections 1, 2, 5, 6, 7, and 8 will survive any termination of this License.

b) Subject to the above terms and conditions, the license granted here is perpetual (for

the duration of the applicable copyright in the Work). Notwithstanding the above,

Licensor reserves the right to release theWork under different license terms or to stop

distributing the Work at any time; provided, however that any such election will not

serve to withdraw this License (or any other license that has been, or is required to be,

granted under the terms of this License), and this License will continue in full force

and effect unless terminated as stated above.

8. Miscellaneous

a) Each time You Distribute or Publicly Perform the Work or a Collection, the Licensor

offers to the recipient a license to the Work on the same terms and conditions as the

license granted to You under this License.

b) If any provision of this License is invalid or unenforceable under applicable law, it

shall not affect the validity or enforceability of the remainder of the terms of this

License, and without further action by the parties to this agreement, such provision

shall be reformed to the minimum extent necessary to make such provision valid and

enforceable.

c) No term or provision of this License shall be deemedwaived and no breach consented

to unless such waiver or consent shall be in writing and signed by the party to be

charged with such waiver or consent.

d) This License constitutes the entire agreement between the parties with respect to the

Work licensed here. There are no understandings, agreements or representations

with respect to the Work not specified here. Licensor shall not be bound by any

additional provisions that may appear in any communication from You. This License

may not be modified without the mutual written agreement of the Licensor and You.

e) The rights granted under, and the subject matter referenced, in this License were

drafted utilizing the terminology of the Berne Convention for the Protection of Liter-

ary and Artistic Works (as amended on September 28, 1979), the Rome Convention of

1961, the WIPO Copyright Treaty of 1996, the WIPO Performances and Phonograms

Treaty of 1996 and the Universal Copyright Convention (as revised on July 24, 1971).

These rights and subject matter take effect in the relevant jurisdiction in which the

License terms are sought to be enforced according to the corresponding provisions

of the implementation of those treaty provisions in the applicable national law. If the
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standard suite of rights granted under applicable copyright law includes additional

rights not granted under this License, such additional rights are deemed to be in-

cluded in the License; this License is not intended to restrict the license of any rights

under applicable law.

Creative Commons Notice

Creative Commons is not a party to this License, and makes no warranty whatsoever in

connection with the Work. Creative Commons will not be liable to You or any party on

any legal theory for any damages whatsoever, including without limitation any general,

special, incidental or consequential damages arising in connection to this license. Notwith-

standing the foregoing two (2) sentences, if Creative Commons has expressly identified

itself as the Licensor hereunder, it shall have all rights and obligations of Licensor.

Except for the limited purpose of indicating to the public that the Work is licensed under

the CCPL, Creative Commons does not authorize the use by either party of the trademark

“Creative Commons” or any related trademark or logo of Creative Commons without the

priorwritten consent of Creative Commons. Any permitted usewill be in compliancewith

Creative Commons’ then-current trademark usage guidelines, as may be published on its

website or otherwise made available upon request from time to time. For the avoidance

of doubt, this trademark restriction does not form part of this License.

Creative Commons may be contacted at https://creativecommons.org/.

https://creativecommons.org/
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See ftp://ftp.nada.kth.se/pub/tex/local/index.html for further details.
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