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Abstract We present a resource allocation strategy for centralized radio access network architectures 

able to adapt to the wireless network capacity requirements. Both simulation and emulation results 

show that it is possible to reuse up to 33.3% of the transport resources. 

Introduction 

In a centralized radio access network (C-RAN) 

architecture, the baseband processing of radio 

signals is performed at baseband units (BBUs) 

aggregated in pools in order to improve radio 

communication performance and to reduce both 

energy consumption and cost. The performance 

of a C-RAN can be improved via the joint 

orchestration of radio and transport (Fig. 1)1,2 

which enables programmability across domains 

and facilitates the service provisioning process. 

For example, using the feedback from the radio 

controller, an orchestrator (Fig. 1) optimizes the 

allocation of the transport resources according to 

the wireless network needs, i.e., it connects on 

demand radio base stations (RBSs) and BBU 

pool(s) in such a way to optimize the transport 

network resource usage. An initial demonstration 

of the benefits of joint orchestration (in terms of 

wavelength reuse) was presented in1. On the 

other hand, the study targeted a relatively small 

setup without focusing on any specific transport 

resource sharing strategy. 

 This paper assesses the benefits (in terms of 

wavelength reuse) of dynamic resource sharing 

in a realistic scenario. To this end, we present a 

strategy for the wavelength allocation in the 

transport network able to efficiently adapt to the 

daily variation of the wireless network capacity 

requirements. Results from both simulation and 

emulation show that it is possible to reuse up to 

33.3% of transport resources (compared to no 

resource sharing case) without any degradation 

of the transport network performance. 

Network Architecture 

The transport architecture under exam is based 

on the interconnection of wavelength division 

multiplexing (WDM) rings (Fig. 1). Each access 

ring serves a number of RBSs (i.e., either macro 

base stations (MBSs) or small cells (SCs), 

connected to an access edge (AE)) while one 

metro ring aggregates the traffic from/to the 

access segment to/from a pool of BBU ports. The 

access rings are geographically distributed to 

cover a given region consisting of different geo-

types, e.g., residential, business, and city center. 

For this reason, each ring is characterized by a 

different daily traffic profile describing the 

wireless capacity requirements at different times 

of the day. In the upstream direction, each AE 

aggregates the traffic from a number of RBSs 

and forwards it to its respective metro node (MN). 

The MNs collect the traffic from their access rings 

and deliver it, via the metro ring, to the metro 

edge (ME) that in turn connects all the MNs to 

the pool of BBU ports. In the downstream 

direction, the sequence of nodes to be traversed 

is reversed (i.e., ME to MN, and finally to AE, 

before getting to the RBSs). 

 
Fig. 1: Mobile access network architecture. AE: access edge; 

MN: metro node; ME: metro edge; BBU: baseband unit. 

The ME (Fig. 2) consists of two wavelength 

selective switches (WSSs) with the common 

ports connected to the metro ring, and the 

tributary ports to the pool of BBU ports each one 

equipped with a wavelength tunable transponder 

(TP). The MN (Fig. 2) consists of two WSSs 

interconnected with each other via a tributary 

port. The remaining tributary ports in the MN 

carry the traffic to/from the access rings, while 

the common ports are connected to the metro 

ring. The AE (Fig. 2) consists of four WSSs. 

Three of them form a ring to connect each RBS 

to the access ring. The fourth WSS is connected 

directly to MBSs and SCs, each one equipped 

with a wavelength tunable TP. Whenever a RBS 

is activated, it requires a lightpath to be routed 

from the RBS to one BBU port in the pool (via 

either one of the WSSs at the ME) using the 

entire capacity of a wavelength in order to 

support fronthaul traffic requirements. 
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Fig. 2: Node architectures for the ME, MN and AE. 

One way to make sure that all RBSs can be 

activated when needed is to deploy as many TPs 

in the BBU pool as the total number of RBSs (i.e., 

overprovisioning). On the other hand, based on 

the daily variations of the wireless capacity 

requirements, only a subset of all RBSs need to 

be active at the same time. This means that on 

average the total number of TPs that need to be 

deployed in the BBU pool can be reduced. In this 

case, lightpaths need to be provisioned and 

released on demand depending on which RBS is 

active at any given point in time (i.e., dynamic 

resources sharing). The following section 

presents one such strategy. 

A Dynamic Resource Sharing Strategy 

In order to dynamically assign wavelength 

resources to connect newly activated RBSs to 

BBU ports (i.e., TPs), we can proceed as follows. 

When the radio controller realizes that RBSi 

needs to be activated, it informs the orchestrator 

which, based on its knowledge about the 

transport resources, performs the following 

operations. First, it considers the set of TPs 

connected to the left WSS in the ME. If at least 

one TP is available, the orchestrator checks if 

there is a reusable and available wavelength (i.e., 

using first fit) to connect the TP with RBSi. A 

wavelength is considered reusable if and only if it 

is not already used on any of the links of the path 

between the TP in question and RBSi. If a 

reusable wavelength is available, then the 

orchestrator stores both the wavelength ID and 

the path. The orchestrator then performs the 

same operation considering the TPs connected 

to the right WSS in the ME. If also this operation 

is successful (i.e., there are both a TP and a 

reusable wavelength available), the orchestrator 

then chooses the shortest between the path 

originating at the left WSS and the one 

originating at the right WSS in the ME. After a 

path and a wavelength are chosen, the 

orchestrator instructs the transport controller to 

instantiate the corresponding lightpath. If a TP 

and/or a reusable wavelength cannot be found 

after checking both the WSSs in the ME, then the 

RBSi in question cannot be activated. When the 

radio controller realizes that a given RBS needs 

to be switched off, it informs the orchestrator that 

in turn instructs the transport controller to release 

the corresponding transport resources. 

Performance Evaluation 

The performance of dynamic resource sharing is 

assessed in terms of maximum number of 

required TPs at the BBU pool compared to the 

overprovisioning case.  

The evaluation is done in terms of both 

simulation and emulation. In our custom made 

optical network emulator (Fig. 3), the data plane 

is emulated using Mininet software3 with Open 

vSwitches (OVSs), i.e., one for each TP and 

WSS. This emulated data plane is connected to a 

real control plane instance based on Open 

Daylight (ODL) equipped with a lambda interface 

used to control real TPs and WSSs1. A 

translation layer has been added to convert 

lambda commands into OpenFlow (OF) 

commands in order to insert OF entries in the 

OVSs. The wavelength assignment in the data 

plane is emulated via VLAN tagging of packets 

(i.e., the different patterns in the packet headers 

in Fig. 3). The radio controller is mimicked by a 

MATLAB script that generates a text file 

describing the wireless capacity requirements of 

all the access rings. This file is read by the 

orchestrator that implements the proposed 

dynamic resource sharing strategy.  

In our experiments, we consider the 5G urban 

scenario described in4, where coverage is 

provided by 30 MBSs, and wireless broadband 

capacity is guaranteed via a layer of N SCs per 

MBS. We assume that each AE is connected to 

one MBS and N SCs. The area under exam 

comprises 10 different geo-types, each one 

covered by an access ring with 3 AEs. One ME 

and four MNs connected in a single metro ring 

complete the architecture. In each access ring, 

the 24h variations of wireless capacity 

requirements are modeled using the traffic profile 

proposed in5. Unless otherwise stated, this profile 

is scaled to reach a maximum capacity value of 

0.75 Gbps/km2. The traffic profile of each access 

ring is shifted by 2 hours in order to mimic the 

capacity requirement variations in the spatial 

dimension (e.g., business areas peak vs. 

residential areas peak).  

In each experiment, the traffic profile of each 

access ring is sampled every hour and the 

resulting capacity value is randomly split among 

the three AEs to derive the traffic profile of each 

one of them. This value is used to compute the 

number of RBSs that need to be active. We 

assume that MBSs (each one providing 100 

Mbps/km2) are always active in order to provide 

coverage. For this reason, in each experiment we 
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first activate all MBSs by establishing one 

lightpath from the ME to all AEs. Then for each 

AE, we count the number of SCs (each one 

providing 50 Mbps/km2) that need to be activated 

to match as closely as possible to the capacity 

requirement. Each time a SC is activated, a 

lightpath is established using the approach 

presented in the previous section. At the same 

time, if a SC has been active in the previous hour 

and the current traffic requirements indicate that 

it needs to be turned off, the SC is deactivated 

and its lightpath resources are released. We run 

a total of 100 simulation and 7 emulation 

experiments (since the emulation experiment is 

very time consuming) and calculate the average 

number of TPs that need to be activated while 

meeting the traffic requirements of all the access 

rings. We assume that each fiber comprises 96 

wavelengths and that TPs operate at 10 Gbps to 

support fronthaul traffic requirements. For 

simplicity, the results obtained refer to the 

upstream traffic only, but exactly the same 

conclusions can be drawn assuming a specular 

architecture for the downstream direction. 

Fig. 4 shows, for N = 3 (top) and N = 6 

(bottom), the number of TPs at the BBU pool that 

need to be active at each hour. For 

overprovisioning with N = 3, a total of 120 TPs 

(i.e., 30 TPs for MBSs and 90 TPs for SCs) need 

to be active at any time. With dynamic resource 

sharing, the maximum number of TPs that need 

to be active is 83 (Fig. 4 top), i.e., a saving of 

30.8%. Fig. 4 (bottom) presents the same type of 

results when N = 6. The results were obtained 

assuming a peak capacity in the traffic profile in 

all the access rings of 1.2 Gbps/km2. In this case, 

the number of TPs that can be saved is 33.3%, 

which also translates into a notable reduction in 

the energy consumption. With values of N 

beyond 6, the activation of some SCs is not 

possible due to the lack of wavelength resources 

in the transport network. 

 
Fig. 4: Number of transponders (NTPs) in use during 24 hours 
of the day with N = 3 (top) and N = 6 (bottom). DRS: dynamic 

resource sharing; OP: overprovisioning. 

Conclusions 

This paper analyzed the benefits of dynamic 

resource sharing compared to the case of 

overprovisioning. It is confirmed that significant 

savings in the number of TPs that need to be 

turned on in the network can be obtained while 

keeping the same number of active SCs in the 

system. 
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Fig. 3: Experimental setup for emulation. 
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