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Abstract 
With the penetration of ubiquitous computing into physical marketplaces, requirements for software 
agents have increased also. The need for software agents at anytime, anyplace and helping the 
consumers with their shopping experience is becoming more obvious. Request from the consumers are 
changing all the time as well as the physical marketplace they are in (hence also the merchants). 
These conditions mean that a system that has a predefined number of agents; with each of them 
possessing a predefined set of functionality is not suitable for use. We propose a system, named 
eHermes, which assembles agents on-demand based on the user request and preferences. Such 
architecture supports dynamism and flexibility at run-time that are suitable for the pervasive 
computing environment. The main concept, called mission, and its abstract representation, called Task 
Decomposition Diagram, along with the eHermes architecture are presented in this paper. eHermes is 
currently being implemented on the Grasshopper agent toolkit. 
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1. INTRODUCTION 

Recent times have seen growing excitement over short-range wireless networking technologies 
[Leeper 2001], such as wireless local area networks (WLANs) (e.g., the IEEE 802.11b (or Wi-Fi) 
LANs) with access points having a limited range of roughly 100 metres)  and wireless personal area 
networks (WPANs) (e.g., Bluetooth (http://www.bluetooth.com) with a limited range of roughly 10 
meters). WLANs are becoming ubiquitous and are starting to appear in homes, offices and public 
places such as shopping complexes, airports, hotels, and restaurants – so, more and more public areas 
are becoming so-called hot spot areas [Ahlund et al. 2002]. 

Internet Service Providers (ISPs) are appearing that provide public access points to allow wireless 
access for subscribers. For example, WLAN services are finding their way into eight Florida shopping 
centers in the US (http://www.agere.com/NEWS/PRESS2001/080801a.html). This reduces the need 
for extensive wiring to provide various applications to merchants such as remote store monitoring 
using wireless cameras and devices that count the number of customers. The merchants have yet to 
extend wireless services to customers. The Bryant Park Hotel in New York lets its staff service guests 
using information provided via wirelessly networked devices 
(http://www.mobileinfo.com/News_2001/Issue34/Symbol_Bryant.htm). Starbucks cafe is providing 
WLAN services to customers, but so far these services (Web, email, etc) are of a horizontal/general 
nature (http://mcommercetimes.com/Services/155). A WLAN company called MobileStar hopes to 
implement 8000 WLAN sites in the US by the end of 2003. Europe has already installed several 
hundred public WLAN access points - a list of 802.11 access points can be found at 
http://www.80211hotspots.com/. Also, Bluetooth public access points are emerging. Ericsson's 
Bluetooth Local Infotainment Point (BlipNet) technology provide access points to information for 
Bluetooth enabled PDAs and cellphones, and has undergone trials in public areas such as cafes, 
railways, and gas stations. The vision of the ubiquitous short-range networks is also articulated in the 



Point Servers concept (http://www.pointservers.org). A point-server hosts software applications for 
short-range wireless devices clustered around a focal  point (the point is mobile or stationary) and 
integrates software, devices and users.  

The infrastructure of ubiquitous short-range wireless networks offers an opportunity for building 
localized electronic facil ities for e-commerce such as localized e-marketplaces that would be 
counterparts of physical marketplaces and adds value to such physical marketplaces. We do not only 
have the scenario of one being in a physical marketplace down the street (e.g., a shopping mall) and 
able to access some global e-marketplace or store (e.g., Amazon.com) from our devices, but also the 
scenario of one being in a physical marketplace and able to access an e-marketplace that is locall y 
relevant and enhances the experience in the physical marketplace itself. Such location-based e-
marketplaces can transcend geographical boundaries too, except not necessarily spanning continents 
but spanning neighborhoods, streets, buildings, or shops. We might have a virtual sports shopping 
mall, which is an e-marketplace representing all sports shops within a 2 km radius, or a virtual 
designer-jeans shopping mall representing shops sell ing such items along a famous street. Hence, there 
is, conceptually, a superimposing of e-marketplaces and physical marketplaces, with added value to 
vendors and potential customers. For example, there is opportunity to extend the boundaries of stores 
beyond the physical store space - proximity advertising can act as a kind of "tractor beam" to attract 
prospective customers to visit the shop [Newell and Newell 2001]; people can turn their "sale radar" 
on (opting on) to be a prime candidate for location-based targeted marketing communications; reply to 
ads to pre-register or hold an item or pre-order for instant consumption. This means that the 
"conceptual size" of shops increases and there can be multiple “conceptual organization”  of shops. 
There is also opportunity for anytime, anywhere B2B collaboration – for example, several stores at 
nearby locations can combine resources to create instant packages to lure buyers, or several businesses 
can provide a package for a day event (e.g., a football day in some area). On the customer’s side, the e-
marketplace can provide a facility for customers to establish coalitions (perhaps on-the-fly) based on 
current locations (i.e., proximity) and common interests. 

We note that such ubiquitous short-range wireless networks have particular characteristics that require 
applications to be enabled by software that exhibit autonomous, proactive, and intelligent i.e. flexible 
and adaptive) behaviour, to which users can delegate speci fic tasks, namely intell igent software 
agents. For example, the application might need to support the user who will be on-the-move and so 
leave a place after a short time (and possibly come back to it), discover and take advantage of current 
available services and resources when at a place (and we imagine each point server to have their 
differentiated or unique services and resources), negotiate for services or compositions of services on 
behalf of the user, support just-in-time changes in user requests and requirements, and deal with 
limited resources of user attention span, connectivity and device (e.g. memory and CPU speed). 
Agents provide a means to implement such applications. 

The thesis of this paper is that it is useful not only to have existing agents supporting these location-
based e-marketplaces but also to have new agents assembled on the fly as and when needed (e.g., in 
response to a particular service), and outlines a system, which we are building that can be used to 
assemble such agents. The reasons for enabling the possibility of assembling such software agents on-
demand, rather than only having a fixed set of running agents, are threefold: 

a. changes in number of users at a physical marketplace: the number of users within a 
geographical area varies greatly with time and situation. For example, on some days, a 
shopping mall will be crowded and on other days, it is quiet, and during meal times, a food 
court wil l have a lot more people than at other times. Hence, the system should adapt to such 
variations, i.e. agents should only execute when required so that resources will not be wasted 
(and can be applied to existing running agents). When not required, the agents can be moved 
into a passive mode (and stored), or even deleted (if no longer needed). Memory and CPU 
resources should be allocated to only the agents necessary for supporting the current users in 
the area. 



b. diversity and changes in user needs: different users will have di fferent needs and utilize 
different applications. For users new to an area, new agents might need to be assembled (or 
existing agents adapted) to meet their needs if existing agents cannot. Users who have been to 
the area might utilize new services, requiring the support of new agents, or users might need a 
variant of a service previously offered, and so requiring the support of new agents.  Depending 
on the capabilities of the agent generation system, new applications, not previously anticipated 
to be useful, can be spawned. 

c. changes in the environment: when the services available for a particular e-marketplace is 
updated (which might possibly be due to changes in the physical marketplace), new agents 
might be assembled to provide such services. Vendors offering such new services can have 
their agents assembled by the system (and the agents can be fine-tuned if required). 

We note that it is also possible for pre-build agents to be stored temporarily when not executing, but 
we go further to suggest that new agents can be built on-demand if needed. The ability to assemble 
agents on-demand provides a greater variety of agents to exist than what is a priori anticipated and the 
new agents can be tuned to the specific requirements at hand. This work is complementary to that in 
[Brazier and Wijngaards 2002] where agents can change themselves at runtime. In the rest of this 
paper, in Section 2, we outline examples of agent support for location-based e-marketplaces such as 
filtering of wireless advertisements, and monitoring of e-marketplace information. Then, in Section 3, 
we outline our system for assembling agents on-demand, and conclude in Section 4. 

2.  AGENT SUPPORT FOR LOCATION-BASED E-MARKETPLACES 

Although net-based software applications are available to be used by consumers, they normally are 
executed when the consumers are at their homes and offices, and hence, the consumers lack the 
resources to perform comparison or informational retrieval while at the physical marketplaces.  
Technologies offered by Personal Digital Assistant (PDA) and WLAN can be used to serve this 
requirement.  Unfortunately, even if those technologies give the consumers ability to find information 
via Web browsing, it is not practical for them to do that at the physical marketplaces, especially if time 
is one of the constraints and the consumers are walking around.  Furthermore, since the cost of mobile 
devices usage is normally directly associated with the amount of data being transferred [Jayaputera et 
al. 2003a], browsing the Internet on such devices must be avoided if possible. 

Location is a very important piece of information while a user is in a physical marketplace. Location 
can be used to refine search criteria so that the user does not get overloaded with unnecessary 
information. For instance, if we are interested for a branch of a company close to the location where 
we are (at the time we launch the query) then there is no point to list all branches that company has 
within a country. Our precise location can be obtained unambiguously by using a technology called 
GPS (Global Positioning System). GPS is a worldwide radio-navigation system formed from a 
constellation of a number of satellites and ground stations. Using a GPS receiver one can obtain his or 
her location.  GPS receivers are available to ordinary users in many forms, from standalone mobile 
devices to PCMCIA cards (www.teletype.com/pages/gps.html) and even mobile phone’s extension 
modules (www.cellular.co.za/accessories/nokia/nokia_gps_module_lam.htm). Hence, location in our 
context is a crucial piece of information that can be used to inform and constrain the information-
gathering task. 

Software agent technology offers users valuable assistance by performing some tasks (such as 
filtering, retrieving and presenting related information) on behalf of the users. Hence, instead of 
browsing the online information on their PDA, they use a software agent to find information for them. 
If the piece of information they are looking for is location-sensitive, then the location at which the 
query was launched can be used to filter-out unrelated information; producing a finer-grained 
information. For instance, instead of going through a list of shops located in a shopping mall, the user 
can use the agent software from his/her PDA to find a list of shoe shops in that shopping mall.  
Searching criteria can be refined such that rather than presenting a l ist of shoe shops within that 



shopping mall, the agent can list only the shoe shops that specialize in sports shoes on the second level 
because the user happens to be on that level and interested in buying a pair of sport shoes. Certainly 
other parameters such as price range, brand name, etc. can be added to refine the search. 

Support services that agents can offer for location-based e-marketplace can be categorized into two 
classes; they are information seeker and filtering. In the first class, the agent seeks, collects and 
deduces information from available resources while in the second class, the agent filters information 
for the users based on the relevance of that information.  To illustrate these concepts, consider the 
following two scenarios (it is assumed that the user in these contexts has a PDA along with the GPS 
extension module): 

a. The user is shopping for a pair of jogging shoes. Although from the Internet search he 
conducted at home/office he can find the best deal in town this information might not be 
useful for him because the best deal happens to be far away.  So, he would like to go to a 
shopping mall and find the best deal within that physical market. Upon arriving at the 
shopping mall, he turns on his PDA and constructs the query to find the best deal within his 
location for a pair of jogging shoes.  The query gets sent to the server side, which in turn will 
assemble agents suitable for the query to find the answer. The agents assembled will contact 
on-line yellow pages (or the shopping mall’s on-line directory service) and collect a list of 
shops close by. A number of agents are also sent to each the shop’s website to find the shop 
that the shoes the user has been wanting. Because each of the merchants has their own way 
and style in presenting their product on-line, deducing and comparing the prices to find the 
cheapest one is not trivial. However, techniques developed in [Menczer et al. 2002], [Dutta et 
al. 2001] or [Yang et al. 2001] can be used to overcome this limitation. 

b. In the environment where merchants (via their agents) “bombard”  consumers with their 
advertisements, filtering is needed. However, this filtering process needs to be selective and 
normally based on what the consumers are interested in at that time. For instance, if the 
consumer is looking for a new mobile phone then it is appropriate for his/her agent to accept 
offerings on mobile phone accessories. However, this does not mean that that agent has to turn 
its blind eye on anything except mobile phones (and their accessories). This is because of 
consumers are generally bargain hunters and enjoy shopping when buying items at 
special/bargain prices. Therefore, the consumer’s agent must be adjustable at run-time. For 
instance the ability to get it to stop accepting special lunch offers when we have just had 
lunch. 

These kind of agent services are not new ideas and some research projects such as Shopper’s Eye 
[Fano 1998] and Impulse [Impulse 1999] have arisen to realize this idea. However, we believe that our 
approach of “on-demand” agent assembling is unique and a useful extension to those techniques 
presented in [Fano 1998] and [Impulse 1999]. 

Our vision is to create a system (which we call eHermes) that takes user’s request, represents it in a 
form that the system can understand (called a mission) and finally accomplishes that mission on behalf 
of the user. During the execution of that mission, agents are assembled on-the-fl y and assigned with 
itineraries and tasks that they need to carry out at each step of the itinerary. The following section 
discusses eHermes in more detail. 

3. eHERMES: A SYSTEM FOR ASSEMBLING AGENTS ON-DEMAND 

eHermes is a prototype of an on-demand agent generation system discussed in the previous section. 
The main concept in eHermes is called the mission.  A mission is defined as the goal that an agent has 
to accomplish [Jayaputera et al. 2003b]. In eHermes, a mission is regarded as a set of tasks that the 
agent must perform.  Tasks can be either primitive or compound.  Primitive task is defined as a basic 
action that the agent can perform directly. A compound task, on the other hand, is regarded as a task 
that is composed of a set of primitive or other compound tasks. Each task in a mission has a set of 



attributes, they are, location, cost and time. The location attribute specifies the location at which the 
task must be executed. The cost attribute specifies the unit cost to execute the task, and finall y, the 
time attribute speci fies when (i f any) the task must be executed. 

A mission in eHermes is represented as an attributed Direct Acyclic Graph (DAG) and is called Task 
Decomposition Diagram (TDD).  Tasks are represented as nodes in TDD while links represent 
decomposition or dependencies. To illustrate this notion, consider the following diagram: 
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In Figure 1, circle nodes represent compound tasks while square nodes represent primitive tasks. A 
compound task is composed of one or more tasks and these tasks can be composed of one or more 
compound or primitive tasks. The root node; A is regarded as the mission itsel f.  A is said to be 
achieved if and only if tasks B and C are completed.  In turn, task C is completed i f tasks D, E and Z 
are completed. 

Dependencies are represented by dashed-arrows in a task decomposition diagram. Task T1 is said to 
be dependent on task T2 if there is a dashed arrow drawn from T1 to T2.  Taking this notion into 
account, we can say that in Figure 1, task B depends on W and D depends on E.  This means that task 
B cannot be executed until W has.  Subsequently, task D cannot be carried out until E has been 
completed. 

The architecture of eHermes is shown in Figure 2: 
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eHermes consists of three main modules: Mission Generator, Mission Planner and Agent Generator. 
Mission Generator is the module that is in charge in accepting user’s request and generates a Mission 
Object. Mission generator does not have the abil ity to generate the TDD itself but requires a 
supporting module called Mission Planner.  Mission planner is a simple yet an adequate (for our 
purpose) planning tool which is based on Hierarchical Task Network (HTN) [Nau et al. 1999]. TDD is 
built by problem reduction, that is, the mission planner recursively decomposes tasks into subtasks; 
stopping when it reaches primitive tasks that can be performed directly by eHermes agents. Mission 



planner uses the domain knowledge provided by the ontology repository during the planning process, 
this is important in order to correctly interpret the request(s).  For instance, the word “surfing’  would 
have different meaning when the domain is Internet and water sports. Furthermore, in order to speed 
up the planning process, previously successful missions are stored in the Mission Repository and 
hence can be re-used by the planner. 

Once the TDD has been created, it is returned to the mission generator, which then encapsulates it into 
an object called Mission Object. Mission object is a l iving object, in that it stores all the progress 
status, process states and results of its execution. However, mission object is not capable of carrying 
out the mission by itself but rely on an agent called Mission Control Agent (MCA). The MCA is 
created by a module called Agent Generator. Each of MCA is in charge in executing a single mission 
object. Hence in our l ive eHermes system, there are many MCAs running concurrently and each of 
them managing the execution of a mission object associated with it. MCA executes a mission by 
dynamically (on-demand) creating agents (mobile or static), assigning tasks to them, coordinating and 
managing them, and finally combining and presenting the result into a form that the user can 
understand. It should be noted however; that the cardinality of the agent is completely depends on the 
complexity of the mission and is determined at run-time with respect to the cost, resources and some 
optimization procedures that the MCA conducts. The manner in which the tasks are executed is 
bottom-up. Hence, primitive tasks (that is, the terminal nodes) are executed first before their direct 
compound tasks are (that is, the parent nodes). However, MCA does not blindly pick all the primitive 
tasks to be executed but carefully selects them without violating the dependencies that might exist 
between them. To clearly understand this strategy consider the following figure: 

MCA MCA AG
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Figure 3: The MCA Coordination Strategy  

Figure 3 i llustrates the sequence of actions that the MCA will carry given a mission/TDD. The 
example sequence is as follow: 

1. Given a mission, the MCA examines the tasks in needs to perform. Tasks that can be 
performed by an agent will be grouped together. The selection is based on the value of the 
tasks’  attributes. For instance, tasks that can be executed at one location will be grouped 
together. 

2. Once step (1) has been performed, MCA requests the Agent Generator (AG) to assemble 
mobile agent(s). The itinerary detail supplied by MCA to AG is speci fied using the ITAG 
scripting language [Loke and Zaslavsky 2003]. 

3. Once the requested agent(s) are created, the MCA assigns task(s) to them and informs those 
agents to execute the task(s). 

4. The MCA waits for the results to be brought/sent back by the mobile agents. 

5. Once the results are obtained, MCA will mark the relevant tasks in the TDD as “completed” . 
MCA then re-examines the TDD and find the next group of tasks that can be executed, and 
reiterate the sequence steps from step (2).  



To illustrate the usefulness of TDD, we use the simple scenario of “buying a pair of jogging shoes”  
presented in Section 2 and use TDD to represent a mission to find the closest merchant that sells the 
cheapest jogging shoes with brand X and model Y. With “closest”  we mean it has the same altitude 
(that is the same level number in a multi-storey shopping mall) as we are and within the shopping mall 
radius. The following assumptions hold for this example: 

• The location and altitude information is supplied by the GPS module attached to the user’s 
PDA device. For simplicity, the location is referred to as “L”  and the altitude is referred to as 
“A”  from now on. 

• The size of the shoes and their availability are not important (in order to simplify the 
discussion). 

• The list of merchants can be obtained from an on-line Yellow Pages and the ISP that is 
offering their wireless services in that shopping mall. 

Figure 4 shows the TDD that represents a mission to find the cheapest pair of jogging shoes within a 
shopping mall. 

List all the shops that sell
shoes type “jogging” with
brand “X” and model “Y”

Get the list
from

YellowPages

Get the list
from local ISP

List all shops on location
“L” and altitude “A”

Remove shops that do not
sell sports accessories

from the list

Remove shops that do not
sell shoes brand “X” and

model “Y”

For each shop, ask if they
sell the shoes with brand

“X” and model “Y”

For each shop, ask if they
sell sport shoes

Find the one that has the
cheapest price

For each shop, ask the
price for the pair of shoes

of interest

Find the shop that sells
the cheapest jogging

shoes with brand “X” and
model “Y” on location “L”

and altitude “A”

Figure 4: TDD for Buying A Pair of Jogging Shoes  

Given such a TDD, MCA will execute the above mission in the following order: 

a. Get the list from local ISP. An agent is sent to the local ISP to retrieve the list of merchants 
that the ISP knows. 

b. Get the list from Yellow Pages. An agent is sent to access the on-line Yellow Pages service to 
retrieve a list of merchants located in L. 

c. List all shops on location “ L”  and altitude “ A” . A static agent is created to combine and 
select the data retrieved by two agents sent out above. The data produced by this task is a list 
of merchants operating within location “L”  and altitude “A” . 

d. For each shop, ask if they sell sport shoes.  A set of mobile agents is constructed, they are 
instructed to go to one of the merchants in the list (each merchant is represented by a merchant 
agent) and ask if the merchant sell any sport shoes. Each of the agents will go back home once 
it has completed its job. 

e. Remove shops that do not sell sports accessories from the list. The results produced by the 
previous task are used to shorten the merchant list so that it contains only those that sell sport 
accessories. 

f. For each shop, ask if they sell the shoes with brand “ X”  and model ” Y. A set of mobile agents 
is constructed. These agents are assigned a task to ask a question to one of the merchants in 
the list previously produced. The question it needs to ask is if the merchant sells a pair of 
shoes that has brand “X”  and model “Y” . 



g. Remove shops that do not sell shoes brand “ X”  and model “ Y” . The results produced by the 
execution of the previous task will be used to trim the merchant list. 

h. List all the shops that sell shoes type jogging with brand “ X”  and model “ Y” . This is a 
compound task that does not need to do anything specifically. 

i. For each shop, ask the price for the pair of shoes in interest. A set of mobile agents are 
generated and each of them is given a task to ask to one of the merchants in the list about the 
price they are selling for a pair of shoes for brand “X”  and model “Y” . 

j. Find the one that has the cheapest price. The prices returned from the previous task will be 
sorted and then the cheapest one from the list wil l be picked. 

k. Find the shop that sells the cheapest jogging shoes with brand “ X”  and model “ Y”  on 
location “ L”  and altitude “ A” . This is the root of the mission itself. It is said to have 
completed if all its child nodes have completed. 

The behaviour and specification of tasks in TDD is defined using a task description language called 
Durra [Barbacci et al. 1991]. Durra describes the functionality and behaviour of tasks, input/output 
parameters the tasks take, and their interactions at the logical and abstract levels not at the 
programming level. A task description in Durra is composed of four components, they are: interface, 
behavioral, attributes and structural information. The interface component specifies the data movement 
to and from the task, as well as the type of the data. The behavioral component specifies the functional 
and timing information of the task. The functional information consists of the pre and post-conditions 
of the data movement (that is incoming and outgoing data). The timing information specifies the 
timing expression of the task. The attribute component specifies miscellaneous properties of a task. 
This attributes is in the format of AttributeName=Value pair. The structural information provides the 
internal structure of the task. 

Using Durra, the tasks “Get the list from YellowPages”, “Get the list from local ISP” and “List all 
shops on location L and altitude A” can be specified as follow: 

task filterMerchant 
components 

t1: task getMerchantListFromLocalISP; 
t2: task getMerchantListFromYellowPages; 

ports 
output: nszMerchantList; 

attributes 
library = "/var/lib/eHermes/cTasks/combineFilterShops.class"; 
task_desc = "List all shops on location \"L\" and altitude \"A\""; 

structure 
return combineFilterShops(t1, t1, location, altitude); 

end filterMerchant; 
 

task getMerchantListFromLocalISP 
ports 

input: in szLocalISP; 
output: out nszMerchantList; 

attributes 
library = "/var/lib/eHermes/pTasks/getMerchantListFromLocalISP.class"; 
task_desc = "Get the list from local ISP"; 

end findPrice; 
 

task getMerchantListFromYellowPages 
ports 

input: in szYellowPagesURL; 
output: out nszMerchantList; 

attributes 
library = "/var/lib/eHermes/pTasks/getMerchantListFromYellowPages.class"; 
task_desc = "Get the list from YellowPages"; 

end findPrice; 
 



eHermes is currently being implemented on the Grasshopper agent toolkit [Magedanz and Bäumer 
1999]. We have chosen Grasshopper because of its GUI features and multi-platform support. At 
present, we have a number of nodes running eHermes agencies on MS-Windows™ and Linux™ 
platforms. eHermes, at the moment, is able to take a mission and its TDD and generate an MCA which 
executes that mission. Figure 5 shows the eHermes system running on one of the nodes. There are two 
Mission Control Agents running. These two control agents are serving requests from two di fferent 
users. 

Figure 5: eHermes Screen Snapshot  

4. CONCLUSION 

We have presented in this paper an approach to assembling agents on demand, based on the mission 
produced by the planner from the user request. Mission’s execution is coordinated and managed by a 
special agent called MCA. We believe that the approach of generating agents on demand is suitable for 
adding value to physical marketplaces and their e-marketplaces. We believe that the dynamism 
provided by this approach is suitable for catering to a vast variety of queries and tasks the users have 
when they are in physical marketplaces. This is because our approach does not only have a fixed 
number of predefined functionality agents but agents can be assembled on the fly and are tailored to 
the user’ s needs (the range of agents that can be assembled depends on software and functional 
components available). 

We have also presented the architecture of our prototype system called eHermes. We believe that our 
approach of assembling agents on-demand is important in that it provides flexibil ity and requires less 
system resources compared to other systems. By only assembling agents when they are needed, 
eHermes aims at optimising system resource util isation. This is in contrast to other systems that adopt 
Blackboard [Cohen et al. 1988] coordination strategy. Furthermore, by creating agents on the fly and 
demand (as opposed to a set of already created and running agents), it allows the system to adopt the 
most appropriate agent coordination strategy depending on the mission it carries. 

With regards to unique features, eHermes is different from ZEUS [Nwana et al. 1999] in that (1) 
eHermes is more than an agent generation tool. eHermes aims to support the full agent life-cycle, 



including run-time support and mission reuse. (2) eHermes aims to provide dynamic agent 
coordination  (where the coordination strategy is  computed at run-time) through the tasks attributes 
and results that are generated at run-time. (3) Finally, eHermes will provide a facility where a mission 
can be specified at run-time, as opposed to statically defined at design time. 

Our notion of TDD, which preserves the hierarchical nature of a mission, is also an important 
contribution in that it allows us to put more powerful expression at the compound task level. This is in 
contrast to some systems where the structure is flattened to produce just a series of primitive tasks 
[Nau et al. 1999].  

Future work for this project falls into several categories: enhancements on the optimization logic and 
algorithms including sub-goal slicing for parallel execution, formalizing the TDD and its task 
specification, and finally run-time mobile agent generation and coordination. 
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